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4. Sammanfattning p̊a svenska
(Summary in Swedish)

Du har säkert varit med om att din dator n̊agon g̊ang kra-
schat eller fungerat felaktigt. När det händer i ordbehandlaren
kan det vara irriterande, och kanske du till och med förlorar
n̊agra timmars arbete. Men motsvarande fel f̊ar under inga
omständigheter inträffa i de datorer som h̊aller takten åt pa-
cemakers, talar om för trafikljus när de ska sl̊a om, styr rodren
p̊a ett flygplan, övervakar vattnets tryck i ett kärnkraftverk,
eller genomför stora pengatransaktioner för banker.

Denna avhandling handlar om metoder för att kontrollera
komplexa datorsystem automatiskt och formellt. S̊adana
metoder kan användas i datorprogram som kontrollerar andra
system.

De datorer som syns, som st̊ar p̊a ett skrivbord och har bildskärm och
tangentbord, utgör bara toppen av ett isberg. De flesta datorer finns
inuti maskiner som mobiltelefoner, symaskiner, och TV-apparater. I en
modern bil finns ett komplext nätverk av många datorer. Datorsystem
blir ständigt mer komplicerade, vilket gör det lättare för konstruktörerna
att beg̊a misstag och sv̊arare att garantera att de är korrekta.

Datorer förekommer i sammanhang där man riskerar b̊ade
människoliv och enorma ekonomiska värden. P̊a 80-talet använde flera
sjukhus i Kanada och USA str̊albehandlingsmaskinen Therac-25, som
p̊a grund av mjukvarufel gav kraftiga överdoser till sex patienter.
Str̊alskadorna var allvarliga i tre fall och dödliga i tre. År 1996
exploderade en Ariane 5-raket knappt 40 sekunder efter starten i

Hur ofta litar du p̊a att de hundratals datorer som finns i en vanlig bil är felfria?
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(ovan) En modell för ett trafikljus. De tre
tillst̊anden symboliserar de tre möjliga situ-
ationerna som trafikljuset kan befinna sig i.
(höger) Med tv̊a trafikljus i en korsning blir
situationen mer komplicerad. V̊art dator-
program m̊aste kunna bevisa att tillst̊andet
längst ner till höger, där b̊ada har grönt
samtidigt, aldrig kan n̊as.

Franska Guyana, som en följd av ett enkelt programmeringsfel. Man
uppskattar att förlusten i detta fall var tre–fyra miljarder kronor. Dessa
och många andra olyckor hade kunnat undvikas om datorsystemen
varit ordentligt verifierade.

En osäker metod och en bättre idé

Det finns många metoder för att minska risken att datorprogram och
system inneh̊aller fel. Ofta kontrolleras de bara genom testning, vilket in-
nebär att programmeraren provar dem i många olika situationer och ser
om de fungerar som väntat. Det finns systematiska metoder för testning
som är lämpliga i många fall. Men eftersom programmeraren omöjligen
kan g̊a igenom all möjliga scenarier, kan det aldrig ge fullständig visshet
om att ett system är helt säkert. För säkerhetskritiska system är det
därför mycket riskabelt att helt förlita sig p̊a testning.

S̊a l̊angt det är möjligt används en annan metod, formell verifiering,
i alla sammanhang d̊a säkerheten är viktig. Man skapar d̊a en
matematisk modell av systemet, som en dator därefter f̊ar undersöka.
En modell är ett slags förenklad ”bild” av systemet. Datorn kan bevisa
att modellen är korrekt. Under förutsättning att modellen motsvarar
systemet p̊a ett korrekt sätt, kan man med säkerhet kan veta att
systemet uppfyller de krav som ställts.

Anledningen till att man analyserar modellen av systemet och inte
systemet självt är att man d̊a kan göra förenklingar som snabbar upp
analysen. Att undersöka ett system kan vara oerhört krävande. Om man
inte är mycket noga med vilken sorts modell man använder blir det ofta
praktiskt ogenomförbart.

Det finns många sorters modeller för system, men gemensamt för de
flesta är att de inneh̊aller tillst̊and och överg̊angar. En modell för ett
system som styr ett trafikljus kan till exempel använda de tre tillst̊anden
rött, gult och grönt, samt överg̊angar fr̊an rött till gult, gult till grönt
och grönt till rött (se figur). Ett tillst̊and är allts̊a en beskrivning av en
situation som systemet kan befinna sig i, och överg̊angarna anger vilken
situation som kan följa efter vilken.
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Ett spel med döden

Ett viktigt verktyg för att verifiera modeller av system är spelteori.
För att illustrera detta, tänk dig att du f̊att i uppgift att konstruera
systemet som styr ett trafikljus.

När du skapar systemet måste du anta det värsta. Du måste förutse de
mest osannolika trafiksituationer för att förvissa dig om att systemet är
helt säkert i alla lägen. För att resonera om trafikljusen betraktar vi ett
slags spel där du spelar mot ett lag best̊aende av alla framtida trafikan-
ter. I spelet bestämmer du hur trafikljusen ska sl̊a om, och trafikanterna
bestämmer hur de ska köra. Trafikanterna vinner ifall de lyckas krocka
trots att de kör enligt de trafiksignaler du ger dem, och du vinner ifall
du upprätth̊aller ett helt säkert system. En ”strategi” för dig är allts̊a en
plan för att reglera trafikljusen. Ifall det g̊ar att hitta en strategi för dig
som gör att du vinner spelet oavsett hur trafikanterna spelar, s̊a kan den
användas för att skapa ett säkert system för att styra trafiksignalerna.

V̊ar modell av trafikljusen definierar utgör en spelplan. Målet i spelet
är att det aldrig ska bli grönt åt tv̊a h̊all samtidigt. Ifall vi vill att v̊art
trafikljussystem ska uppfylla andra krav, som t.ex. att det aldrig blir
permanent rött åt n̊agot h̊all, s̊a kan vi fortsätta spela p̊a samma spel-
plan. Vi använder d̊a det nya målet att det alltid kommer att återkomma
gröna signaler.

I denna avhandling utvecklar vi metoder som kan användas i dator-
program för att hitta den bästa strategin i ett givet spel. Strategin kan
sedan användas för att konstruera system som är bevisbart helt säkra.

När modellen aldrig tar slut

I de flesta modeller blir antalet tillst̊and mycket stort. Vi undersöker
modeller som till och med har oändligt många tillst̊and. Att det finns
oändligt många tillst̊and gör det mycket sv̊arare att skriva ett program
som analyserar modellen. Trots detta kan det g̊a för vissa begränsade
typer av modeller.

I allmänhet kan det finnas flera olika anledningar till att ett system
har oändligt många tillst̊and. Antag t.ex. att v̊art trafikljus, förutom att
förhindra krockar, ocks̊a ska konstrueras s̊a att väntetiden för bilarna
blir s̊a kort som möjligt. D̊a måste modellen ta hänsyn till antalet bilar
som st̊ar i kö. Vi kan använda modellen i figuren p̊a nästa sida, där
varje tillst̊and inneh̊aller information b̊ade om antalet bilar i kö och om
trafikljusets status. Om vi inte har n̊agon gräns för hur många bilar som
väntar i kön, f̊ar vi oändligt många tillst̊and.

Att lita p̊a slumpen

De modeller vi undersöker inneh̊aller ocks̊a slumpmässiga moment. Om
vi vill undersöka väntetiden vid trafikljusen är det t.ex. inte längre me-
ningsfullt att l̊ata bilarna köra s̊a ”elakt” som möjligt. D̊a skulle v̊ar mo-
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1 × 1 × 1 ×

2 × 2 × 2 ×

3 × 3 × 3 ×

...
...

...

En modell för ett trafikljus som tar hänsyn till antalet bilar som st̊ar i kö.

Observera att modellen har oändligt m̊anga tillst̊and.

dell vara onödigt pessimistisk. Här räcker det med att snitt-väntetiden
är kort. Detta kan vi ta hänsyn till i modellen genom att l̊ata bilarna
anlända vid slumpmässiga tidpunkter till trafikljuset. I bilden ovan be-
tyder det följande: när vi befinner oss i ett tillst̊and i vänsterkolumnen,
kommer nästa överg̊ang att väljas slumpmässigt. Till exempel kan chan-
sen vara 50–50 att g̊a åt höger eller ner̊at.

En lyckosam förening

Denna avhandling undersöker till en början tv̊a olika kategorier av mo-
deller var för sig: spelmodeller och slumpmässiga modeller med oändligt
m̊anga tillst̊and. Som en avslutning förenar vi dessa omr̊aden och stude-
rar spel som har slumpmässiga moment och oändligt många tillst̊and.

De modeller vi undersöker i just detta fall kan användas för att be-
skriva datorer eller andra maskiner som kommunicerar p̊a avst̊and. Vi
vill fastställa att ingen illasinnad utomst̊aende kan f̊a v̊ar maskin ur
balans genom att skicka felaktiga meddelanden till den. Vi undersöker
ett spel mellan v̊ar egen maskin och en tänkt ”motst̊andare”. Ifall det
finns n̊agot sätt för maskinen kan vinna, s̊a kan den vinnande strategin
användas för att skapa en beskrivning av hur maskinen ska fungera.

V̊ar metod för att hitta vinnande strategier i spel kan allts̊a användas
av den som konstruerar program som kommunicerar över nätverk för att
skapa ett helt säkert system.
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6. Introduction

Outline.

In Section 6.1, we give a background to the problem area: we motivate
why it is important to verify the correctness of computer programs; ex-
plain how games are used in this verification process; and demonstrate
in what senses the systems are infinite and random. In Section 6.2,
we describe the objects of our study: the models and the objectives.
Roughly speaking, the models are the arenas we play games on, and the
objectives are the goals of the games. Section 6.3 defines the types of
problems that we solve for these objects. For instance, one such problem
is to determine who will win a given game if all players play optimally.
Section 6.4 outlines our contributions, which are further detailed in Pa-
pers A–E. Section 6.5 surveys previous work and Section 6.6 suggests
some extensions and directions of future work.
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6.1 Motivation

Computers often crash or behave incorrectly. When this
happens to a word processor, it is irritating, and may destroy
several hours of work. However, it must never happen
to the programs or systems that maintain a steady beat
in pacemakers, tell traffic lights when to switch, steer the
rudders of aircraft, supervise the water pressure in nuclear
plants, or manage large money transactions for banks.

In this thesis, we investigate mathematical methods to verify
complex computer systems automatically and formally. Such
methods can be used in computer programs that verify other
programs or systems.

The computers you see, like desktop and laptop computers with a
screen and a keyboard, are merely the top of an iceberg. Most of the
world’s computers sit inside some machine, like mobile phones, sewing
machines or TVs. A modern car hosts a complicated network of many
computers. As computer systems grow more complex, it becomes easier
to make programming mistakes and more difficult to guarantee that
the systems are correct.

Computers appear in situations where both human lives and enor-
mous economical values are at stake. In the eighties, several hospitals in
Canada and USA used the radiation therapy machine Therac-25 which,
due to a software error, gave strong overdoses to six patients [Jac96].
The radiation injuries were severe in three cases and mortal in three. In
1996, an Ariane 5 rocket exploded less than 40 seconds after take-off in
French Guyana, as a consequence of one simple programming error. In
this case, the damage was estimated to almost 400 billion euro (three-
four billion Swedish kronor). These and many other accidents could
have been avoided if the systems were properly verified.

6.1.1 Verification

There are several methodologies available to reduce the risk that soft-
ware contains serious errors. In general, programming is a difficult ac-
tivity: a skilled programmer who uses good and structured development
methods may produce much safer systems than one with less experience
and knowledge. Still, even the best programmers are human, and will
inevitably make mistakes.

There are many methods to verify that computer programs or systems
are correct. One way to reduce the amount of errors is to test the system
in a methodical manner. By running the system on many different
inputs and checking that it works as expected in all test cases, the risk
of software errors is reduced. There are robust, developed methodologies
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for testing [BJK+05] and testing is a suitable way of ensuring the quality
for many applications.

However, testing has the drawback that only a limited number of
inputs are tested. There is always a risk that the system behaves errat-
ically on some input that was never tested.

A more rigorous way of improving the correctness of computer systems
is formal verification. This usually guarantees a much higher level of
confidence and is commonly used when the correctness is critical. Formal
verification uses mathematical methods which prove that the system is
correct, so that there is no uncertainty.

6.1.2 Model Checking

One approach to formal verification is model checking . In model check-
ing, we first create a model of the system. A model is a simplified
“picture” of the system, built to hide unnecessary details of the system
and to represent only the most important aspects of its behavior. A
computer program can then investigate the model and answer questions
about it. Usually, the verification is entirely automatic, and we can often
be completely sure that the answer is correct.

Reactive Systems

We are particularly focused on model checking of reactive systems. A
reactive system interacts continuously with its environment and never
terminates. Examples are operating systems, traffic lights, word pro-
cessors, and stereos. The opposite is a program that is given all inputs
when it starts, makes computations completely on its own, and termi-
nates with an answer.

Transition Systems

We consider several classes of models. Common to all of them is that
they contain states and transitions1. A state represents a snapshot of the
system at some point in time, and a transition represents the possibility
to move from one state to another.

A state is usually drawn as a circle or a square, and a transition is
usually drawn as an arrow from one state to another. For example,
Figure 6.1 depicts simple models of two traffic light systems.

Systems described in this way are called transition systems. Transition
systems are natural models of many reactive systems, which usually work
in discrete steps rather than change continuously over time.

1In Papers A and B, we use the word vertex as a synonym for state and edge as a
synonym for transition. Other texts sometimes use position or node for state, and
arc for transition.

25



(a) (b)

Figure 6.1: (a) A model of one traffic light. The three states represent the
three possible modes of the traffic light. (b) With two traffic lights in the same
crossing, the model becomes more complicated. At the bottom right state,
both directions have green lights at the same time. We want to be sure that
the bottom right state can never be reached.

In general, transition systems are nondeterministic: each state may
have more than one outgoing transition. This can have different mean-
ings depending on the context. In some models, the next state can be
selected “intelligently” in order to achieve some goal. In other models,
we want the goal to be achieved no matter how the choice is made.
The goal may be, for example, to reach a given state in as few steps as
possible.

Temporal Logics

In model checking, one often uses temporal logics, which are languages
that describe the behavior of a system that changes over time. Typical
properties that can be expressed are “a given ‘failure’ state is never
reached” or “the system reaches a given ‘ready’ state infinitely often”.
An expression in a temporal logic is called a formula.

We now make the notion of model checking more precise. The model
checking problem for a given class of models and a given temporal logic is:
“given a specific model from the class of models, and a specific formula
in the logic, determine whether the formula is true or not for the model.”

As an example, we return to Figure 6.1(b), which depicts a transition
system. To avoid that cars crash, we want to guarantee that the bottom
right state is never reached. This can be described in a temporal logic
by saying “at every point in time, either the first traffic light is not
green, or the second traffic light is not green”. We also want to verify
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that none of the traffic lights becomes permanently red after some time
point. This can be described by saying “at every point in time, there is
a point later in time where the first traffic light is green, and there is a
point later in time where the second traffic light is green”.

There are many different temporal logics which can describe these
and other properties. Some temporal logics assume that the future is
deterministic, while others can express that there are many different
possibilities; some can only express what happens in the future, while
others can express what has happened in the past; some merely describe
the order of events, while others can express time points. There are also
temporal logics where it is possible to express that events have prob-
abilities or occur at specific geometrical places. Logics may also have
various levels of mathematical richness. Generally, the more expressive
a temporal logic is, the more difficult and time-consuming it is to solve
the model checking problem for it.

6.1.3 Games

Games are generalizations of nondeterministic transition systems. The
states are partitioned into two sets: the states of player 0 and the states
of player 1. The player who owns the current state decides which outgo-
ing transition to take. The decision is taken “intelligently” in order to
achieve some goal. The two players have conflicting goals. For instance,
if player 0 wants to reach a given final state, then player 1 wants to avoid
it. The goals of the players can usually be described in some temporal
logic.

Games have found applications in many different parts of computer
science, as well as mathematics, biology, and economics. The games we
study are interesting in computer science for several reasons:

• To characterize alternation between universal and existential
choice in (temporal) logics.

We illustrate by an example how games can be used to verify
the truth of a logical formula. Imagine we have a logic that can
describe how weather varies over time on a model of the Earth. We
want to check whether it is true that “there is a place on Earth
where it always rains or snows”. To verify this, we consider a
game between the “prover”, who wants the claim to be true, and
the “refuter”, who wants the claim to be false. The prover first
chooses a place on Earth, then the refuter chooses a time point,
and then the prover chooses “rain” or “snow”. If, at this place
and time, it is the kind of weather predicted by the prover, then
the prover wins, and otherwise the refuter wins. It is not difficult
to see that the prover can win the game if and only if the original

27



abstract states

concrete states

Figure 6.2: A two-state abstraction of an eight-state system. There is a tran-
sition from the left abstract state to the right abstract state because there is a
transition from a concrete state in the left abstract state to a concrete state in
the right abstract state.

claim was true. The situation is similar for many logics: we can
verify the truth of a formula in the logic by computing the winner
in some game, assuming both players play optimally.

• To synthesize reactive systems. Here, we are given an incomplete
specification of a reactive system, with some parts missing. This
may represent, e.g., an early version of a system in its design phase.
We are also given properties that the system should satisfy in
order to be considered correct. The task is to fill in the gaps
so that the properties are satisfied, no matter what inputs are
given to the system during its execution. To solve this problem,
we consider a game between the “controller”, who decides how to
fill in the gaps, and the “environment”, who gives input to the
system. The controller wants to guarantee that the properties
hold and the environment that they are false. If we can compute a
winning strategy of the controller, then it can be used to synthesize
a correct system.

• To compute bounds on worst-case scenarios in abstractions. Ab-
straction is a technique to reduce the number of states of a system.
This is often a crucial step in model checking, since typical models
suffer from a state space that is too big to be analyzed practically
(this is known as the state space explosion problem). States of
the system that are considered to have “similar properties” are
grouped together into abstract states. For clarity, the states of the
original system are called concrete states. If s and s′ are abstract
states, then there is a transition from s to s′ if and only if s con-
tains a concrete state that has a transition to a concrete state in
s′: see Figure 6.2.

As an example of an abstraction, we return to the system of two
traffic lights in Figure 6.1(b). If we are only interested in the
behavior of the left traffic light, then we may group the states of
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each of the three columns together and obtain an abstraction with
only three states. The abstraction is like Figure 6.1(a), except it
has an additional transition from the red state to itself.

Assume we want to find the shortest path from one state to an-
other. Assume also that we can only look at the abstraction, not
the system itself. The abstraction may represent many different
systems. We want to find the worst case shortest path, over the
different systems that may be represented by the abstraction. To
solve this problem, we consider a game played by two players, the
“minimizer” and the “maximizer”.

The players move a pebble from one abstract state to another.
In each stage of the game, the maximizer first chooses a set of
transitions leading out of the current abstract state. The set must
be chosen such that it corresponds to the outgoing transitions of
some state in the original system. Then the minimizer chooses an
outgoing transition from that set and the pebble is moved to the
target of this transition. It can be shown that the length of the
path obtained when both players play optimally is an upper bound
on the shortest path in the original system.

The original system was not a game, but when we looked at the
abstraction, we had to consider a game in order to obtain a worst-
case bound on the length of the shortest path.

The same technique can be used to compute worst-case bounds for
other optimization problems in abstractions.

• Many games have interesting mathematical and complexity-
theoretic properties. Studying such problems can give useful
insight into theoretical foundations for computer science and help
solving other problems.

6.1.4 Probabilistic Systems

Instead of selecting the next state “intelligently” in order to achieve
some goal, the next state may be chosen randomly according to a given
probability distribution over the successors. Such systems are called
probabilistic systems.

Probabilistic behavior may stem from various sources. In the sys-
tems we study, these sources can be divided into unwanted noise and
intentional utilization of probability:

• Stochastic loss of information. In a perfect world, we would usu-
ally like our systems to be deterministic all the time and never
make mistakes. However, there are many practical applications
where information can be lost. When computers communicate at
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a distance, there is always a risk that some message is lost, and
this must be taken care of by the communication protocol.

Even the memory of the computer may be subject to disturbances.
In [MMS+96], evidence is given that cosmic rays can randomly
change memory bits of computers. The effect of this is even higher
in space, so that special care has to be taken when designing com-
puters operating in air- and spacecrafts [HH99].

• Randomized algorithms and resolution of nondeterminism. For
problems where deterministic algorithms are cumbersome, there
are in many cases elegant and simple randomized algorithms. Ran-
domized algorithms are sometimes faster than their deterministic
counterparts because they can “even out” the worst-case behav-
ior. The schoolbook example of this type of algorithm is quicksort
[Hoa62].

For reactive systems, randomization has been used to resolve non-
determinism to obtain systems which are fair . Roughly speaking,
a system is fair if any transition that can be taken infinitely many
times, is taken infinitely many times.

6.1.5 Infinite-State Systems

The models we saw in Figure 6.1 on page 26 had finite numbers of states:
3 respectively 9. For some systems, one may have to consider models
which have an infinite number of states. Model checking methods for
finite-state and infinite-state systems are usually fundamentally differ-
ent.

To see why it may be necessary to use infinite-state models, recall
the model of one traffic light that we saw in Figure 6.1(a). This is a
very simple model which may not capture the complete behavior of the
system. If, for instance, we are interested in the average amount of time
that a car has to wait, then it is reasonable that we need to take into
account the number of cars that are in line. This can be modeled as
in Figure 6.3, where each state represents both the current color of the
traffic light and the number of cars waiting. Since there are infinitely
many natural numbers, the model contains infinitely many states.

In model checking, infinite-state models arise for several different rea-
sons:

• Unbounded data structures. Examples include counters, like in the
example of the traffic lights, but also stacks, queues, and more
general objects like memory tapes. For example, communication
between systems through unbounded communication channels can
be modeled by unbounded queues. Recursive programs can be
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1 × 1 × 1 ×

2 × 2 × 2 ×

3 × 3 × 3 ×

...
...

...

Figure 6.3: A model of a traffic light that takes into account the number of
cars waiting in line. Note that it has an infinite number of states.

modeled by finite-state systems with a stack and computer mem-
ories can be modeled using a tape.

• Unbounded parallelism. Many systems are composed of several
small processes that run in parallel. They may able to spawn
new processes and to execute concurrently. If arbitrarily many
processes can be spawned, models of such systems need infinite
state spaces to capture all possible numbers of processes.

• Time. A reactive system that takes time into account generally
needs infinitely many states since time is eternal. We do not con-
sider timed systems in this thesis.
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6.2 Models and Objectives

Any model checking problem has two parts: the type of model and the
property we want to check, which we call objective. In Subsection 6.2.1,
we classify models into general categories, depending on whether they
are game models or not and on whether they allow probabilistic choices
or not. In Subsection 6.2.2, we define a general framework where each
category is a special case, and give the formal definitions of the seman-
tics. In Subsection 6.2.3, we list the objectives that we will consider. In
Subsection 6.2.4, we define the three classes of infinite-state probabilistic
models that we are going to deal with.

6.2.1 From Probabilistic Systems to Games

We now categorize systems according to the number of players, as in
[CJH03], where “chance” counts as 1

2 player.

• 1
2-player systems or Markov chains: there are only random moves;
no actions are taken deliberately by any agent. Randomness is
used to model fault-tolerant systems, randomized algorithms, or
as a way to get rid of nondeterminism.

• 1-player systems, also known as nondeterministic systems or tran-
sition systems: there is choice taken by an agent but there is no
randomness. 1-player systems can model, for instance, a determin-
istic computer program that interacts with a hostile environment.

• 11
2-player systems, also known as Markov(ian) decision processes

or MDP’s [How60] ([HK66]), reactive Markov chains [Var99], con-
current Markov chains [Var85], or controlled Markov processes
[DY79]: there is both nondeterminism and randomness. 1 1

2 -player
systems can model, for instance, a probabilistic program that in-
teracts with a hostile environment, or nondeterministic systems
communicating through channels where messages are lost by some
probability.

• 2-player systems, also known as games or conflicts [GKK88]: each
state belongs to one of two players who selects moves in order
to achieve conflicting goals. Several examples were given in Sec-
tion 6.1.3.

• 21
2-player systems, also known as turn-based stochastic games, sim-

ple stochastic games [Con92], competitive Markov decision pro-
cesses [FV97], or Markov games [Zac64]: in each state, the next
state is either determined by one of two players or by chance.
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An even more general class of systems is concurrent games2, which in
turn is a subclass of games with incomplete information. In concur-
rent games, two players select “actions” at the same time, and the next
state is determined by the combination of the current state and the two
actions. An example of a concurrent game is the rock–paper–scissors
game, where both players simultaneously show their hands and the out-
come is a win, loss, or draw depending on the combinations of hands.
In games of incomplete information, the players do not have complete
knowledge about the current state of the game. Typical examples of
games of imperfect information are card games where the players hide
their own cards from the opponents [Rei84]. See [CH05] for a treatment
of the distinction between these classes. In this thesis, we will neither
discuss concurrent games nor games of imperfect information.

We do not consider games between three or more players. We assume
that all games are zero-sum: only one player wins, and the other player
loses. In games where the outcome for each player is a real number
rather than a binary “lose”/“win”, the zero-sum condition means that
one player wins as much as the other loses. In other words, there is no
cooperation between the players; they are completely antagonistic.

6.2.2 Formal Definition of 21
2 -Player Games

We now define 21
2 -player game graphs. The objectives of the players are

not included in this definition. We define the objectives separately in
the next section.

Definition 6.1 A 2 1
2 -player game graph is a tuple

G = (S, S0, S1, SR,−→, P ), where

• S is a countable set of states, partitioned into states S0 of player 0,
states S1 of player 1, and random states SR.

• −→ ⊆ S × S is the transition relation. For states s, s′ ∈ S, we
write s −→ s′ to denote that (s, s′) ∈ −→. If s −→ s′, then we
call s a predecessor of s′ and s′ a successor of s. We assume that
21

2-player games are deadlock-free, i.e., each state has at least one
successor.

• The probability function P from SR × S to [0, 1] satisfies
both ∀(s, s′) ∈ SR × S.(P (s, s′) > 0 ⇐⇒ s −→ s′) and
∀s ∈ SR.

∑
s′∈S P (s, s′) = 1. In other words, P (s, ·) is a

2Sometimes, simultaneous game [Sha53] or game of imperfect information are used
as synonyms to concurrent game. Some papers also confuse the notions of imperfect
information and incomplete information. Concurrent games are also called stochastic
games [Sha53]; however, note that we use this term differently here.
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probability distribution over the successors of s which assigns a
positive probability to each successor.

Now, 2-player games are the special case when SR = ∅; 11
2 -player sys-

tems are when either S0 = ∅ or S1 = ∅; 1-player systems are when
SR = ∅ and either S0 = ∅ or S1 = ∅; and 1

2 -player systems are when
S0 = S1 = ∅. We call models with 1 or 2 players non-stochastic3 and
models with 1

2 , 11
2 , or 21

2 players stochastic.
A run4 ρ is an infinite sequence s0s1s2 · · · of states such that si −→

si+1 for all i ∈ N. A path π is a finite sequence s0 · · · sn of states such
that si −→ si+1 for all i : 0 ≤ i < n. We let |π| := n denote the number
of transitions in a path.

Strategies and Measure

The movement of the players is formalized through strategies 5. A strat-
egy of player 0 is a function σ from S∗S0 to S, such that sn −→
σ(s0 · · · sn) for all s0 · · · sn ∈ S∗S0. A strategy of player 0 prescribes
for player 0 which move to make, given the current prefix of the run. A
run s0s1s2 · · · is consistent with a strategy σ of player 0 if si ∈ S0 =⇒
σ(s0 · · · si) = si+1, for all i ∈ N. Strategies and consistency are defined
similarly for player 1. One can also define mixed strategies, which are
more general and allow the players to move probabilistically. In this
thesis, we will not consider mixed strategies.

Given two strategies σ, τ of player 0 and 1 and an initial state s0, the
probabilities of events are uniquely defined, where events are measurable
sets of runs [Bil86]. We use Ps,σ,τ (R) to denote the probability of event
R ⊆ sSω. If 1

2 -player systems, we omit the subscripts σ, τ ; and in 1- or
11

2 -player systems we omit the subscript τ . In non-stochastic systems,
an initial state s and two strategies σ, τ induce a unique run which is
consistent with both σ and τ . We denote this unique run by ρs,σ,τ .

3Some text use deterministic as a synonym to non-stochastic. We avoid that term to
prevent confusion with systems that are not nondeterministic.
4In Papers A and B, we use the word play as a synonym to run.
5Other texts sometimes use policy [How60] or scheduler [Var85] as synonyms to strat-
egy, especially for 1 1

2
-player systems.
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Memoryless and Finite-Memory Strategies

A strategy is memoryless 6 if the next state only depends on the cur-
rent state and not on the previous history of the game. A memoryless
strategy of player 0 can be described succinctly as a function σ from S0

to S such that s −→ σ(s) for all s ∈ S0.
Between the full class of strategies and the memoryless strategies lies

the class of finite-memory strategies7. Informally, such a strategy up-
dates a finite memory in each move, and the next state is uniquely
determined by the combination of the current memory and the cur-
rent state. We define a finite-memory structure for player 0 as a tu-
ple M = (M,m0, δ, µ) satisfying the following properties. The finite
nonempty set M is called the memory and m0 ∈ M is the initial mem-
ory configuration. For a current memory configuration and a current
state, the next state is given by the function δ from S0×M to S, where
s −→ δ(s,m) for each s ∈ S,m ∈ M . The next memory configuration
is given by the function µ from S ×M to M . We extend µ to paths
by µ(ε,m) := m and µ(s0 · · · sn,m) := µ(sn, µ(s0 · · · sn−1)). The finite-
memory strategy σM from S∗S0 to S induced by the finite-memory
structure M is given by σM(s0 · · · sn) := δ(sn, µ(s0 · · · sn,m0)).

Memoryless and finite-memory strategies are defined analogously for
player 1. Observe that there are only finitely many finite-memory strate-
gies in finite-state systems.

6.2.3 Objectives

We now describe the properties we want to check for the models. If the
model is a 2- or 2 1

2 -player game, the property is the same as the winning
objectives of the players. An objective, together with an initial state s ∈
S and strategies σ, τ of both players, determines a value v(s, σ, τ) ∈ R

of the game. The goal of player 0 is to maximize the value and the goal
of player 1 is to minimize the value. It is common that the outcome of
the game is simply a binary “win” or “loss”. This is modeled by taking
v(s, σ, τ) = 1 if player 0 wins and v(s, σ, τ) = 0 if player 0 loses.

The value is often specified in terms of a run-value rv from runs to
real numbers. In non-stochastic systems, recall that an initial state s
and two strategies σ, τ induce the unique run ρs,σ,τ . The value of the

6In Papers A and B, we also use the word positional [EM79] as a synonym for mem-
oryless. Other texts sometimes use stationary strategy [Sha53] and (more rarely)
history-free strategy [EJ91], no-memory strategy [McN93], node-independent strategy
[Mos91], or Markov strategy [Rei84]. While there is a distinction between Markov and
memoryless strategies in some games with continuous state spaces [GB98], they co-
incide for the classes of games we consider. Some (but not all) texts use “positional”
to denote a strategy that is both memoryless and pure, while the other names do not
seem to have this connotation.
7Some texts use forgetful strategy [GH82] as a synonym to finite-memory strategy.
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game is simply the value of the unique run: v(s, σ, τ) := rv(ρs,σ,τ ). In
stochastic systems, s, σ, and τ do not induce a unique run, but rather
a probability measure on runs starting in s. Then the value v(s, σ, τ) is
the expectation of rv with respect to this measure. This works only if
the run-value is measurable. If the outcome of each run is a “win” or
“loss”, the run-value simply returns 0 or 1, accordingly. In stochastic
systems, the value is then a real number in the interval [0, 1]. It can be
interpreted as the probability that player 0 wins.

Finitary Objectives

For finitary objectives, the outcome is determined by a finite prefix of
the run. Thus, one can consider the game as lasting for only a finite
(but possibly unbounded) number of rounds. We consider the following
finitary objectives.

• Reachability. The goal for player 0 is to reach a given set
F of “final” states. The value is specified via the run-value
rv(s0s1s2 · · · ) := 1 if ∃i.si ∈ F and rv(s0s1s2 · · · ) := 0 otherwise.

In verification, F is usually a “bad” set of states, e.g., error states,
and we want player 0 to lose. For example, in the traffic lights in
Figure 6.1(b) on page 26, F may be the “green–green” state.

• State-based finite-path reward . This is a generalization of the
reachability objective. We are given a set F of “final” states and
a state-based reward function f from S to R. We define the run-
value rv(ρ = s0s1s2 · · · ) := f(s0) + · · · + f(sn) if ρ visits F and
n is the smallest number such that sn ∈ F . If ρ does not visit
F , we set rv(ρ) := 0. The respective goals of player 0 and 1 are
to maximize and minimize the value. Intuitively, we collect f(s)
gold coins for visiting s until F is reached, and player 0 wants to
maximize the total treasure before reaching F .

We obtain the reachability objective by setting f(s) := 1 for all
states s ∈ F and f(s) := 0 for all states s �∈ F .

• Finite-path reward . This is a generalization of the state-based
finite-path reward objective. The reward is not accumulated step
by step but obtained when reaching F , and may depend on the
path taken there. We are given a final set F of states and a reward
function f . The reward function is defined on finite paths that end
in F without previously visiting F , and it returns a real number.

We define the run-value rv(ρ = s0s1s2 · · · ) := f(s0 · · · sn) if ρ visits
F and n is the smallest number such that sn ∈ F . If ρ does do not
visit F , we set rv(ρ) := 0. The respective goals of player 0 and
player 1 are to maximize and minimize the reward.
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Finite-path rewards are more general than state-based finite-path
rewards. For instance, they can model the average, median, or
maximum reward of a state-based reward function.

In general, one needs more information in order to compute or
approximate the value of the game. Without any known structure
on the reward function and/or the game graph, we would otherwise
have to investigate an infinite number of paths.

Infinitary Objectives

Infinitary objectives depend in an essential way on the entire run: the
value cannot be established in a finite number of steps. We consider the
following infinitary objectives.

• Büchi , also known as repeated reachability or ω-regular [Tho90].
The goal for player 0 is to reach a given final set F of states
infinitely many times. The Büchi condition is specified by the
run-value rv(s0s1s2 · · · ) := 1 if si ∈ F for infinitely many i and
rv(s0s1s2 · · · ) := 0 otherwise. In verification, F is usually a set of
“ready” states to which the system should return no matter what
happens. For example, in the traffic lights in Figure 6.1(b) on
page 26, F may consist of the right column (to verify that the first
traffic light never becomes permanently red) or the bottom row
(to verify that the second traffic light never becomes permanently
red).

• Parity 8. This is a generalization of the Büchi objective. We are
given a natural number d ∈ N and a color function c from S to
{1, . . . , d} that assigns to each state a natural number between 1
and d, which we call color 9. For a given run ρ = s0s1s2 · · · , let
infcol(ρ) := {k : k = c(si) for infinitely many i ∈ N} denote the
set of colors that occur infinitely often. The run-value is defined
as rv(ρ = s0s1s2 · · · ) := 1 if max(infcol(ρ)) is even and rv(ρ) := 0
if max(infcol(ρ)) is odd. In other words, player 0 wants the largest
color occurring infinitely often to be even and player 1 wants it to
be odd.

The Büchi condition is obtained as the special case when d = 2.

In verification, the parity condition is useful to characterize a tem-
poral logic called the µ-calculus [EJS93]. Finite-state parity
games are also very interesting from a complexity theoretic point
of view [EJS93, Jur98].

8The parity [EJ91] objective is sometimes called Rabin chain [Mos84]. Parity games
are sometimes called chain games.
9Other texts sometimes use priority [Jur98] or rank [CN06] as synonyms to color.
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• Limit-average10. We are again given a state-based reward function
f from S to R which assigns each state a real number, but we have
no set of final states. For a sequence of states s0 · · · sn, we define
the average reward by

f(s0 · · · sn) :=
1

n + 1

n∑
i=0

f(si).

In non-stochastic systems, recall that an initial state s and
strategies σ and τ of both players induce a unique run
ρs0,σ,τ = s0s1s2 · · · . We define the value of the game as

v(s, σ, τ) := lim inf
n→∞ f(s0 · · · sn).

The value can be thought of as “the average reward of the infinite
run”.

In stochastic systems, the value is defined as the limit of the ex-
pected average reward in finite paths11:

v(s, σ, τ) := lim inf
n→∞

∑
π∈Πn

s

Ps,σ,τ (π) · f(π).

Here, Πn
s denotes the set of paths of length n that start in s,

and Ps,σ,τ (π) denotes the probability of the path π under strate-
gies σ and τ . In other words, Ps,σ,τ (π) equals the product of the
transition probabilities along the path if the path agrees with the
strategies, and Ps,σ,τ (π) := 0 otherwise.

The limit-average objective can be used to model many quantita-
tive aspects of the long-run behavior of a system. For instance, in
a model of a traffic light, we can characterize the “average” wait-
ing time at a traffic light “in the long run” by the limit-average
reward. The reward function for this assigns to each state the
number of cars waiting in line in that state. In other systems, the
limit-average reward can model the average memory usage of a
system (the reward function is simply the amount of memory used

10Synonyms to limit-average [CMH05] objective are limiting average [Gil57], gain
[How60], undiscounted [Fil81], average-cost [PB99], ergodic [Mou76], and Cesàro
[PR81]. Finite-state 2-player games with limit-average objective are usually called
mean payoff games [EM79] and sometimes mean cost games [KL93] or cyclic games
[GKK88]. Finite-state concurrent games with limit-average objectives are sometimes
called non-terminating stochastic games [HK66].

11It is tempting to simply define the value as the expectation of the corresponding run-
value from runs to real numbers. However, this definition seems to be troublesome as
it is unclear under which conditions the run-value is measurable. All previous work
we could find use the definition above.
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Figure 6.4: (a) A system with a transition-based reward function can be con-
verted to a system with a state-based reward function. We split each transition
in two, with a new state in the middle. The new states are given the reward
of the corresponding transition, and the old states are given the reward 0.
Note: since the length of any path in the new system is twice the length of the
corresponding path in the old system, the rewards must be multiplied by two
for the limit-average objective. (b) Conversely, a system with a state-based
reward function can be converted to a system with a transition-based reward
function. We simply copy the reward from each state to all its incoming tran-
sitions. Note: for state-based finite-path rewards, the reward obtained in the
initial state is not included in the outcome. This problem can be overcome by
introducing a new initial state s which has a single outgoing transition leading
to the old initial state.

in each state), or the “average fraction of time” that a specific
component is used (the reward function is 1 for states where the
system uses the component and 0 otherwise).

We will frequently omit the word “objective” and say “2 1
2 -player reach-

ability game”, etc, instead of “2 1
2 -player game with reachability objec-

tive”.
We remark that the coloring function for parity objectives and the

reward functions for state-based finite-path reward and limit-average
objectives are defined on states. We could equally well have defined them
on transitions. For the objectives we consider, it is easy to convert a
system with a state-based reward or coloring function into an equivalent
system with a transition-based reward function, and vice versa: see
Figure 6.4.12

6.2.4 Infinite-State Probabilistic Models

We will consider several classes of models in this thesis. The first class
we will encounter is finite-state 2-player games. These are simply game
graphs where S is finite and SR = ∅.

12There are other objectives than the ones we study for which state-based and
transition-based functions cannot be exchanged; see [CN06] for details.
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Figure 6.5: (a) An LCS (S, C, M, T) with S = {A, B, C, D}, C = {c, d}, M = {a, b},
and T containing 7 elements as indicated by the figure. (b) Examples of how
a channel is affected by a send operation, a receive operation, a no-operation,
and a message loss.

We will also consider infinite-state probabilistic systems: lossy channel
systems, vector addition systems with states, and noisy Turing machines.
They have finite descriptions which induce infinite-state game graphs.

Lossy Channel Systems

Lossy channel systems (LCS) are models of systems which communicate
through unreliable channels. An LCS consists of a finite-state automaton
communicating through a finite number of channels, each of which be-
haves as a FIFO buffer (queue) that is unbounded and unreliable in the
sense that it can spontaneously lose messages. LCS are infinite-state be-
cause there is no bound on the number of messages waiting in the chan-
nels. They are able to model [AJ96b], e.g., the sliding window protocol (a
generalization of the alternating bit protocol [BSW69]), HDLC [ISO79],
and the bounded retransmission protocol [HSV94, AAB99]. Moreover,
they are important tools for defining the semantics of the ISO protocol
specification languages Estelle [DAAC89] and SDL [RS82, CCI88].

Formally, an LCS is a tuple L = (S, C, M, T) where S is a finite set of
control states, C is a finite set of channels, M is a finite set called the
message alphabet , and T is a set of transitions. Each transition t ∈ T

is of the form s
op−→ s′, where s, s′ ∈ S and op is one of c!m (send

message m in channel c), c?m (receive message m in channel c), or nop

(do not modify the channels). See Figure 6.5 for an example. After each
transition, any number of messages may be lost from the channels.

We remark that it is no loss of generality to restrict to only one set
of control states. To model two or more automata communicating with
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each other, one simply takes their product and obtain a single set of
control states.

The formal semantics of an LCS is given by a 1-player system, i.e.,
a 21

2 -player game (S, S0, S1, SR,−→, P ) where S0 = S, S1 = SR = ∅,
and P is undefined everywhere. Each state s ∈ S has the form s =
(s, v, i), where s ∈ S is a control state, the function v from C to M∗ is a
channel valuation, and i ∈ {0, 1} indicates whether the next transition
is a transition in T or a message loss. If s = (s, v, i), s′ = (s′, v′, i′) ∈ S
are states, then there is a transition s −→ s′ iff one of the following
holds:

• i = 0, i′ = 1, s
nop−→ s′ and v′ = v;

• i = 0, i′ = 1, s
c!m−→ s′, v′(c) = v(c)m, and for all other channels

c′ ∈ C− {c}, v′(c′) = v(c′);

• i = 0, i′ = 1, s
c?m−→ s′, v(c) = mv′(c), and for all other channels

c′ ∈ C− {c}, v′(c′) = v(c′).

• i = 1, i′ = 0, s′ = s and v′(c) is a subword of v(c) for all chan-
nels c ∈ C, i.e., the word v′(c) is obtained from v(c) by deleting
zero or more messages from arbitrary positions of the word (not
necessarily contiguous).

• s = s′ and there are no transitions of any of the above forms
leaving s.

The three first types of transitions are called perfect transitions and
model the behavior of the automaton. The fourth type of transition
is called a lossy transition and models message losses. The last type
of transition is called self-loop and is needed to avoid deadlocks. The
intuitive meaning of self-loops is that if a state is reached where all
transitions are disabled, then the run stays in this state forever.

Assume s = (s, v, 0) and (s
op−→ s′) ∈ T. If op = c?m and the first

message in w(c) is not m, then we say that the transition s
op−→ s′ is

disabled in s. Otherwise, we say that the transition s
op−→ s′ is enabled

in s.
We will study two variants of LCS which are 1

2 -player systems and 2 1
2 -

player games. The states and transitions of these models are identical
to the definition above. The models differ only in how the states are
partitioned into S0, S1 and SR, and in the definition of P .

A probabilistic LCS (PLCS) is a tuple (L, λ, w), where L = (S, C, M, T) is
an LCS, λ ∈ (0, 1) is the loss rate, and the function w from T to N assigns
a weight to each transition. During lossy transitions, each message in
each channel is lost independently with probability λ. In other words,
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P ((s, v, 1), (s, v′, 0)) = a · λb · (1 − λ)c, where a is the number of ways
to obtain v′ by losing zero or more messages from channels in v, b is
the total number of messages lost in all channels, and c is the number
of messages in all channels of v. Self-loops have probability 1. We use
the weight function to choose between the perfect transitions that are
enabled in a given state. The probability of an enabled transition equals
its weight, divided by the sum of the weights of all enabled transitions:
assume s ∈ S is a control state, v : C → M∗ is a channel valuation,

t = (s
op−→ s′) ∈ T is a transition enabled at (s, v, 0), and v′ is the

channel valuation obtained by applying op on v (i.e., removing the first
message of a channel, appending a message to the end of a channel, or
leaving v unchanged, depending on op). Then P ((s, v, 0), (s′, v′, 1)) =
w(t)/

(∑
t′∈T is enabled in s w(t′)

)
.

A game PLCS (GPLCS) is a tuple (L, S0, S1, λ), where L = (S, C, M, T)
is an LCS, S0, S1 is a partition of S, and λ ∈ (0, 1) is the loss rate.
Messages are lost probabilistically as for PLCS. However, perfect tran-
sitions are selected by one of the players: for all channel valuations v,
s ∈ S0 =⇒ (s, v, 0) ∈ S0, and s ∈ S1 =⇒ (s, v, 0) ∈ S1.

Vector Addition Systems with States

Vector addition systems with states (VASS) are generalizations of Petri
nets, which model systems where an unbounded number of processes
run in parallel [Pet77]. New processes can be spawned and existing
processes may terminate. Since arbitrarily many new processes may be
spawned, we need an infinite state space to capture all possible numbers
of processes. Petri nets have also been used in many areas other than
computer science, such as biology [RML93], chemistry, medicine and
manufacturing systems [Hac72]; see, e.g., the bibliography [WH02] and
the survey [SV90].

A VASS is a finite automaton that operates on a finite set of variables
ranging over the natural numbers. Each transition is labeled with an
integer vector over the variables. The integers in the labels may be
negative or nonnegative, but the variables may only take nonnegative
values. Figure 6.6 depicts an example of a VASS modeling a traffic light
on a road which has two files.

A VASS induces a 1-player system, where each state is a pair s =
(s, v). The first component s is a control state of the automaton, and
v is a variable assignment . The variable assignment is a function from
variables to natural numbers. Consider any transition t out of s in the
automaton. We form the vector sum of v and the label on t, and say that
the transition is enabled if each component in this sum is nonnegative.
Each enabled transition induces a transition in the 1-player system. The
transition is from s to s′ = (s′, v′), where s′ is the end of t and v′ is the
vector sum previously computed.
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Figure 6.6: A VASS modeling a traffic light. This represents an infinite-state
system similar to the one in Figure 6.3 on page 31. The difference is that
here, the road has two files where cars can arrive and leave. The VASS has
two variables, representing the numbers of cars waiting in each file. When the
traffic light is red, cars may arrive in any one of the files and increment the
corresponding variable, i.e., add the vector (1, 0) or (0, 1) to the current vector
of variable values. Similarly, when the traffic light is green, the variables may
decrease. Note that each of the two self-loops to the right may be disabled if the
corresponding variable is zero, while all other transitions are always enabled.
This is natural since the number of waiting cars can not be negative.

While VASS are 1-player systems, we will study the 1
2 -player counter-

parts. A probabilistic VASS (PVASS) consists of a VASS and a weight
function which assigns a natural number to each transition of the au-
tomaton. The probabilities of enabled transitions are defined analo-
gously to how probabilities of enabled transitions are defined in the
PLCS model.

The reader is referred to [AHM05] for more formal definitions of VASS
and PVASS.

Noisy Turing Machines

Noisy Turing machines (NTMs) are models of Turing machines where,
in each step, each memory cell may be randomly perturbed with a
fixed probability. They were recently introduced by Asarin and Collins
[AC05], who study NTMs from a theoretical point of view, consider-
ing the computational power as the noise level tends to zero. Since the
memory tape of a Turing machine is unbounded, this gives rise to an
infinite state space. The Turing machine is deterministic and the losses
are probabilistic, so NTMs are 1

2 -player systems.
An NTM is like an M -tape deterministic Turing Machine with a finite

control part and an additional parameter λ. Prior to a transition, for
each cell on each tape, with probability λ the cell is subjected to noise.
In this case, it changes to one of the symbols in the alphabet, possibly
the same as before, uniformly at random.

An NTM induces a 1
2 -player system G = (S, S0 = ∅, S1 = ∅, SR =

S,−→, P ) as follows. A state in S is a triple: the current time, the
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current control state, and an M -tuple of tape configurations. Intu-
itively, a tape configuration represents the part of the tape that has
been “touched” by the head (an explicit representation of the entire
tape would give an uncountable state space). Formally, a tape config-
uration is a triple where the first component is the head position. The
second component is a finite word w over the alphabet, representing the
contents of all cells visited by the head so far. The third component is
a |w|-tuple of natural numbers, each representing the last point in time
when the head visited the corresponding cell.

These last-visit times allow us to add noise “lazily”: cells not under the
head are not modified. Since it is known when the head last visited each
cell, we compensate for the missing noise by a higher noise probability for
the cell under the head. If the cell was last visited k time units ago, we
increase the probability of noise to 1− (1−λ)k , which is the probability
that the cell is subject to noise in any of k steps. Then the last-visit
time for the cell under the head is updated to contain the current time,
and the next configuration is selected according to the behavior of the
control part.

The reader is referred to [AC05] for a more detailed definition of
NTMs.
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6.3 Problem Statements

We now give high-level descriptions of the types of problems we study.

6.3.1 Memoryless Determinacy

A fundamental property of any game is whether it is determined or not.
A game where the value is “win”/“lose” is determined if, for each state
s, one of the players has a strategy that wins if the game starts in s.
Determinacy implies that the game graph can be partitioned into states
winning for player 0 and states winning for player 1.

A game where the value is a real number is determined if, for each
initial state s, there exists a value v∗(s) such that player 0 has a strategy
that secures a value ≥ v∗(s) against any strategy of player 1, and player 1
has a strategy that secures a value ≤ v∗(s) against any strategy of
player 0. The determinacy condition can be succinctly stated as

∀s ∈ S.max
σ

min
τ

v(s, σ, τ) = min
τ

max
σ

v(s, σ, τ) = v∗(s). (6.1)

There are games which are not determined in the sense above, but where
there is a value v∗(s) such that for each ε > 0, the players have strategies
that secure a value within ε from v∗(s). In other words, min and max are
replaced by sup and inf in (6.1). Such games are said to be determined
in ε-optimal strategies and the strategies are called ε-optimal strategies
[vdW77]. We do not consider ε-optimal strategies in this thesis.

An important special case is memoryless determinacy. A game is
memoryless determined if it is determined and there are strategies which
are both optimal and memoryless for both players.

6.3.2 Computation Problems

For games that are determined, there are two important computational
problems: to compute optimal values and to compute optimal strategies.
Computing values can be further dissected into the following variants of
the problem:

• Compute the exact values. Typically, this works only when it can
be proved that the values are rational numbers.

• Even if the exact values cannot be computed, it is sometimes possi-
ble to determine whether they are above (or below) a given thresh-
old value. A solution to this problem can be used to approximate
the value, using binary search.

• For some classes of games, it is possible to approximate the value
even if the threshold problem cannot be solved. That is, given a
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tolerance value ε, compute a number that differs from the value
by at most ε.

• For stochastic systems with a “win”/“lose” objective function, re-
call that the value is a real number in the interval [0, 1], which we
think of as “the probability that player 0 wins”. For such systems,
one can consider the problems of almost-sure winning for player 0,
meaning that the value is equal to 1, and positive winning for
player 0, meaning that the value is > 0. Several related notions of
winning are distinguished in [dAH00]

The three first problems above are quantitative: the result is a real
number, or can be used to approximate a real number. The last problem
is qualitative: the result is a binary “yes”/“no” and cannot in general
be used as a subroutine to approximate the value. We also say that the
problem of computing the exact values is qualitative if the values are
just 0 or 1, such as for 2-player parity games.

It is sometimes known from context which of the above problems we
consider. In this case, we say that we solve the game when we solve the
problem for the game. In particular, for finite-state 2-player Büchi, par-
ity, and limit-average games, and for finite-state 2 1

2 -player reachability
games, all the computation problems above except almost-sure winning
and positive winning are polynomial-time equivalent. Therefore, we can
unambiguously use “solve the game” to mean that we solve any of these
problems.
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6.4 Contribution

In this section, we describe the contributions of Papers A–E. Subsec-
tions 6.4.1–6.4.5 organize the contributions by the type of result: mem-
oryless determinacy, strategy improvement algorithms for finite-state
games, classification of infinite-state systems, forward path exploration
techniques for approximation problems in infinite-state systems, and 2 1

2 -
player games on PLCS. Subsection 6.4.6 summarizes the results of each
paper.

6.4.1 Memoryless Determinacy

We give two proofs of memoryless determinacy, in papers A and E.

Memoryless Determinacy for Finite-State 2-player Parity and
Limit-Average Games

In Paper A, we consider finite-state 2-player parity and limit-average
games. Both parity and limit-average games are known to be memoryless
determined. Our contribution is a proof that is simple, self-contained
and applies to both parity and limit-average games simultaneously.

For limit-average games, the first proof is due to Liggett and Lippman
[LL69]. The proof is difficult and not self-contained. Ehrenfeucht and
Mycielski [EM79] gave a much simpler proof, which is self-contained and
uses only elementary graph-theoretical arguments. Gurvich, Karzanov,
and Khachiyan [GKK88] gave another proof, which is also difficult to
comprehend. For parity games, the first proofs of memoryless deter-
minacy are due to Emerson and Jutla [EJ91], Mostowski [Mos91], and
McNaughton [McN93]. The proof in [EJ91] relies on a translation from
parity games to µ-calculus, which makes it inaccessible to people not
fluent in µ-calculus. The proof in [McN93] is simple, constructive and
self-contained, and was generalized to infinite-state games by Zielonka
[Zie98]. Due to a reduction, the previous proofs for limit-average games
imply memoryless determinacy for parity games. The converse does not
hold: none of the proofs in [EJ91, McN93, Zie98] generalizes to limit-
average games in any obvious manner.

In contrast to previous proofs, our proof applies to both parity and
limit-average games simultaneously. The proof is self-contained and uses
induction on the number of transitions of the game. Our proof is much
simpler than those in [LL69, GKK88], and comparable with the one
in [EM79]. It relies on finite-duration versions of the games, where
the game stops as soon as some state is visited for the second time.
Such games were used also in [EM79], where the proof refers both to
the finite- and infinite-duration versions in a roundabout manner. Our
proof answers a question posed in [EM79], namely whether it is possible
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to give a simple proof which refers to only the finite-duration version,
without mentioning the infinite-duration version.

Memoryless Determinacy for GPLCS with reachability or Büchi
Objectives and Restriction to Finite-Memory Strategies

In Paper E, we consider 2 1
2 -player GPLCS. Recall that LCS can model

communication protocols designed to work over an unreliable channel.
In GPLCS, we can use player 0 to model nondeterminism in the proto-
col and player 1 to model a malicious cracker trying to break the proto-
col. We consider Büchi objectives, and our result can also be adapted
to reachability objectives. The Büchi objective can be used to check
whether the system always returns to a given “ready” state, no matter
how the cracker acts. We assume that player 0 is restricted to use finite-
memory strategies only. This models the assumption that the cracker
has limited resources. We consider the question whether player 0 wins
with probability 1, i.e., almost-sure winning.

Without the restriction to finite-memory strategies, GPLCS with
Büchi objectives have ε-optimal but not optimal strategies, even in
11

2 -player games [BBS06b].
We obtain the memoryless determinacy result by giving an

algorithm to solve the games. The algorithm is further discussed in
Subsection 6.4.5.

6.4.2 A Strategy Improvement Algorithm for Finite-State 1-Player

Limit-Average Games

In Paper B, we consider the problem of computing the values and opti-
mal strategies in finite-state 2-player limit-average games. To this end,
we present a strategy improvement algorithm. Strategy improvement al-
gorithms have been known for other types of games since the sixties.
They are search algorithms, known to be very efficient in practice but
with only weak theoretical upper bounds.

A strategy improvement algorithm looks for an optimal strategy in the
space of all memoryless strategies. The space of memoryless strategies is
equipped with a evaluation function which indicates how good a strategy
is for player 0. Given a strategy, the evaluation function assigns a value
to each state. The search starts in an arbitrary memoryless strategy of
player 0. In each iteration, the algorithm finds a state where the value
can be improved, and changes the strategy in that state. If there is
no such state, the search stops and returns the current strategy. The
algorithm is correct if the following properties are satisfied:

(1) In each step, the evaluation function gives a strictly better value.

(2) When no state can improve its value, the current strategy is optimal.
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Property (1) guarantees monotonicity. Since the set of memoryless
strategies is finite, this implies that the algorithm terminates. Prop-
erty (2) ensures that the algorithm returns an optimal strategy.

Strategy improvement algorithms were originally invented for finite-
state 11

2 -player systems by Howard [How60] with limit-average or so-
called discounted objectives. Hoffman and Karp [HK66] extended this to
concurrent limit-average games. Their algorithm applies only to a class
of game graphs with special properties. Rao, Chandrasekaran, and Nair
[RCN73] showed that strategy improvement works also for concurrent
discounted games. Melekopoglou and Condon [MC90] adapted previous
algorithms to 21

2 -player reachability games. Gaubert and Gunawardena
[GG97] give a strategy improvement algorithm to compute fixpoints of
min-max functions, which are related to 2-player limit-average games.
Patek and Bertsekas [PB99] proved that strategy iteration works for
concurrent games with so-called shortest-path objectives. Vöge and
Jurdziński defined a strategy improvement algorithm for 2-player par-
ity games [VJ00], which we optimized to obtain better upper bounds
[BSV03a].

All previous strategy improvement algorithms were either very com-
plicated [VJ00, BSV03a, PB99] or non-discrete [How60, HK66, RCN73,
MC90]. Our algorithm is discrete and simple, requiring only the so-
lution of a shortest-path problem in each iteration. While Patek and
Bertsekas [PB99] also solve a shortest-path problem in each iteration,
our approach differs from that of [PB99] in several aspects. No con-
nection to limit-average games is mentioned in [PB99], and the paper
only shows convergence in the limit, without any explicit stopping con-
dition. In contrast, we use shortest-path games to solve limit-average
games, and also give a detailed analysis of the complexity. The limita-
tion to 2-player systems also makes our exposition easier; in particular
our algorithm is discrete.

We present a randomized scheme for selecting the next strategy which
gives a subexponential upper bound. Such schemes were originally in-
vented for linear programming by Kalai [Kal92] and Matoušek, Sharir,
and Welzl [SW92, MSW92, MSW96] and adapted to 21

2 -player reacha-
bility games by Ludwig [Lud95] and us [BSV03a]. Our scheme adapted

to limit-average games guarantees an upper bound of 2O(
√

|S|·log |S|).
We analyze the largest possible length of an increasing chain of eval-

uations, and design an efficient algorithm to compute the strategy eval-
uation. Together with the subexponential upper bound, this gives the
complexity

min
(
2O(
√

|S|·log |S|), O(|−→| · |S|2 ·W )
)

,
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where |S|, | −→ |, and W denote the number of states, the number of
transitions, and the largest weight in the game, respectively.

6.4.3 Classifying Infinite-State 1
2-Player Systems: Eagerness

In Paper C, we consider infinite-state 1
2 -player systems induced by

PLCS, PVASS, and NTMs. We identify a common property, which we
call eagerness, that guarantees the termination of several forward path
exploration schemes which we will discuss in Subsection 6.4.4.

A 1
2 -player system is called eager with respect to a given set F ⊆ S of

final states and a given initial state s ∈ S, if the probability to reach F
from s in more than i steps is bounded by some function that decreases
exponentially in i. In other words, there exist α ∈ (0, 1) and c ∈ R>0

such that for all i ∈ N, Ps(F is reached in ≥ i steps) ≤ c · αi.
To prove that PLCS are eager, we first define the notion of an eager

attractor . An attractor is a set A of states which is almost surely reached
from each state. An attractor is eager if the probability to avoid the
attractor for more than i steps after leaving it is exponentially bounded
in i. In other words, there exist αA ∈ (0, 1) and cA ∈ R>0 such that for
all i ∈ N and s ∈ A, Ps(A is avoided for≥ i steps after the first transition
leaving s) < cA · αi

A. We first prove that every 1
2 -player system with a

finite eager attractor is eager with respect to an arbitrary set of final
states and an initial state inside the attractor. Then we prove that every
PLCS possesses a finite eager attractor. It is known from before that
every PLCS has a finite attractor [AR03, BS03a, AHM05], while the
eagerness in this paper result is new.

To prove that PVASS and NTMs are eager, we introduce the notion of
bounded coarseness. A 1

2 -player system is boundedly coarse if the final
states are reached in a number of steps bounded from above and with a
probability bounded from below, from any state that can reach the final
states at all. In other words, there exist k ∈ N and β ∈ (0, 1) such that
for any state s ∈ S, if Ps(
fstates is reached) > 0, then Ps(F is reached in at most k steps) > β.
We prove that any boundedly coarse 1

2 -player system is eager, and that
both PVASS and NTMs are boundedly coarse.

6.4.4 Quantitative Analysis of Infinite-State 1
2-Player Systems

In Papers C and D, we give two forward path exploration algorithms
for approximating finite-path reward objectives and limit-average ob-
jectives, respectively.
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An Approximation Algorithm for Eager 1
2-Player Systems with

Finite-Path Reward Objectives

Recall that Paper C focuses on 1
2 -player systems induced by PLCS,

PVASS, NTMs, or any other system that can be proved to be eager.
In addition to the classification result above, we consider the solvability
problem for finite-path reward objectives. These can be used to model
capacity characteristics like the maximal number of messages in a chan-
nel for PLCS, the maximal number of parallel processes for PVASS, or
the maximal memory usage for NTMs. They can also model the run-
ning time before termination, or other model-dependent resource usage
like the total number of messages sent for PLCS or the total number of
processes spawned for PVASS.

We assume the reward increases at most exponentially in the length
of the path. More formally, a finite-path reward function f defined with
respect to a set F of final states is exponentially bounded if there exist
αf ∈ R>0 and cf ∈ R>0 such that for all paths π that visit F only in

the last state, f(π) ≤ cf · α|π|
f .

We give a scheme to approximate the value with respect to a given
initial state, up to a given error tolerance, in a given eager 1

2 -player
system with a given exponentially bounded finite-path reward function.
The method is based on a forward path exploration scheme which iter-
ates i = 0, 1, 2, . . . . In each step, it computes the expected reward over
all paths that visit F in ≤ i steps. The algorithm uses the eagerness
of the system to determine when i is sufficiently large that the current
value is a good approximation. We prove that the algorithm terminates
after finitely many iterations and returns a value that is within the given
tolerance from the correct value.

An Approximation Algorithm for 1
2 -Player Systems with Limit-Average

Objectives and an Eager Attractor

Paper D continues to build on the eagerness classification from Paper C.
Instead of finite-path rewards, we focus on the limit-average objective.
The limit-average objective can model rates at which events happen,
such as the average frequency of messages sent in PLCS. It can also be
used to model the frequency by which some component of the system is
used, or the expected cost per year of a system where the cost depends
on the current state.

We restrict our attention to systems with a finite eager attractor. The
reward function is assumed to be bounded, i.e., there is a M ∈ R>0 such
that for each state s ∈ S, |f(s)| ≤M .

We give a scheme to approximate the value with respect to a given
initial state, up to a given error tolerance, in a given 1

2 -player system
with a given finite eager attractor and a given bounded reward function.
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The heart of our algorithm is a subroutine that approximates the steady
state distribution for systems which are irreducible. A 1

2 -player system is
irreducible if, for each pair s, s′ of states, there is a positive probability to
reach s′ from s. The steady state distribution is a probability distribu-
tion over the states. Intuitively, the steady state distribution indicates
for each state s the probability that the system is in s at a “randomly
chosen” time point. In other words, if we take the perspective of the
“token” that moves from state to state according to the transition proba-
bilities, the steady state distribution indicates the frequency with which
each state will be visited “in the long run”.

Our algorithm to approximate the steady state distribution is a for-
ward path exploration scheme which approximates the expected return
time for all states “near” the attractor. The expected return time for
a state s is defined as the expected length over all loops that visit s
exactly once, and it equals to the inverse of the steady state distribution
of s. Hence, our approximation of the expected return time can be used
to approximate the steady state distribution.

For irreducible 1
2 -player systems with finite eager attractors, we prove

that the limit-average value is independent of the initial state, and equals
the dot product of the reward function and the steady state distribution.
This allows us to use the approximation of the steady state distribution
to obtain an approximation of the limit-average value.

For non-irreducible 1
2 -player systems with finite eager attractors, we

show how to find finitely many subgraphs which are irreducible. In
each such subgraph, we approximate the limit-average value using the
method above. We use another forward path exploration scheme to
approximate the probability to reach each subgraph. We prove that the
limit-average value with respect to a given initial state equals the sum
over all subgraphs, of the probability to reach the subgraph times the
limit-average value in the subgraph.

To summarize, our scheme works in four steps: (1) approximate the
steady state distribution in irreducible subgraphs; (2) lift the result to an
approximation of the limit-average value in the subgraphs; (3) approxi-
mate the probability to reach each subgraph; (4) combine the outcomes
of (2) and (3) to get the result.

6.4.5 Qualitative Analysis of Infinite-State 2 1
2-Player Games

We now return to Paper E. Recall that Paper E considers infinite-state
21

2 -player Büchi games induced by GPLCS, and we study the almost-
sure winning problem for player 0. We also assume that player 1 is
restricted to use finite-memory strategies. We prove that the solvability
problem is decidable for these games: we can compute representations
of the winning sets and winning strategies for both players. The winning
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strategies are pure memoryless, i.e., the next state depends only on the
current state and is not selected probabilistically. Our result generalizes
the decidability result for finite-memory schedulers in PLCS-induced
MDP (i.e., 1-player games) in [BBS06b, Theorem 4.7(a)]. Our method
also extends to simple reachability games.

First, we give a scheme to solve reachability games where the goal of
player 0 is to reach a given set of target states with a positive probability.
The scheme is based on backward reachability. We prove that the scheme
terminates for GPLCS, show how to implement it for GPLCS using
regular expressions to represent infinite sets of states, and prove that it
is correct.

Next, we give a scheme for GPLCS with Büchi objectives and almost-
sure winning, where player 1 is restricted to use finite-memory strategies.
The scheme constructs winning sets and winning strategies for both
players, using the scheme for reachability games as a subroutine. The
scheme constructs bigger and bigger sets winning for player 1, denoted
X0 ⊆ X1 ⊆ · · · . The set X0 is empty and X1 consists of those states
where player 1 can force the game to never reach the target set, with a
positive probability. For i ≥ 1, Xi+1 consists of three parts. The first
part is just Xi, where player 1 wins by the induction hypothesis. The
second part does not include any target states, and player 0 can choose
between two ways to lose. Either the game stays in the second part and
thus never reaches the target set, or the game reaches Xi and loses by
the induction hypothesis. The third part consists of those states from
which player 1 can force the game to reach the first or second part with
a positive probability.

We prove that this scheme terminates for GPLCS (i.e., ∃i.Xi = Xi+1).
We instantiate the scheme for GPLCS using regular expressions to rep-
resent infinite sets. Then we prove that player 1 wins when the game
starts in

⋃
i∈N

Xi, and that player 0 wins otherwise.
The termination result relies on the well-quasi-ordering of sets that

arise during backward reachability search. The correctness result relies
on the existence of a finite attractor. While both these properties are
known for LCS, we utilize them in novel ways to obtain our results for
GPLCS.
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6.4.6 Summary of Papers

We now summarize the contents of each paper.

A. We give a new proof of memoryless determinacy for finite-state 2-
player parity and limit-average games. The proof is simple and
self-contained, and applies simultaneously to both types of games.

B. We demonstrate a strategy improvement algorithm for finite-state
2-player limit-average games. Each step of the algorithm is efficient
and easy to implement compared to previous strategy improvement
algorithms.

C. We define a new class of infinite-state 1
2 -player systems which we call

eager. We prove that PLCS, PVASS, and NTMs are eager, and give
a forward path exploration algorithm to approximate the value of
the finite-path reward objective for exponentially bounded reward
functions.

D. We consider infinite-state 1
2 -player systems which possess a finite

eager attractor. This class of systems includes PLCS. We give a
forward path exploration scheme to approximate the steady state
distribution in irreducible subgraphs. The scheme is used as a sub-
routine to approximate the value of the limit-average objective for
a given initial state.

E. We study 21
2 -player systems induced by GPLCS, with Büchi or

reachability objectives, and where player 1 is restricted to use finite-
memory strategies. We suggest a new algorithm to compute the
set of states where player 0 can win with probability 1. The result
implies memoryless determinacy.
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6.5 Related Work

In this section, we survey work related to ours.

6.5.1 Determinacy

Infinite games were introduced by Shapley [Sha53], who considers con-
current games with so-called discounted objectives and proves that they
are determined in mixed memoryless strategies. Shapley mentions also
without proof that the 21

2 -player version (i.e., non-concurrent games) is
pure memoryless determined.

Determinacy has been proved by Martin for the general classes of
Borel [Mar75] and Blackwell games [Mar98]. These classes cover all
finite-state games we consider. However, the results do not describe the
structure of the strategies. In particular, the strategies cannot in general
be guaranteed to be pure or memoryless.

Parity Games

Memoryless determinacy for 2-player parity games was obtained inde-
pendently by Emerson and Jutla [EJ91], Mostowski [Mos91], and Mc-
Naughton [McN93]. The proof of Emerson and Jutla relies on a transla-
tion from parity games to µ-calculus. The proof of McNaughton is simple
and self-contained, using induction on the number of colors. Zielonka
[Zie98] generalized McNaughton’s proof of memoryless determinacy to
infinite-state games. Zielonka’s proof is very well formulated and should
be the easiest to comprehend among the proofs mentioned.

Grädel and Walukiewicz [GW06] consider infinite-state 2-player parity
games with infinitely many colors. They prove that if the objective
is that the minimal color visited infinitely often is odd/even, and no
color ≥ ω occurs, then infinitely colored parity games are memoryless
determined.

See [Grä04] for a survey of memoryless determinacy for 2-player parity
and related games.

Chatterjee, Jurdziński, and Henzinger [CJH03] proved memoryless de-
terminacy for finite-state 2 1

2 -player parity games with almost-sure win-
ning, through a reduction to non-stochastic parity games. The result
was generalized to the case where the players want to win with highest
possible probability (rather than almost surely) by McIver and Morgan
[MM02]; Chatterjee, Jurdziński, and Henzinger [CJH04]; and Zielonka
[Zie04].

Finite-state concurrent parity games are not memoryless determined:
de Alfaro and Majumdar [dAM04] proved that even for the special case
of Büchi objectives, the players may need infinite-memory mixed strate-
gies.
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Reachability Games

Memoryless determinacy for 2 1
2 -player reachability games follows from,

e.g., memoryless determinacy of 2 1
2 -player limit-average or Büchi

games. For concurrent games, memoryless determinacy in ε-optimal
strategies was proved by Kumar and Shiau [KS81]; de Alfaro, Henzinger
and Kupferman [dAHK98]; and Chatterjee, de Alfaro and Henzinger
[CdAH06].

Limit-Average Games

Gillette [Gil57] was first to observe that 2 1
2 -player limit-average games

are memoryless determined. While Gillette’s paper was influential and
inspired further developments in the area, the proof turned out to be
flawed. This was pointed out by Liggett and Lippman [LL69], who
repaired the mistake and gave the first correct proof of memoryless de-
terminacy. The proof is difficult and not self-contained. Ehrenfeucht
and Mycielski [EM79] gave a simple proof applying to 2-player games,
which is self-contained and uses only elementary graph-theoretical argu-
ments. Gurvich, Karzanov, and Khachiyan [GKK88] gave another proof
for 2-player games, which is also difficult to comprehend. Mertens and
Neyman [MN81] proved memoryless determinacy in ε-optimal strategies
for concurrent limit-average games.

Necessary Conditions for Memoryless Determinacy

Each result mentioned above proves that some class of objectives is
sufficient that the game is memoryless determined on all game graphs.
There are also a number of papers with the converse result: given a class
of objectives, they give necessary conditions on the objective, which hold
for any objective that gives memoryless determinacy on all 2-player game
graphs.

McNaughton [McN93] considers the class of Muller objectives, which
are more general than parity objectives. He proves that a Muller objec-
tive is memoryless determined on all finite-state 2-player game graphs if
and only if it is a parity objective. Colcombet and Niwiński [CN06] con-
sider a class of winning conditions even more general than Muller games,
and prove that the parity condition is the only one that gives memo-
ryless determinacy on all 2-player infinite-state game graphs. While
[McN93, CN06] consider only objectives where the outcome is a binary
“win”/“loss”, Gimbert and Zielonka [GZ04, GZ05] consider arbitrary
objectives. They give a complete solution of the problem for finite-
state 2-player games, providing necessary and sufficient conditions on
the full class of objectives. Moreover, [GZ05] show that an objective is
memoryless determined on all finite-state 2-player game graphs, iff it is
memoryless determined for each player on all finite-state 1-player game
graphs.
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6.5.2 Algorithms for Finite-State Games

Several algorithms of fundamentally different nature have been proposed
for stochastic games. The most well-known algorithms are value im-
provement13 and strategy improvement14. These are general methods
that can be adapted to many types of games, and they have their ori-
gins in the theory of Markov decision processes.

Strategy Improvement

Strategy improvement algorithms were first introduced by Howard
[How60] for 11

2 -player systems with limit-average or discounted payoff
objectives. Hoffman and Karp [HK66] generalized this algorithm to
concurrent limit-average games. They assumed the game graph to be
cyclic: for any pair of strategies and any pair of states s, s′, there is
a positive probability to reach s′ from s. Rao, Chandrasekaran, and
Nair [RCN73] adapted the algorithm to concurrent discounted games.
Puri [Pur95] gives a simpler formulation for 2-player discounted games.
Condon and Melekopoglou showed how to apply strategy improvement
to 21

2 -player reachability games (in fact, to a subclass which they call
stopping simple stochastic games, but their algorithm applies equally
well to the full class) [MC90, Con93]. Gaubert and Gunawardena
[GG97] suggest a strategy improvement algorithm to compute fixpoints
of min-max functions, which are related to limit-average games. Patek
and Bertsekas [PB99] give a strategy improvement algorithm for
21

2 -player games with so-called shortest path objectives. Chatterjee, de
Alfaro, and Henzinger [CdAH06] suggest a strategy improvement for
concurrent reachability games.

For all the games mentioned, the strategy improvement algorithm
involves computing an optimal counter-strategy in each step. This may
be done either by solving a linear program or by solving an 2-player
game, e.g., by another strategy improvement algorithm. In either case,
the algorithm is usually either polynomial [Kha79] or discrete, but not
both at the same time. However, Andersson [And06] recently used the
special structure of the linear program to obtain a strongly polynomial
algorithm.

Vöge and Jurdziński invented a strategy improvement algorithm for
2-player parity games [VJ00]. This algorithm is fairly difficult, but has
an important advantage over previous algorithms in that it is completely
discrete, not operating on rational numbers. We modified the measure of
[VJ00], compressing the space of values to obtain a better upper bound
[BSV03a]. Chatterjee and Henzinger [CH06b] consider 21

2 -player parity

13Value improvement algorithms also go under the names successive approximation
algorithms [vdW77] and progress measure algorithms [Jur00].

14A synonym to strategy improvement is policy iteration.
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games. By combining a reduction to 2-player parity games with the
algorithms from [VJ00, BSV04a], they obtain a strategy improvement
algorithm for 21

2 -player parity games.
Etessami and Yannakakis [EY06b] recently demonstrated a strategy

improvement algorithm for so-called recursive concurrent stochastic
games. This is remarkable as the system is infinite-state.

In any strategy improvement algorithm, there is in general a set of sev-
eral better strategies to choose from when computing the next iterate.
We call a method to select the next iterate a switching policy. Condon
and Melekopoglou [MC90, Con92] discuss a number of switching poli-
cies and show that they all require exponentially many iterations in the
worst case. The randomized subexponential algorithms for games have
their origin in the linear programming community, where subexponential
pivoting rules for simplex-like methods appeared in the beginning of the
1990’s. Sharir and Welzl first described an algorithm for linear program-
ming in 1992 [SW92] and proved an exponential upper bound. Shortly
after this, Kalai [Kal92] described a different algorithm and proved that
it is subexponential. Inspired by Kalai’s result, Sharir and Welzl, to-
gether with Matoušek, proved that their algorithm, too, is subexpo-
nential [MSW92, MSW96]. See also Goldwasser [Gol95] for a survey.
In 1995, Ludwig [Lud95] adapted Matoušek, Sharir, and Welzl’s15 al-
gorithm to obtain a randomized subexponential switching policy for
21

2 -player binary reachability games. Here, “binary” means that the
out-degree of every state is at most two. While general games can be re-
duced to binary games, this may increase the number of states such that
the resulting algorithm becomes exponential in the size of the original
game. We removed the restriction to binary graphs and suggested two
switching policies [BSV03a, BS03b], one inspired by Kalai’s algorithm
and one inspired by Matoušek, Sharir, and Welzl’s algorithm. We ap-
plied our switching policies to both 2-player parity games [BSV03a] and
21

2 -player reachability games [BS03b], and later also to 2-player limit-
average games (Paper B). Similar results were obtained independently
by Halman [Hal03, Hal04] via reductions to LP-type problems (see the
paragraph Reductions on the facing page). Halman also notes that this
gives a strongly subexponential algorithm, when using the subexponen-
tial strategy improvement scheme also to compute counter-strategies.

Recall that there are examples where all value improvement methods
require exponential time. For strategy improvement algorithms, the
situation is more hopeful. While there are examples of switching policies
that take exponentially many steps on certain families of game graphs
[MC94, Paper B], these switching policies are carefully constructed for

15Actually, Ludwig cites Kalai, but his algorithm resembles more the one by Matoušek,
Sharir, and Welzl.
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the purpose of being “bad”. Most “normal” switching policies have no
known superpolynomial counter-examples. For instance, for the policy
that updates the strategy simultaneously in all states where it gives an
improvement, the worst known family of games requires linear time. We
made experiments on 40 randomly generated limit-average games with
2,000,000 states, where our algorithm together with this policy never
needed more than 80 iterations, and about 40 iterations on the average
[San04].

Value Improvement

The first algorithm to solve games was proposed already by Shapley
[Sha53], who considers concurrent games with so-called discounted ob-
jectives. The algorithm approximates the optimal value of the game for
every state. Starting from an initial guess of the values, the values are
iteratively updated. In each step, the values are propagated to each
state from its successors. This is equivalent to solving an N -step game:
The game is stopped after N steps, and the outcome is determined at
that point. It is proved that the approximation converges to the value
of the game as N tends to infinity. Shapley does not give an explicit
criterion for determining the convergence rate, but it can be extracted
from his proofs.

Howard [How60] also analyzes value improvement algorithms for 1 1
2 -

player systems with both limit-average and discounted objectives. Van
der Wal [vdW77] studies concurrent discounted games and shows how to
compute bounds on the error. Puri [Pur95] shows that optimal strate-
gies for 2-player discounted games are obtained when the error is small
enough, and gives a formula for computing the number of iterations
needed to obtain optimal strategies. Zwick and Paterson [ZP96] give a
simple exposition of value improvement for 2-player limit-average games,
with a simple stopping criterion guaranteeing optimal strategies. Jur-
dziński’s [Jur00] so-called small progress measures for 2-player parity
games can also be seen as a value improvement algorithm. The algo-
rithms in [ZP96, Jur00] are discrete and converge to an exact value after
a finite number of iterations.

While most value improvement algorithms have known examples of
games where they need exponential time [Con93, ZP96, Jur00], they
typically operate in small polynomial space and are simple to implement.

Reductions

So far, we only discussed algorithms that work directly on the games
considered. We now survey reductions that allow algorithms originally
stated for other problems to be adapted to games.
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The first algorithm to solve parity games was to reduce the game (in
polynomial time) to the model checking problem for µ-calculus for which
several algorithms have been proposed [EL86, BCJ+97, Sei96].

There is a chain of polynomial time reductions from 2-player parity
to 2-player limit-average games [Pur95, CH06a]; to 2-player discounted
games [ZP96]; to 21

2 -player reachability games [ZP96]. Hence, any algo-
rithm for a problem in the end of the reduction chain gives an algorithm
for all problems earlier in the chain.

Moreover, 21
2 -player reachability games can be further reduced

to quadratic programming problems [FS86]; to optimization on
completely unimodal hypercubes [BSV03b, BSV04b]; to LP-type
problems [BSV03b, BSV04b, Hal03]; to controlled linear programming
problems [BNSV04]; to abstract optimization problems [BS03b]; and to
the P-matrix generalized linear complementarity problem [GR05].

Other Algorithms

Gurvich, Karzanov and Khachiyan [GKK88] suggest a complicated al-
gorithm to solve 2-player limit-average games. The algorithm uses the
characterization of optimal values as a fixpoint of the next step opera-
tor, but the way to reach the fixpoint is more involved than the simple
value improvement algorithms described above. Pisaruk [Pis99] adapts
this algorithm to a variant of limit-average games, which allows com-
pact representation of graphs where the number of states of player 1
may be exponential in the number of states of player 0. Karzanov and
Lebedev [KL93] modify the algorithm of [GKK88] to the maximum cost
game, where each transition is given a cost and the goal of player 0 is to
maximize the largest cost of any edge occurring infinitely often.

The proofs of memoryless determinacy by McNaughton [McN93],
Thomas [Tho95], and Zielonka [Zie98] (which are versions of the
same idea) are constructive and give rise to a recursive algorithm to
solve parity games. Jurdziński, Paterson and Zwick [JPZ06] recently
modified Zielonka’s algorithm to obtain the first non-randomized
subexponential algorithm for parity games.

Obdržálek [Obd03] gives an algorithm for parity games based on
the dynamic programming method to solve problems for graphs with
bounded tree-width. This shows that parity games are fixed-parameter
tractable, when the parameter is the number of colors plus the tree
width. Since then, several other parameterizations for parity games
have given other fixed-parameter tractable algorithms. Berwanger and
Grädel [BG04] define entanglement and prove that parity games are solv-
able in polynomial time on graphs of bounded entanglement. Obdržálek
[Obd06] and Berwanger, Dawar, Hunter, and Kreutzer [BDHK06] inde-
pendently define DAG-width, and the latter paper proves that parity
games with fixed DAG-width are solvable in polynomial time.

60



Chatterjee, Majumdar, and Henzinger [CMH05] gave an algorithm for
concurrent limit-average games based on expressing the optimal values
in the theory of real-closed fields.

Chatterjee, Henzinger, and Jurdziński [CHJ05] consider so-called
mean payoff parity games, which combine the parity and limit-average
objectives for 2-player games. They give a recursive algorithm which
calls subroutines that repeatedly solve 2-player parity and limit-average
games on subgraphs.

6.5.3 Infinite-State Systems

Algorithms for Lossy Channel Systems

Channel systems, also known as communicating finite state machines
(CFSMs) [BZ83] have been used since the seventies to model communi-
cation protocols [vB78, BZ83]. Non-lossy channel systems are Turing-
powerful [BZ83] so essentially all verification problems are undecidable
for them. However, several incomplete verification procedures have been
proposed [BZ83, Pac87, PP91, SZ92].

Lossy channel systems (LCS) were introduced by Abdulla and Jonsson
[AJ93, AJ96b]. A related model was studied independently by Finkel
[Fin94]. This original model was a 1-player system where both transi-
tions of the control graph and message losses are performed nondeter-
ministically. In [AJ93, AJ96b], it is shown that reachability, safety, and
eventuality properties are decidable. In this context, safety means that
all runs have an initial prefix in a given regular set of paths, and even-
tuality means that all runs eventually reach a given set of final states.
In [Fin94], it is proved independently that eventuality is decidable. The
algorithm to decide reachability and safety is based on backward path
exploration, and the algorithm to decide eventuality is based on forward
path exploration. In both cases, well-quasi-ordering is used to prove
termination.

Cécé, Finkel, and Iyer [CFI96] consider variants of LCS, where the
channels are unreliable in more general ways, such that messages can be
inserted, duplicated, and lost.

In another paper, Abdulla and Jonsson [AJ94, AJ96a] prove that
model checking linear time logics is undecidable, and that eventuality
properties with fair channels are undecidable. The fairness constraint
states that the channels deliver infinitely many messages if infinitely
many messages are sent. Schnoebelen [Sch02] proved that the decidable
problems above are non-primitive recursive.

Versions of LCS which are 1
2 -player systems were introduced by

Iyer and Narasimha [IN97] and studied by Baier and Engelen [BE99];
Abdulla, Baier, Iyer, and Jonsson [ABIJ00]; Abdulla and Rabinovich
[AR03]; and Rabinovich [Rab03]. The original model in [IN97, BE99]
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can only lose one message per transition, but several loss transitions
in sequence are possible. The paper [IN97] considers the problem of
checking whether a formula of a version of linear-time logic holds
almost surely. In contrast with the undecidability result for 1-player
LCS [AJ96a], [BE99] show that this problem is decidable if the
probability of message loss is ≥ 1/2. If the assumption of large
message loss probability is dropped, the problem becomes undecidable
[ABIJ00]. In [ABIJ00], it is also shown that checking almost-sure
reachability is undecidable. We remark that [ABIJ00] considers a
slightly different semantics, where a message may only be lost when it
is sent. The model we use in Papers C, D, and E, where in each step,
each individual message may be lost, was introduced by [AR03] (and
independently for 11

2 -player systems by [BS03a]; see below). The main
idea in these works is to use the existence of a finite attractor. The
work in [AR03] also considers message duplication and insertion, as
well as corruption. They show that if duplication or insertion happens
with smaller probability than message loss, then the system has a
finite attractor, and checking almost-sure Büchi objectives is decidable.
The paper [Rab03] adapts the forward path exploration algorithm of
[IN97] to approximate the probability that a Muller objective holds. In
[AHM05], this path exploration algorithm is extended to a larger class
of models which includes PVASS. It is also proved in [AHM05] that the
exact probability is not expressible in the first order theory of reals.

We now turn our attention to nondeterministic PLCS (NPLCS), which
are 11

2 -player systems. These are defined as our GPLCS, with the re-
striction that all control states collectively belong to one player. In
other words, message losses are probabilistic while the control graph
is nondeterministic. NPLCS were introduced and studied by Bertrand
and Schnoebelen [BS03a, BS04]; and Baier, Bertrand, and Schnoebe-
len [BBS06b, BBS06a]. The papers [BS04, BS03a, BBS06b] determine
the decidability of all qualitative problems for conjunctions and disjunc-
tions of reachability and Büchi objectives, as well as conjunctions and
disjunctions of so-called Rabin and Streett objectives. In particular,
all reachability problems are decidable, but it is undecidable to check
whether a Büchi objective holds with positive probability. All quali-
tative problems for Rabin and Streett objectives are undecidable. In
[BBS06b], it is also shown that all Büchi objectives are decidable if the
player is restricted to use finite-memory strategies. This parallels our
result in Paper E, which also relies on the restriction to finite-memory
strategies. In [BBS06a], the analysis is extended to fair schedulers.

Abdulla, Bouajjani, and d’Orso [ABd03] introduce 2-player game LCS
(GLCS). Here, states in the control part are partitioned into states of
player 0 and of player 1 as in our GPLCS, but messages losses are con-
trolled by one of the players (and always the same player). They show
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that reachability is decidable regardless of which player loses messages,
but parity games with at least three colors are undecidable.

Vector Addition Systems with States and Petri Nets

Vector addition systems with states (VASS) were introduced by Karp
and Miller [KM69] and are generalizations of Petri nets [Pet62]; see also
Peterson [Pet77]. Petri nets have been used in a wide range of fields;
see, e.g., the bibliography by Will and Heiner [WH02] and the survey
by Silva and Valette [SV90]. Several types of 1

2 -player version of Petri
nets have been considered, the most common being stochastic Petri nets
(SPNs) introduced by Molloy [Mol82]. While Molloy’s SPNs include a
time component, the PVASS model we use can be seen as SPNs where
the time aspect is ignored.

For PVASS, Abdulla, Ben Henda, and Mayr [AHM05] showed how
to approximate the probability of reachability objectives. Our result
on exponentially bounded finite-path rewards generalizes the result in
[AHM05].

Noisy Turing Machines

Noisy Turing machines were introduced recently by Asarin and Collins
[AC05]. The authors study the computational power of NTMs as the
noise level tends to zero. We do not know of any other work than ours
that builds on [AC05].

Other Models

We mention briefly related results on models of recursive programs.
Infinite-state 1

2 -player systems with state-based finite-path reward and
limit-average objectives were studied by Esparza, Kučera and Mayr
[EKM05]. They show how to compute these quantities exactly for the
class of probabilistic pushdown automata.

Recursive 2 1
2 -player and concurrent games were recently studied by

Etessami and Yannakakis [EY06a, EY06b]. These are infinite-state sys-
tems, and the authors give algorithms to solve such games.

De Alfaro, Henzinger, and Majumdar [dAHM01] consider concurrent
games on infinite-state systems. They give symbolic algorithms for four
classes of reachability, Büchi, and Muller games. The algorithms are
shown to terminate on classes of systems characterized by properties of
equivalence relations on states. These properties are not satisfied by the
GPLCS we study.
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6.6 Open Problems and Future Work

Below, we mention some possible directions of future research, building
on our contributions. However, we first briefly discuss future possibilities
from a broader perspective.

The major open problem for finite-state games (e.g., 2-player par-
ity or limit-average games, as well as 2 1

2 -player reachability games), is
whether they are solvable in polynomial time. The currently best known
upper bounds are NP ∩ co-NP, with subexponential or pseudopolyno-
mial algorithms. Strategy improvement algorithms constitute a possible
candidate for being polynomial. They show very good results in exper-
iments [San04], and no superlinear lower bounds are known. However,
despite substantial effort, there seems to be a current lack of methods
to analyze strategy improvement algorithms.

For infinite-state systems, there are a few generic techniques (well-
quasi-ordering, finite attractors, etc) which have been used to design al-
gorithms for various verification problems. New results keep appearing
which broaden the classes of models and objectives that can be investi-
gated using these techniques. Investigating the borders of these classes
seems likely to remain an active research area for some time.

6.6.1 Determinacy for Parity and Mean Payoff Games

After our simplified proof of memoryless determinacy for parity and
mean payoff games in Paper A, several authors gave even more general
proofs of memoryless determinacy; see Section 6.5.1.

6.6.2 Strategy Improvement for Mean Payoff Games

Our strategy evaluation function in Paper B is defined only on a subset
of the space of strategies, which we call the admissible strategies. More-
over, the algorithm relies on a simplification where we only determine
whether the value is above a given threshold. Neither of these assump-
tions limits the class of systems to which the algorithm can be applied.
However, it would be interesting to know if there is an evaluation that
gives a correct value to every strategy in the game and that results in
an algorithm that directly gives the optimal values in all states. Such
evaluations seem difficult to define.

The problem of defining a strategy improvement algorithm for 2 1
2 -

player limit-average games is still open. It is conceivable that we can
get a correct algorithm by extending our algorithm to solve a 1 1

2 -player
rather than a 1-player shortest path problem in each iteration.
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6.6.3 Classification of Infinite-State 1
2-Player Systems

We defined eagerness for 1
2 -player systems and for attractors to mean

that certain functions are exponentially bounded. However, LCS are
likely to have much stronger bounds. A closer inspection of the proba-
bility to return quickly to the attractor after leaving it may give better
complexity bounds on known algorithms.

While we only give one example of a system with a finite eager attrac-
tor (LCS), it seems to be a natural property of a system and it would
be interesting to know if it is satisfied by other systems, possibly used
in other fields that computer science.

It is also desirable to extend the notion of eagerness to 1 1
2 - or 21

2 -player
games. It seems that GPLCS and game versions of NTMs are candidates
for being eager in some game sense, while most natural versions of game
VASS are undecidable [ABd03].

6.6.4 Forward Path Exploration Algorithms for Eager

Infinite-State Systems

We believe that the algorithm in Paper C can be extended to 2 1
2 -player

games for a suitable notion of eagerness. In the present path exploration
scheme, all paths of length ≤ i are evaluated in iteration i. To solve a
21

2 -player game, we can replace this by solving a finite-state 2 1
2 -player

game on the graph induced by the states reachable from the initial state
in ≤ i steps.

It is conceivable that a similar extension applies to the limit-
average problem considered in Paper D. However, the problem of
well-definedness of the game value is more intricate here. Most
properties of the limit-average objective used in Paper D were, to our
best knowledge, proved only for 1

2 -player systems and would have to be
re-proved for 21

2 -player systems.
The restriction to bounded reward functions in Paper D excludes some

interesting reward functions. For instance, for PLCS it would be use-
ful to base the reward function on the number of messages waiting in
the channels. A natural extension is therefore to consider state-based
reward functions that are exponentially bounded in the distance from
the attractor. However, the present proof of Theorem D.3(4) relies on
previous results only proved for bounded reward functions. Extending
the class of reward functions therefore entails generalizing these previous
results.

It is an open problem whether the steady state distribution exists and
can be approximated for NTMs. It seems promising to try to approxi-
mate NTMs by finite-state systems. In particular, consider a finite-state
model where each state represents a fixed-length part of the tape, cen-
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tered around the head. If we take this “window” sufficiently big, then
for each cell outside the window, there is a high probability that the
cell is subjected to noise before the reading head reaches it. Therefore,
the current contents of cells outside the window should, intuitively, have
little impact on the probability of future events.

6.6.5 Infinite-State 21
2 -Player Games

The scheme for solving GPLCS with Büchi objectives in Paper E can
be extended to parity games in a similar manner to Zielonka’s algorithm
[Zie98]. In order to prove correctness of the scheme in Paper E, we
defined a notion of decisiveness and proved that it holds for GPLCS with
finite-memory strategies. However, proving correctness for the parity
games scheme seems to require a stronger notion of decisiveness and it
is an open problem to define such a notion. A solution to this problem is
related to characterizing the set of states from which player 0 can ensure
that the Büchi objective holds with a positive probability (rather than
almost surely).

Notice that for reachability objectives, we can partition the states
into three classes: states where player 0 wins almost surely, states where
player 1 wins almost surely, and states where both players can guarantee
winning with a positive probability. It is open whether this partitioning
can be refined, so that the values of each state can be computed, or
whether the optimal strategies of both players can be computed.

It is also open whether the problem can be solved without the re-
striction to finite-state strategies, and whether our algorithm extends to
concurrent GPLCS.

6.6.6 Other Infinite-State Systems

LCS and VASS share both the property of eagerness (in the 1
2 -player

versions) and the property that well-quasi-ordering techniques apply to
backward path exploration algorithms. Recall that LCS model commu-
nication and VASS model systems with unboundedly many parallel pro-
cesses. It may be interesting to investigate if there is a “hybrid” model
that models unboundedly many processes which can communicate with
each other through unbounded lossy channels, and to determine to what
extent the previous techniques apply to such systems.
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[DY79] Evgenǐı B. Dynkin and Alexandr A. Yushkevich. Con-
trolled Markov Processes. Springer-Verlag, 1979. Translated
from russian by J. M. Danskin. Original title: Upravliaemye
markovskie protsessy i ikh prilozheniia.

[EJ91] E. Allen Emerson and Charanjit S. Jutla. Tree automata,
mu-calculus and determinacy (extended abstract). In Pro-
ceedings of the 31st IEEE Symposium on Foundations of
Computer Science (FOCS ’91), pages 368–377, San Juan,
Puerto Rico, October 1991. IEEE Computer Society Press.

[EJS93] E. Allen Emerson, Charanjit S. Jutla, and A. Prasad Sistla.
On model-checking for fragments of µ-calculus. In Costas
Courcoubetis, editor, Proceedings of Computer Aided Verifi-
cation, 5th International Conference, CAV ’93, volume 697
of Lecture Notes in Computer Science (LNCS), pages 385–
396. Springer-Verlag, 1993.

[EKM05] Javier Esparza, Antońın Kučera, and Richard Mayr. Quan-
titative analysis of probabilistic pushdown automata: Ex-
pectations and variances. In Proceedings of the 20th Annual
IEEE Symposium on Logic in Computer Science (LICS ’05),
pages 117–126. IEEE Computer Society, 2005.

[EL86] E. Allen Emerson and Chin-Laung Lei. Efficient model
checking in fragments of the propositional mu-calculus (ex-
tended abstract). In Proceedings of the 1st Annual IEEE
Symposium on Logic in Computer Science (LICS ’86), pages
267–278. IEEE Computer Society Press, 1986.

[EM79] Andrzej Ehrenfeucht and Jan Mycielski. Positional strate-
gies for mean payoff games. International Journal of Game
Theory, 8(2):109–113, 1979.

73



[EY06a] Kousha Etessami and Mihalis Yannakakis. Efficient qualita-
tive analysis of classes of recursive markov decision processes
and simple stochastic games. In Proceedings of the 23rd An-
nual Symposium on Theoretical Aspects of Computer Science
(STACS ’06), pages 634–645, 2006.

[EY06b] Kousha Etessami and Mihalis Yannakakis. Recursive con-
current stochastic games. In Proceedings of the 33rd Inter-
national Colloquium on Automata, Languages and Program-
ming (ICALP ’06), volume 4052 of LNCS, pages 324–335.
Springer Berlin / Heidelberg, 2006.

[Fil81] Jerzy A. Filar. Ordered field property for stochastic games
when the player who controls transitions changes from state
to state. Journal of Optimization Theory and Applications,
34(4):503–515, August 1981.

[Fin94] Alain Finkel. Decidability of the termination problem
for completely specified protocols. Distributed Computing,
7(3):129–135, 1994.

[FS86] Jerzy A. Filar and Todd A. Schultz. Nonlinear programming
and stationary strategies in stochasticgames. Mathematical
Programming, 34(2):243–247, March 1986.

[FV97] Jerzy A. Filar and Koos Vrieze. Competitive Markov Deci-
sion Processes. Springer-Verlag, 1997.

[GB98] Mrinal K. Ghosh and A. Bagchi. Stochastic games with aver-
age payoff criterion. Applied Mathematics and Optimization,
38:283–301, 1998.
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Abstract

We give a simple, direct, and constructive proof of memoryless deter-
minacy for parity and mean payoff games. First, we prove by induc-
tion that the finite-duration versions of these games, played until some
vertex is repeated, are determined and both players have memoryless
winning strategies. In contrast to the proof of Ehrenfeucht and My-
cielski [Positional strategies for mean payoff games. International Jour-
nal of Game Theory, 8:109–113, 1979], our proof does not refer to the
infinite-duration versions. Second, we show that memoryless determi-
nacy straightforwardly generalizes to infinite-duration versions of parity
and mean payoff games.

A.1 Introduction

Parity games are infinite-duration games played by two adversaries on
finite leafless graphs with vertices colored by nonnegative integers. One
of the players tries to ensure that the maximal vertex color occurring in
the play infinitely often is even, while the other wants to make it odd.
The problem of deciding the winner in parity games is polynomial time
equivalent to the Rabin chain tree automata (or parity tree automata)
nonemptiness, and to the model checking problem for the µ-calculus
[5]. The µ-calculus is one of the most expressive temporal logics of pro-
grams, expressively subsuming virtually all known such logics. For these
reasons, parity games are of considerable importance and have been ex-
tensively studied by the complexity-theoretic, automata-theoretic, and
verification communities.

One of the fundamental properties of parity games, which almost all
decision algorithms rely upon, is the so-called memoryless determinacy.

16Supported by Swedish Research Council Grants “Infinite Games: Algorithms and
Complexity” and “Interior-Point Methods for Infinite Games”.
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Vertices of every game can be partitioned into winning sets of both play-
ers, who possess positional winning strategies from all vertices in their
winning sets. This means that for each vertex owned by a player, the
player can decide in advance what to do if the play reaches that vertex,
by deterministically selecting one of the outgoing edges independently
of the history of the play. Moreover, revealing this positional strategy in
advance is not a disadvantage.

Emerson [4] sketched the first memoryless determinacy proof for parity
games17 as early as in 1985. His proof is based on a (fairly complicated)
simplification by Hossley and Rackoff [8] (relying on König’s lemma)
of Rabin’s original proof [12] of the nonemptiness problem for Rabin
automata. A later, more self-contained, determinacy proof by Emerson
and Jutla [6] relies heavily on the µ-calculus, and is non-constructive.
For example, the definition of a strategy in [6] uses properties of all paths
in a binary tree, a set of continuum cardinality. Later, McNaughton [10]
and Zielonka [15] gave alternative proofs discussed below.

Today, it is interesting to note that memoryless determinacy of parity
games is a one-line consequence (using a simple reduction; see, e.g., Puri
[11]) of the earlier more general result of Ehrenfeucht and Mycielski [2, 3]
on memoryless determinacy of the so-called mean payoff games.

Mean payoff games are also infinite-duration games played by two
adversaries on finite graphs, but with weighted edges. Players try to
maximize/minimize the limit mean value of edge weights encountered
during the play. It was proved by Ehrenfeucht and Mycielski [2, 3] that
every mean payoff game has a unique value ν such that player 0 can
ensure a gain of at least ν and player 1 can ensure a loss of at most ν,
i.e., the games are determined. Furthermore, each player can secure this
value by using a positional (memoryless) strategy.

The proof for mean payoff games given by Ehrenfeucht and Mycielski
[3] relies upon a sophisticated cyclic interplay between infinite duration
games and their finite counterparts. Proofs for infinite games rely on
properties of finite games and vice versa. The authors asked whether it
is possible to give a direct, rather than roundabout proof, a question we
succeeded to answer affirmatively in this paper. Memoryless determi-
nacy for mean payoff games was later shown constructively by Gurvich,
Karzanov, and Khachiyan [7], but their proof is rather involved, using
estimates of norms of solutions to systems of linear equations, conver-
gence to the limit, and precision arguments.

The purpose of this paper is to give a simple and direct proof that
works uniformly for both parity and mean payoff games. Our proof does
not involve any auxiliary constructions or machinery (like µ-calculus, or
linear algebra, or limits), proceeds by elementary induction, and con-

17Actually for Rabin pairs automata, but it easily transfers to parity games/automata.
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structs positional strategies for more complicated games from strategies
for simpler ones. Similar to [3], we rely on finite-duration versions of
the games, played until the first vertex repetition. However, in contrast
to [3], we completely avoid roundabout proofs of the properties of fi-
nite games using infinite ones and vice versa. Our proof is constructive,
although the algorithm it provides is not intended to be very efficient.
Due to the importance of parity games and mean payoff games, we feel
that a straightforward and constructive proof of memoryless determi-
nacy, common to both games, and without involving external powerful
methods, should be interesting and useful.

Two interesting memoryless determinacy proofs were given by Mc-
Naughton [10] and Zielonka [15], and both have very nice features. Mc-
Naughton studies a broad abstract class of games on finite graphs (in-
cluding parity games), for which the winning conditions can be stated in
terms of winning subsets of vertices. His proof provides a necessary and
sufficient condition for such games to possess memoryless determinacy.
This proof is constructive, but does not apply directly to mean payoff
games, since the set of vertices visited infinitely often in a play does not
uniquely determine its value. Zielonka [15] gives two simple and elegant
proofs that work for parity games with a possibly infinite number of
vertices, but not for mean payoff games. The first version of Zielonka’s
proof is constructive and uses induction on the number of colors and
vertices (transfinite induction if there are infinitely many vertices). The
second version is shorter but nonconstructive.

In contrast, our argument exploits structural similarities of parity and
mean payoff games to give a uniform proof for both. It would be inter-
esting to know whether our proof technique can be extended to more
general classes of discounted and simple stochastic games [16]. Our cur-
rent assumption on a winning condition, which allows to reduce infinite
to finite-duration games and conduct the uniform proof, is too strong,
and should be relaxed to cover discounted and simple stochastic games.

The interest in parity and mean payoff games is to a large extent mo-
tivated by their complexity-theoretic importance. For both games, the
corresponding decision problems belong to the complexity class NP ∩ co-
NP, but their PTIME membership status remains open. Much of the
research in the complexity of solving these games relies on memoryless
determinacy [16, 7, 9, 13, 1]. Some papers rely essentially on memoryless
determinacy, as [16, 1], while others prove it independently, explicitly or
implicitly [7].

Outline of the Paper

Section A.2 gives basic definitions concerning parity games. Theorem A.1
of Section A.3 shows determinacy of finite-duration parity games, with
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strategies requiring memory. The proof is by elementary induction on
the number of vertices in a finite tree. Section A.4 provides intermediate
results about the properties of positional strategies in finite-duration
games, needed in later sections. In Section A.5 we prove by induction on
the number of edges in the games, that finite-duration parity games are
solvable in positional strategies. This is the main theorem in the paper.
We extend the proof to infinite-duration parity games in Section A.6. In
Section A.7 we show how the proof for parity games generalizes to yield
memoryless determinacy of mean payoff games.

A.2 Parity Games

We assume the standard definition of parity games (PGs). These are
infinite duration adversary full information games played by players 0
and 1 on finite directed leafless graphs G = (V,E) with vertices colored
by natural numbers. The vertices of the graph are partitioned into sets V0

and V1, and every vertex has at least one outgoing edge (i.e., there are no
leaves or sinks). The players construct an infinite sequence of vertices
v0v1v2 · · · , called a play , as follows. The initial vertex v0 is given. If
vm ∈ Vi, then player i chooses vm+1 to be a successor of vm. The parity
of the largest color occurring infinitely often in this play determines the
winner: even/odd is winning for player 0/player 1, respectively.

A (general) strategy of player i is a function that for every finite prefix
of a play, ending in a vertex v ∈ Vi, selects a successor of v (move of
the player). A positional strategy for player i is a mapping selecting a
unique successor of every vertex v ∈ Vi. When a play comes to v ∈
Vi, player i unconditionally selects the unique successor determined by
the positional strategy, independently of the history of the play. Thus,
positional strategies are memoryless.

When considering a positional strategy σ of player i, it is often useful
to restrict to the graph Gσ obtained from G by removing all outgoing
edges from vertices in Vi, except those used by σ.

A.3 Finite-Duration Parity Games

Together with the infinite-duration parity games defined above, we also
consider their finite-duration counterparts, fundamental to our proofs.
Such games are played on the same graphs as PGs, but only until the
first loop is constructed. We first establish memoryless determinacy for
finite-duration games and then extend it to infinite-duration ones.

A finite-duration parity game (FPG) Ga starts in vertex a, and players
alternate moves until some vertex vl is visited for the second time. At
this point the loop from vl to vl constructed during the play is analyzed,
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and the maximal vertex color c occurring on this loop determines the
winner. If c is even, then player 0 wins; otherwise, player 1 wins.

FPGs are finite perfect information zero-sum games (the loser pays
$1 to the winner). By the general theorem of game theory proved non-
constructively using Brouwer’s or Kakutani’s fixpoint theorems, every
such game has a value. However, for the special case of FPGs, the proof
of this fact is very simple and constructive. The argument is quite well
known and can be attributed to Zermelo [14]. Nevertheless, to make the
paper self-contained and to stress that probabilistic strategies18 are not
needed to decide a winner in a finite-duration parity game, we give a
direct proof here.

Proposition A.1 For any FPG G and any vertex v, either player 0 or
player 1 wins the game Gv.

Proof. Starting from any vertex v, construct an AND-OR tree of all
possible developments of an FPG starting at v. This tree is finite, with
leaves corresponding to the first vertex repetitions on paths from the
root. Mark those leaves with i if player i wins in the leaf (on the corre-
sponding loop). Evaluate the root of the tree bottom-up by repeatedly
using the following rules.

• if a vertex u of player i has a successor marked i, then mark u
with i;

• if all successors of a vertex u of player i are marked 1 − i, then
mark u with 1− i.

This evaluation uniquely determines the mark of the root, 0 or 1. �

Definition A.2 The set of states from which player i can win (accord-
ing to Proposition A.1) is called the winning set for player i and denoted
by Wi(G). �

Note that although implementing a winning strategy according to the
construction in the above proof does not need randomness, it requires
memory to keep the history of the play in order to decide where to move
at each step. In the following sections, using Proposition A.1, we show
how to construct positional strategies.

A.4 Positional Strategies in Finite-Duration
(Parity) Games

Finite-duration parity games are slightly less intuitive and require dif-
ferent arguments compared to their infinite counterparts. For example,

18necessary, for example, in the “stone–paper–scissors” game

91



any finite prefix of an infinite play does not matter when determining
the winner in an infinite game. In contrast, this prefix is essential in
deciding the winner in a finite-duration game, because every vertex of
it is a potential termination point of the game. Some other common
infinite-case intuitions fail for finite games, and need some extra care.

This section confirms two basic intuitions about positional strategies
in FPGs. The first one is an apparently obvious fact that you can win
from a vertex provided you win from some of its successors. It is used to
prove the second, demonstrating that when a player uses an optimal po-
sitional strategy, the play never leaves her winning set. In infinite games,
both lemmas are one-line consequences of memoryless determinacy, but
we stress that we need to prove these properties for finite games and
without relying on determinacy.

Lemma A.3 In any FPG, if player i has a positional strategy winning
from some successor u of v ∈ Vi, then player i has a positional strategy
winning from v.

(The straightforward construction “play from v to u and then follow the
positional winning strategy from u” is not completely obvious. Assume a
positional winning strategy from u uses in v an edge different from (v, u).
The previous construction simply does not yield a positional strategy.)

Proof. Let us briefly discuss the recurring idea of the arguments we
rely upon. Suppose player i fixes a positional strategy σ, and consider
the graph Gσ, where all other choices for player i are removed. Then
player i wins from a vertex x iff player 1− i cannot force a play in Gσ

from x into a simple loop losing for player i.
Let σ be a positional strategy winning for player i from some successor

u of v ∈ Vi. If σ is winning also from v (which can be checked by
inspecting the loops reachable from v in Gσ, as explained above), the
claim follows. Otherwise, there is a loop λ, losing for player i, reachable
by a path π from v in Gσ. We claim that player 1− i cannot force a
play in Gσ from u to any vertex on π and λ, including v. Indeed, the
opposite would imply that player i loses from u. Change σ only at v,
obtaining σ′ with σ′(v) = u. Player i still wins from u with σ ′, since the
set of plays in Gσ′ from u remains the same as in Gσ, and exactly the
same loops can be forced from v by player 1− i. �

Remark. We pause here to make an important observation. The argu-
ment in the proof of Lemma A.3 actually applies to the whole class of
finite-duration games that, like FPGs: (1) stop as soon as some vertex
is first revisited, and (2) for which the winner is determined by the se-
quence of vertices on the resulting simple loop, (3) independently of the
initial vertex the loop is traversed from. Condition (3) is not satisfied,
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e.g., for finite versions of discounted payoff games or simple stochastic
games [16].

This class includes, in particular, the finite-duration decision version
of mean payoff games, considered in Section A.7. We encourage the
reader to verify that all subsequent proofs in this section and Section A.5
apply for this general class of games. Actually, our proof of memoryless
determinacy of finite mean payoff games in Section A.7.2 relies on this
observation and thus recycles the work done for parity games. �

The next lemma puts the (yet unproved) assumption “if both players win
by positional strategies from every vertex in their respective winning19

sets” in the premise. Under this assumption, it shows that no play consis-
tent with such a winning positional strategy leaves the player’s winning
set.

Lemma A.4 In any FPG, suppose σ0 and σ1 are positional strategies
for player 0 and 1 such that player i by using σi wins every game that
starts in Wi(G), for i ∈ {0, 1}. Then all plays starting in Wi(G) and
played according to σi stay in Wi(G).

Proof. Consider a game on the graph Gσi starting in some vertex
from Wi(G). In this game, we can assume that all vertices belong
to player 1− i because there are no choices in player i’s vertices.
By Lemma A.3, any edge (u, v) with v ∈ W1−i(G) must also have
u ∈ W1−i(G), so there are no edges from Wi(G) to W1−i(G) in Gσi . �

This lemma will be extensively used in the inductive proof of the main
theorem in the next section, where its premise will be guaranteed to hold
by inductive assumption.

A.5 Memoryless Determinacy of Finite-
Duration Parity Games

In this section we prove the main theorem of this paper, which im-
plies memoryless determinacy of the infinite-duration parity games (Sec-
tion A.6). The proof itself does not use any reference to the infinite
games. In Section A.7 we extend this theorem to finite and infinite-
duration mean payoff games. Actually, the proof of Theorem A.5 is not
modified, we just show how to adjust winning conditions so as to reuse
the theorem and its proof as they are.

Theorem A.5 In every FPG G, there are positional strategies σ0 of
player 0 and σ1 of player 1 such that player i wins by using σi whenever
a play starts in Wi(G), no matter which strategy player 1− i uses.

19winning by some, maybe non-positional strategy
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Proof. The proof is by induction on the number |E| − |V | of choices of
both players. The base case is immediate: if |E| = |V | then there are
no vertices with a choice, and all strategies are positional.

For the inductive step we split into three cases, depending on whether
there are vertices x from which the player who owns x can win. Let
V ∗

i ⊆ Vi (for i = 0, 1) be the sets of vertices of player i with outdegree
more than 1. Assume the theorem holds whenever |E| − |V | < n, and
consider |E| − |V | = n.

Case 1: V ∗
0 ∩W0(G) �= ∅. Take x ∈ V ∗

0 ∩W0(G) and let e be an edge
leaving x such that player 0 can win Gx after selecting e in the first
move. (The rest of the player 0 strategy does not need to be positional.)
Consider the game G′ in which we remove all edges leaving x, except
e. By inductive assumption, there are positional strategies σi such that
player i applying σi wins any play in G′ that starts in Wi(G

′). These
strategies are also positional strategies in G. We will prove that σi is
winning for player i in G if the play starts in a vertex from Wi(G

′).
Consider any v ∈ W0(G

′) and assume player 0 uses σ0 in Gv . Any
play in Gv following σ0 was also possible in G′

v. Since all such plays are
winning for player 0 in G′

v, all of them are also winning for player 0 in
Gv . Therefore, W0(G

′) ⊆W0(G).
Now let v ∈ W1(G

′) and assume player 1 uses σ1 in Gv. Notice that
x ∈ W0(G

′), since there is a winning strategy that uses e and the game
terminates as soon as x is revisited. By Lemma A.4, whenever player 1
uses σ1, no play in G′

v, hence in Gv, can ever reach x, because G′
v and

Gv differ only in edges leaving x. But any play in Gv according to σ1

not reaching x was possible also in G′
v, so player 1 wins any such play

in Gv. Hence, W1(G
′) ⊆W1(G).

Since Wi(G
′) ⊆ Wi(G), and W0(G

′), W1(G
′) form a partition, we

thus showed that Wi(G) = Wi(G
′) and player i wins Gv using σi, for

any v ∈ Wi(G).

Case 2: V ∗
1 ∩W1(G) �= ∅ and Case 1 does not apply. The proof is

symmetrical to Case 1.

Case 3: V ∗
0 ∩W0(G) = V ∗

1 ∩W1(G) = ∅. Since only player i may have
choices in W1−i(G), we will assume that all vertices in Wi(G) belong to
V1−i, that is, Wi(G) = V1−i for i ∈ {0, 1}. We may also assume that one
of the players has choices; otherwise the base case applies.

We first prove that there are no edges between the winning sets. Sup-
pose, towards a contradiction, that there is an edge e from v ∈ W1(G) to
u ∈ W0(G). Figure A.1 depicts this situation, where round and square
vertices belong to player 0 and 1 respectively (the case of an edge back
is symmetric).
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Figure A.1: If we remove e from G, then u changes from losing to winning for
player 0.

Although u is losing for player 1, there must be a way for player 1 to
win a play that starts in v even if player 0 moves by e to u. This can
only be done if player 1 can force the play back to v, because any other
winning play for player 1 from v via u would be a winning play from u
as well. However, player 1 cannot win if a play starts in u. Therefore, if
the game starts in u, and is forced by player 1 to v, player 0 must be
able to do something else in order to win, rather than selecting e. Thus,
there must be another edge d leaving v.

Now create the game G′ by removing the edge e. Since player 0 has
fewer choices, we must have W0(G

′) ⊆W0(G). By the inductive assump-
tion, there are positional strategies σ0 and σ1, winning from W0(G

′) and
W1(G

′), respectively. Since all vertices in W0(G
′) can be assumed to be-

long to V1, Lemma A.4 implies that there are no edges leaving W0(G
′).

This in turn means that u belongs to W1(G
′). Otherwise, player 0 could

have won from v in G by following e, because the play would never have
left W0(G

′), and any loop formed would have been winning for player 0.
When e was removed, vertex u turned from losing to winning for

player 1. This implies that in G′, player 1 must force the play from u
to v in order to win, since all other plays would have been possible in
G as well, and all were losing for player 1. In G, however, no matter
how player 1 forced the play from u to v, player 0 could win by using
d and some strategy for the remaining play. All these plays are possible
in G′ as well, so player 1 cannot win from u in G′. This contradiction
shows that there can be no edge e from W1(G) to W0(G). By symmetric
reasoning, there are no edges from W0(G) to W1(G).
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Now, since there are no edges between the winning sets, and both play-
ers lack choices within their own winning sets, any positional strategy
is optimal, i.e., winning from all vertices in the player’s winning set. �

A.6 Extension to Infinite-Duration Parity
Games

We now show that a positional strategy that wins an FPG starting in
vertex v also wins, for the same player, the infinite-duration parity game
starting in v on the same game graph.

Let σ be a winning strategy (positional or not) of player i (for i ∈
{0, 1}) in the FPG starting from v. No matter what the opponent does,
the first revisit to a previously visited vertex vl guarantees that the
maximal color on the loop from vl to vl is winning for player i. Now
forget what happened on the path from vl to vl, assume vl is visited
for the first time, and let the FPG develop further. The next time some
vertex v′l (not necessarily equal to vl) is revisited, we also know that the
maximal color on the loop from v′

l to v′l is winning for player i. Again,
forget what happened on the path from v′

l to v′l, assume v′l is visited for
the first time, and let the FPG develop further. In this way, using the
winning strategy for player i, we construct an infinite sequence of loops
and the corresponding infinite sequence of maximal colors S = {ci}∞i=1

winning for player i. It follows that the maximal color visited in the
infinite game infinitely often is the maximum appearing in S infinitely
often. This also means that the winning sets of the players in the infinite
and finite games coincide.

The following theorem makes the above argument formal. It also es-
tablishes the converse, that positional winning strategies in infinite par-
ity games are winning in finite ones.

Theorem A.6 A positional strategy σ of player i wins in an infinite-
duration PG Gv if and only if it wins in the corresponding FPG.

Proof. We will show that σ wins the infinite game if and only if the
highest color on every simple loop reachable from v in Gσ is winning for
player i. The latter is equivalent to σ winning the finite game.

If Gσ contains a loop reachable from v with a highest color losing for
player i, then σ is losing: player 1− i can go to this loop and stay in it
forever.

Conversely, suppose Gσ does not contain any loops reachable from v
with losing highest color. We will prove that there is no infinite path
starting from v in Gσ on which the highest color appearing infinitely
often is losing for player i. Assume, towards a contradiction, that there
is such a path p on which the highest color occurring infinitely often
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is c. There must be some vertex u of color c that appears infinitely
often on p. But between any two such appearances of u on the path, all
other vertices on some simple loop containing u must appear. Among
these vertices, at least one should have a winning color higher than c, by
assumption. This means that some winning color higher than c appears
infinitely often on p, contradicting the assumption. �

As a direct consequence, the memoryless determinacy of Theorem A.5
holds also for infinite-duration parity games.

Corollary A.7 In every PG G, there are positional strategies σ0 of
player 0 and σ1 of player 1 such that player i wins by using σi whenever
a play starts in Wi(G), no matter which strategy player 1− i applies. �

A.7 Extension to Mean Payoff Games

This section shows how the memoryless determinacy proof for parity
games extends to mean payoff games.

A.7.1 Finite and Infinite-Duration Mean Payoff Games

Mean payoff games [3, 7, 16] are similar to parity games. Let V = V0∪V1,
V0 ∩ V1 = ∅, E ⊆ V × V (where, for each u ∈ V , there is some v with
(u, v) ∈ E), and c : E → R. Define the game graph Γ = Γ(V0, V1, E, c).
Starting in some predefined vertex v0, the two players move by selecting
edges from their respective vertex sets in the same way as in parity
games. This yields an infinite play (sequence of vertices) p = v0v1v2 · · · .
Player 0 wants to maximize

ν0(p) = lim inf
n→∞

1

n

n−1∑
i=0

c(vi, vi+1),

and player 1 wants to minimize

ν1(p) = lim sup
n→∞

1

n

n−1∑
i=0

c(vi, vi+1).

Analogously to the finite version of parity games, we define
finite-duration mean payoff games (FMPGs). Like in FPGs, a play
starts in the initial vertex v0 and ends as soon as a loop is formed. The
value ν(p) of the play p = v0v1 · · · vm · · · vn, where vm = vn, is the mean
value of the edges on this loop:

ν(p) =
1

n−m

n−1∑
i=m

c(vi, vi+1).

97



Player 0 wants to maximize this value and player 1 wants to minimize it.
FMPGs are, like FPGs, finite, zero-sum, perfect information games,

and are therefore determined. For FMPGs, the following fact can be
proved in an elementary way, analogous to Proposition A.1.

Proposition A.8 For every FMPG starting in any vertex u, there is
a value ν(u) such that player 0 can ensure a gain of at least ν(u), and
player 1 can ensure a loss of at most ν(u), independently of the oppo-
nent’s strategy.

Proof. Similar to the proof of Proposition A.1, consider the finite tree
of all possible plays from u. Assign to each leaf the value of the play it
represents. Let all internal vertices corresponding to choices of player 0
be MAX-vertices, and let the choices of player 1 be MIN-vertices. The root
of the resulting MIN-MAX-tree can be straightforwardly evaluated in a
bottom-up fashion, and its value is the value ν(u) of the game starting
from u. �

The following lemma, proved in [3], using only elementary means, shows
that a strategy in an FMPG G yields a strategy in the corresponding
MPG Γ, guaranteeing the same value. Thus, it is enough to show that
there are optimal positional strategies in FMPGs.

Lemma A.9 (Ehrenfeucht-Mycielski 1979) A strategy σ of
player i in an FMPG G can be modified to a strategy σ̃ in the
corresponding MPG Γ such that the following properties hold.

1. If σ secures the value ν in G, then σ̃ secures ν in Γ.

2. If σ is positional, then σ̃ = σ so σ̃ is also positional. �

A.7.2 Main Theorem for the Decision Version of Finite
Mean Payoff Games

Consider the decision version of finite-duration mean payoff games, de-
noted FMPG(D), in which we are only interested in whether the value
of a play is greater than some threshold t, not in the actual value. The
winning condition for player 0 is either ν(p) > t or ν(p) ≥ t. This allows
us to define winning sets similarly to the case of finite-duration parity
games. Say that u ∈ W0(G) if player 0 has a strategy that ensures a
value ν(u) ≥ t, and u ∈ W1(G) otherwise.

As was observed in Sections A.4 and A.5, the proofs of Lemmas A.3,
A.4, and of Theorem A.5 work without any modifications for a broader
class of games satisfying the following
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Assumptions:

1. a play on a game graph starts in a vertex and stops as soon as a
loop is formed, and

2. the winner is determined by the sequence of vertices on the loop,
modulo cyclic permutations. �

These assumptions on the winning condition are sufficient to prove
Theorem A.5, and Lemmas A.3 and A.4 upon which it depends, as
can be readily verified by inspecting their proofs. It clearly holds for
FMPG(D)s, where a sequence of vertices uniquely determines a se-
quence of edges, because there are no multiple edges, and their average
cost determines the winner. Therefore, we obtain the following memo-
ryless determinacy result for the decision version of finite mean payoff
games.

Theorem A.10 In every FMPG(D), each player has a positional
strategy that wins from all vertices in the player’s winning set. �

By Lemma A.9, this result extends to the infinite-duration mean payoff
games.

A.7.3 Ergodic Partition Theorem for Mean Payoff Games

In this section, we reinforce Theorem A.10 by proving that each vertex
v in an FMPG has a value, which both players can secure by means
of positional strategies whenever a play starts in v. Moreover, the same
pair of strategies can be used independently of the starting vertex. More
formally:

Theorem A.11 (Memoryless Determinacy and Ergodic Partition)
Let G be an FMPG and let {Ci}mi=1 be the partition (called ergodic)
of its vertices into classes with the same value xi, as given by
Proposition A.8. There are positional strategies σ0 and σ1 for player 0
and 1 with the following properties:

if the game starts from a vertex in Ci, then σ0 secures a gain ≥ xi for
player 0, and σ1 secures a loss ≤ xi for player 1.

Moreover, player 0 has no vertices with outgoing edges leading from Ci

to Cj with xi < xj , and player 1 has no vertices with outgoing edges
leading from Ci to Cj with xi > xj.

Proof. By Proposition A.8, there exist values x1 < x2 < · · · < xm and a
partition C1, C2, . . . , Cm such that for every starting vertex u ∈ Ci of an
FMPG G both players ensure for themselves (possibly by non-positional
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strategies) the value xi. For every value xi, solve two FMPG(D) prob-
lems (using Theorem A.10), as shown in Figure A.2:

1. find the winning set W0 and corresponding strategy σ0 of player 0
securing a gain ≥ xi when a play starts in W0.

2. find the winning set W1 and corresponding strategy σ1 of player 1
securing a loss ≤ xi when a play starts in W1.

W0

W1

. . .. . .C1 C2 Ci Cm−1 Cm

Figure A.2: The ergodic partitions of G

Consider W0 ∩W1. In this (nonempty) set both player 0 can secure a
gain ≥ xi by means of σ0, and player 1 can secure a loss ≤ xi by means
of σ1. In other words, W0 ∩W1 = Ci.

By Lemma A.4, any play starting from W0 always stays in this set,
when player 0 uses σ0 (player 1 has no edges out of it), and symmetrically
for W1.

We repeat the argument above for all values x1, . . . , xm getting win-
ning positional strategies σi

0, σ
i
1. Using the property from the preceding

paragraph, we merge all these strategies into positional strategies σ0 and
σ1 for player 0 and player 1 as stated in the theorem. Simply define σ0 as
coinciding with σi

0 on the set of vertices V0 ∩Ci, and similarly for σ1. �

By Lemma A.9, the same results on memoryless determinacy and ergodic
partition from Theorem A.11, hold also for (infinite-duration) mean pay-
off games. Moreover, it is easy to see that these result hold (with the same
proof) in the version of parity games where player 0 and 1 not only want
to win with some even/odd color, but want to win with highest possi-
ble even/odd color. This version of parity games is especially suitable for
solving by means of a randomized subexponential algorithm described in
[1], as well as by an iterative strategy improvement algorithm from [13].
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A.8 Conclusions

We have presented a new unified proof of the well-known memoryless
determinacy results for parity and mean payoff games on finite graphs.
There are several previous proofs, but we nonetheless think our proof
is useful since it combines several nice properties. It is simple and con-
structive, providing an easy introduction to the field. Relying only on
elementary methods, it illustrates that proving the basic properties of
infinite games does not need to attract external notions of limits and
approximation. The distinctive feature of our proof is that we first es-
tablish memoryless determinacy for the finite-duration versions of the
games and then extend it to infinite-duration. As a consequence, we
avoid cyclic, roundabout proofs, as in Ehrenfeucht-Mycielski [3], thus
answering positively their question whether one could avoid circularity
proving determinacy of infinite and finite-duration mean payoff games.
Our proof indicates that in this respect finite-duration parity and mean
payoff games are “more fundamental”, directly implying memoryless de-
terminacy for their infinite-duration counterparts. Furthermore, by ap-
plying to both parity and mean payoff games, the proof stresses the
structural similarities between both games.

Can our proof be extended for more general classes of games including
discounted payoff games and simple stochastic games [16]? Our current
assumptions on the winning condition (see Section A.7.2) do not apply
to these games. Discounted payoff games can be formulated in a finite-
duration version, but Lemmas A.3 and A.4 do not hold for them. We do
not know whether there is a finite-duration version of simple stochastic
games, and although some version of the lemmas hold in the infinite
version, it is unclear whether this suffices for the proof. Nevertheless, we
feel that the structures of these games have relevant features in common
with parity and mean payoff games. It would be interesting to know
whether memoryless determinacy can be proved uniformly for all four
games, with our proof technique or another.
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Abstract

We suggest the first strongly subexponential and purely combinatorial
algorithm for solving the mean payoff games problem. It is based on
iteratively improving the longest shortest distances to a sink in a possibly
cyclic directed graph.

We identify a new “controlled” version of the shortest paths prob-
lem. By selecting exactly one outgoing edge in each of the controlled
vertices, we want to make the shortest distances from all vertices to the
unique sink as long as possible. Under reasonable assumptions, the prob-
lem belongs to the complexity class NP ∩ co-NP. Mean payoff games are
easily reducible to this problem. We suggest an algorithm for comput-
ing longest shortest paths. Player Max selects a strategy (one edge in
each controlled vertex) and player Min responds by evaluating shortest
paths to the sink in the remaining graph. Then Max locally changes
choices in controlled vertices, looking at attractive switches that seem to
increase shortest paths lengths (under the current evaluation). We show
that this is a monotonic strategy improvement, and every locally optimal
strategy is globally optimal. This allows us to construct a randomized
algorithm of complexity min(poly · W, 2O(

√
n log n)), which is simultane-

ously pseudopolynomial (W is the maximal absolute edge weight) and
subexponential in the number of vertices n. All previous algorithms for
mean payoff games were either exponential or pseudopolynomial (which
is purely exponential for exponentially large edge weights).

B.1 Introduction

Infinite games on finite graphs play a fundamental role in model check-
ing, automata theory, logic, and complexity theory. We consider the

20Supported by Swedish Research Council Grants “Infinite Games: Algorithms and
Complexity” and “Interior-Point Methods for Infinite Games”.
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problem of solving mean payoff games (MPGs) [9, 21, 20, 10, 25], also
known as cyclic games [14, 22]. In these games, two players take turns
moving a pebble along edges of a directed edge-weighted graph. Player
Max wants to maximize and player Min to minimize (in the limit)
the average edge weight of the infinite path thus formed. Mean payoff
games are determined, and every vertex has a value, which each player
can secure by a uniform positional strategy. Determining whether the
value is above (below) a certain threshold belongs to the complexity
class NP ∩ co-NP. The well-known parity games, also in NP ∩ co-NP,
polynomial time equivalent to model-checking for the µ-calculus [12, 11],
are polynomial time reducible to MPGs. Other well-known games with
NP ∩ co-NP decision problems, to which MPGs reduce, are simple
stochastic [6] and discounted payoff [23, 25] games. At present, despite
substantial efforts, there are no known polynomial time algorithms for
the games mentioned.

All previous algorithms for mean payoff games are either pseudopoly-
nomial or exponential. These include a potential transformation method
by Gurvich, Karzanov, and Khachiyan [14] (see also Pisaruk [22]), and
a dynamic programming algorithm solving k-step games for big enough
k by Zwick and Paterson [25]. Both algorithms are pseudopolynomial of
complexity O(poly(n) ·W ), where n is the number of vertices and W is
the maximal absolute edge weight. For both algorithms, there are known
game instances on which they show a worst-case Ω(poly(n) ·W ) behav-
ior, where W may be exponential in n. Reduction to simple stochastic
games [25] and application of the algorithm from [17] gives subexpo-
nential complexity (in the number of vertices n) only if the game graph
has bounded outdegree. The subexponential algorithms we suggested for
simple stochastic games of arbitrary outdegree in [3, 4] make 2O(

√
n log n)

iterations, but when reducing from mean payoff games, the weights may
not allow each iteration (requiring solving a linear program) to run in
strongly polynomial time, independent of the weights. This drawback
is overcome with the new techniques presented here, which avoid the
detour over simple stochastic games altogether.

We suggest a strongly subexponential strategy improvement algorithm,
which starts with some strategy of the maximizing player21 Max and
iteratively “improves” it with respect to some strategy evaluation func-
tion. Iterative strategy improvement algorithms are known for the re-
lated simple stochastic [15, 7], discounted payoff [23], and parity games
[24, 2]. Until the present paper, a direct combinatorial iterative strategy
improvement for mean payoff games appeared to be elusive. Reductions
to discounted payoff games and simple stochastic games (with known

21The games are symmetric, and the algorithm can also be applied to optimize for
the minimizing player. This is an advantage when the minimizing player has fewer
choices.
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iterative strategy improvement) lead to numerically unstable computa-
tions with long rationals and solving linear programs. The algorithms
suggested in this paper are free from these drawbacks. Our method is
discrete, requiring only addition and comparison of integers in the same
order of magnitude as occurring in the input. In a combinatorial model
of computation, the subexponential running time bound is independent
of the edge weights. There is also a simple reduction from parity games
to MPGs, and thus our method can be used to solve parity games.
Contrasted to the strategy improvement algorithms of [24, 2], the new
method is conceptually much simpler, more efficient, and easier to im-
plement.

We present a simple and discrete randomized subexponential strategy
improvement scheme for MPGs, and show that for any integer p, the set
of vertices from which Max can secure a value > p can be found in time

min(O(n2 · |E| ·W ), 2O(
√

n log n)),

where n is the number of vertices and W is the largest absolute edge
weight. The first bound matches those from [14, 25, 22], while the second
part is an improvement when, roughly, n log n < log2 W .

The new strategy evaluation for MPGs may be used in several other
iterative improvement algorithms, which are also applicable to parity
and simple stochastic games [24, 15, 7]. These include random single
switch, all profitable switches, and random multiple switches; see, e.g.,
[1]. They are simplex-type algorithms, very efficient in practice, but with-
out currently known subexponential upper bounds, and no nontrivial
lower bounds.

Outline. Section B.2 defines mean payoff games and introduces the
associated computational problems. Section B.3 describes the longest-
shortest paths problem and its relation to mean payoff games. In ad-
dition, it gives an intuitive explanation of our algorithm and the par-
ticular randomization scheme that achieves subexponential complexity.
Section B.4 describes the algorithm in detail and Section B.5 proves the
two main theorems guaranteeing correctness. In Section B.6 we explain
how to improve the cost per iteration, while detailed complexity analysis
is given in Section B.7. Section B.8 shows that the longest-shortest path
problem is in NP ∩ co-NP. In Section B.9 an example graph family is
given for which the wrong choice of iterative improvement policy leads
to an exponential number of iterations. Finally, Section B.10 discusses
the application of our algorithm to solving parity games.
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B.2 Preliminaries

B.2.1 Mean Payoff Games

A mean payoff game (MPG) [21, 20, 10, 14, 25] is played by two ad-
versaries, Max and Min, on a finite, directed, edge-weighted, leafless
graph G = (V = VMax � VMin, E,w), where w : E → Z is the weight
function. The players move a pebble along edges of the graph, starting
in some designated initial vertex. If the current vertex belongs to VMax,
Max chooses the next move, otherwise Min does. The duration of the
game is infinite. The resulting infinite sequence of edges is called a play .
The value of a play e1e2e3 · · · is defined as lim infk→∞ 1/k ·∑k

i=1 w(ei).
The goal of Max is to maximize the value of the play, while Min tries
to minimize it. In the decision version, the game also has a threshold
value p. We say that Max wins a play if its value is > p, while Min wins
otherwise. Until Section B.7.2, we assume such thresholds to be integral.

A positional strategy for Max is a function σ : VMax → V such that
(v, σ(v)) ∈ E for all v ∈ VMax. Positional strategies for Min are defined
symmetrically. Every mean payoff game has a value and is memoryless
determined , which means that for every vertex v there is a value ν(v) and
positional strategies of Max and Min that secure them payoffs ≥ ν(v)
and ≤ ν(v), respectively, when a play starts in v, against any strategy of
the adversary [21, 20, 10, 14, 22, 5]. Moreover, both players have uniform
positional strategies securing them optimal payoffs independently of the
initial vertex. Accordingly, throughout the paper we restrict our atten-
tion to positional strategies only. Given a positional strategy σ for Max,
define Gσ = (V,E′), where E′ = E\{(v, u)|v ∈ VMax and σ(v) �= u}, i.e.,
Gσ results from G by deleting all edges leaving vertices in VMax except
those selected by σ. Note that if both players use positional strategies,
the play will follow a (possibly empty) path to a simple loop, where it
will stay forever. The value of the play is the average edge weight on
this loop [10, 14].

B.2.2 Algorithmic Problems for MPGs

We will address several computational problems for mean payoff games.

The Decision Problem. Given a distinguished initial vertex and a
threshold value p, can Max guarantee value > p?

p-Mean Partitioning. Given p, partition the vertices of an MPG G
into subsets G≤p and G>p such that Max can guarantee a value
> p starting from every vertex in G>p, and Min can secure a value
≤ p starting from every vertex in G≤p.
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Ergodic Partitioning. Compute the value of each vertex of the game.
This gives a partitioning of the vertices into subsets with the same
value. Such a partitioning is called ergodic [14].

Our basic algorithm solves the 0-mean partitioning problem, which sub-
sumes the p-mean partitioning. Indeed, subtracting p from the weight of
every edge makes the mean value of all loops (in particular, of optimal
loops) smaller by p, and the problem reduces to 0-mean partitioning.
The complexity remains the same for integer thresholds p, and changes
slightly for rational ones; see Section B.7. Clearly, the p-mean parti-
tioning subsumes the decision problem. Section B.7.2 extends the basic
algorithm to solve the ergodic partitioning problem. Another problem
to which our algorithm may be extended is finding optimal strategies in
MPGs.

Our proofs rely on a finite variant of mean payoff games, where
the play stops as soon as some vertex is revisited and the mean
value on the resulting cycle determines the payoff. Thus, for a
play e1e2 · · · erer+1 · · · es, where er · · · es is a loop, the value is∑s

i=r w(ei)/(s − r + 1). Ehrenfeucht and Mycielski [10] proved the
following (see also [5]).

Theorem B.1 The value of every vertex in the finite-duration version
of mean payoff games equals its value in the infinite-duration version. �

The next corollary will be used implicitly throughout the paper.

Proposition B.2 A positional strategy σ of Max gives value > p in
a vertex, if and only if all loops reachable from it in Gσ have average
value > p. �

In particular, Max can ensure value > 0 if and only if all reachable loops
are positive. Since the partitioning threshold 0 has a special role in our
exposition, we call the G>0 partition the winning set of Max.

B.3 A High-Level Description of the Algorithm

We start by informally describing the essential ingredients of our algo-
rithm.

B.3.1 The Longest-Shortest Paths Problem

The key step in computing 0-mean partitions can be explained by using
a “controlled” version of the well-known single source (target) shortest
paths problem on directed edge-weighted graphs. Suppose in a given
digraph some set of controlled vertices is distinguished, and we can select
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exactly one edge leaving every controlled vertex, deleting all other edges
from these vertices. Such a selection is called a positional strategy . We
want to find a positional strategy that maximizes the shortest paths
from all vertices to the distinguished sink (also avoiding negative cycles
that make the sink unreachable and the distances −∞). For a strategy
σ, denote by Gσ the graph obtained from G by deleting all edges from
controlled vertices except those in σ. Formally, the problem is specified
as follows.

Longest-Shortest Paths
Instance

• a directed weighted graph G with unique sink t,

• a distinguished set of controlled vertices U of G, with t �∈ U .

Task Find a positional strategy σ such that in the graph Gσ, the
shortest simple path from every vertex to t is as long as possible (over
all positional strategies).

If a negative weight loop is reachable from a vertex, the length of the
shortest path is −∞, which Max does not want. If only positive loops
are reachable, and t is not, then the shortest path distance is +∞.22

For our purposes it suffices to consider a version of the LSP problem
with the following additional input data.

Additionally Given:

• some strategy σ0, which guarantees that in the graph Gσ0 there
are no cycles for which the sum of weights is nonpositive.

This additionally supplied strategy σ0 guarantees that the longest short-
est distance from every vertex to the sink t is not −∞. It is not excluded
that σ0 or the optimal strategy will make some distances equal +∞. We
make sure that our algorithm never comes to a strategy that allows for
nonpositive cycles. The simplifying additional input strategy is easy to
provide in the reduction from MPGs, as we show below.

Note that for DAGs, the longest-shortest path problem can be solved
in polynomial time using dynamic programming. Start by topologically
sorting the vertices and proceed backwards from the sink (distance 0),
using the known longest-shortest distances for the preceding vertices.

22The case of zero weight loops is inconsequential for the application to mean payoff
games, and we only need to consider it when proving that the LSP problem is in
NP ∩ co-NP in Section B.8.
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B.3.2 Relating the 0-Mean Partitioning and
Longest-Shortest Paths Problems

The relation between computing the 0-mean partitioning and computing
longest shortest paths is now easy to describe. To find such a partitioning
in an MPG G, add a retreat vertex t to the game graph with a self-loop
edge of weight 0, plus a 0-weight retreat edge from every vertex of Max
to t. From now on, we assume G has undergone this transformation.
Clearly, we have the following property.

Proposition B.3 Adding a retreat does not change the 0-mean parti-
tioning of the game, except that t is added to the G≤0 part. �

This is because we do not create any new loops allowing Max to create
positive cycles, or Min to create new nonpositive cycles. Max will prefer
playing to t only if all other positional strategies lead to negative loops.

The key point is now as follows. Break the self-loop in t and consider
the LSP problem for the resulting graph, with t being the unique sink.
The set VMax becomes the controlled vertices, and the initial strategy
(the “additionally given” clause in the LSP definition above) selects t in
every controlled vertex, guaranteeing that no vertex has distance −∞.23

We have the following equivalence:

Theorem B.4 The partition G>0 consists exactly of those vertices for
which the longest-shortest path distance to t is +∞. �

As early as in 1991, Leonid Khachiyan (private communication) consid-
ered the following variant of Longest-Shortest Paths.

Blocking Nonpositive Cycles. Given a directed edge-weighted leaf-
less graph G, a vertex v, and a set of controlled vertices, where the con-
troller has to choose exactly one outgoing edge, does he have a selection
such that in the resulting graph (obtained after deleting all unselected
edges from controlled vertices) there are no nonpositive weight cycles
reachable from v? �

As an immediate consequence, one has the following

Proposition B.5

1. The problems 0-Mean Partitioning in Mean Payoff Games24 and
Blocking Nonpositive Cycles are polynomial time equivalent.

23Actually, there may exist negative value loops consisting only of vertices from VMin.
Such loops are easy to identify and eliminate in a preprocessing step, using the
Bellman–Ford algorithm. In the sequel we assume that this is already done.

24Recall that this problem consists in finding the set of the game vertices from which
the maximizing player can secure a positive mean value.
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2. Blocking Nonpositive Cycles is in NP ∩ co-NP.

3. Blocking Nonpositive Cycles is polynomial time reducible to
Longest-Shortest Paths. �

Note that in Longest-Shortest Paths, except being interested in the +∞
distances to the sink (which corresponds to positive loops in Blocking
Nonpositive Cycles) we are additionally interested in computing finite
distances. Our algorithm iteratively improves these finite distances (until
hopefully improving them to +∞).

Actually, the evaluation of the shortest paths for a fixed positional
strategy gives a useful quality measure on strategies that can be used in
other iterative improvement schemes, such as those considered in [1].

B.3.3 The Algorithm

Our algorithm computes longest-shortest paths in the graph resulting
from a mean payoff game (after adding the retreat vertex and edges,
as explained above), by making iterative strategy improvements. Once
a strategy is fixed, all shortest paths are easily computable, using
the Bellman–Ford algorithm. Note that there are negative weight
edges, so the Dijkstra algorithm does not apply. An improvement to
the straightforward application of the BF-algorithm is described in
Section B.6. Comparing a current choice made by the strategy with
alternative choices, a possible improvement can be decided locally
as follows. If changing the choice in a controlled vertex to another
successor seems to give a longer distance (seems attractive), we make
this change. Such a change is called a switch.

We prove two crucial properties (Theorems B.11 and B.12, respec-
tively):

1. every such switch really increases the shortest distances (i.e., at-
tractive is improving or profitable);

2. once none of the alternative possible choices is attractive, all pos-
sible positive-weight loops Max can enforce are found (i.e., stable
is optimal). 25

Although our subexponential algorithm proceeds by making just one
attractive switch at a time, other algorithms [1] making many switches
simultaneously are also possible and fit into our framework.

Another interpretation of our algorithm is game-theoretic. Max makes
choices in the controlled vertices, and the choices in all other vertices

25The case when zero-weight loops are interpreted as good (winning) for Max is con-
sidered in Section B.8.
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belong to Min. For every strategy of Max, Min responds with an opti-
mal counterstrategy, computing the shortest paths from every vertex to
the sink. After that, the algorithm improves Max’s strategy by making
an attractive switch, etc.

B.3.4 Randomization Scheme

The order in which attractive switches are made is crucial for the subex-
ponential complexity bound; see Section B.9 for an example of an ex-
ponentially long chain of switches. The space of all positional strategies
of Max can be identified with the Cartesian product of sets of edges
leaving the controlled vertices. Fixing any edge in this set and letting
others vary determines a facet in this space.

The algorithm for computing the longest-shortest paths in G looks as
follows, starting from some strategy σ assumed to guarantee shortest
distances > −∞ in all vertices.

1. Randomly and uniformly select some facet F of G not containing
σ. Throw this facet away, and recursively find a best strategy σ∗

on what remains. This corresponds to deleting an edge not selected
by σ and finding the best strategy in the resulting subgame.

2. If σ∗ is optimal in G, stop (this is easily checked by testing whether
there is an attractive switch from σ∗ to F ). The resulting strategy
is globally optimal, providing for the longest-shortest distances.

3. Otherwise, switch to F , set G = F , denote the resulting strategy
by σ, and repeat from step 1.

This is the well-known randomization scheme for linear programming
due to Matoušek, Sharir, and Welzl [18, 19]. When applied to the LSP
and MPG problems, it gives a subexponential 2O(

√
n log n) expected run-

ning time bound [18, 4]. An essential condition for the analysis to work
is as follows. The strategy evaluation we use satisfies the property that
facets are partially ordered by the values of their best strategies. After
finding the optimum on one facet, the algorithm will never visit a facet
with an optimum that is not strictly better in the partial order. It fol-
lows that the so-called hidden dimension decreases randomly, and the
subexponential analysis of [18, 19] applies. Another possibility would be
to use the slightly more complicated randomization scheme of Kalai [16],
as we did in [2] for parity games, which leads to the same subexponential
complexity bound.
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B.4 Retreats, Admissible Strategies, and
Strategy Measure

As explained above, we modify an MPG by allowing Max to “surren-
der” in every vertex. Add a retreat vertex t of Min with a self-loop
of weight 0 and a retreat edge of weight 0 from every vertex of Max
to t. Clearly, Max secures a value > 0 from a vertex in the original
MPG iff the same strategy does it in the modified game. Assume from
now on that the retreat has been added to G. Intuitively, the “add re-
treats” transformation is useful because Max can start by a strategy
that chooses the retreat edge in every vertex, thus “losing only 0”. We
call strategies “losing at most 0” admissible.

Definition B.6 A strategy σ of Max in G is admissible if all loops in
Gσ are positive, except the loop over the retreat vertex t. �

Our algorithm iterates only through admissible strategies of Max. This
guarantees that the only losing (for Max) loop in Gσ is the one over t.

B.4.1 Measuring the Quality of Strategies

We now define a measure that evaluates the “quality” of an admissible
strategy. It can be computed in strongly polynomial time, as shown in
Section B.6.

Given an admissible strategy σ, the best Min can hope to do is to reach
the 0-mean self-loop over t. Any other reachable loop will be positive,
by the definition of an admissible strategy. The shortest path from every
vertex v to t is well-defined, because there are no nonpositive cycles in
Gσ (except over t). Therefore, we define the value of a strategy in a
vertex as follows.

Definition B.7 For an admissible strategy σ of Max, the value valσ(v)
of vertex v is defined as the shortest path distance from v to t in Gσ, or
+∞ if t is not reachable. �

It follows that for admissible strategies, finite values may only result
from shortest paths leading to the sink (retreat) t.

Note that there is a positional counterstrategy of Min that guarantees
the shortest paths are taken in each vertex, namely the strategy defined
by the shortest path forest; see, e.g., [8]. The relative quality of two
admissible strategies is defined componentwise.

Definition B.8 Let σ and σ′ be two admissible strategies. Say that σ
is better than σ′, formally denoted σ > σ′, if valσ(v) ≥ valσ′(v) for all
vertices v ∈ V , with strict inequality for at least one vertex. Say that
σ ≥ σ′, if σ > σ′ or they have equal values in all vertices. �
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The notation below will be useful for describing switches.

Notation B.9 If σ is a strategy of Max, x ∈ VMax, and (x, y) ∈ E,
then the switch in x to y changes σ to the new strategy σ[x �→ y],
defined as

σ[x �→ y](v) :=

{
y, if v = x;

σ(v), otherwise. �

The following definition makes a distinction between switches that im-
prove the strategy value, and switches that merely look like they do.
Later (Corollary B.15) we will prove that the two notions are equiva-
lent.

Definition B.10 Given an admissible strategy σ, a switch in v to u is:

1. attractive, if w(v, u) + valσ(u) > valσ(v);

2. profitable, if σ[v �→ u] is admissible and σ[v �→ u] > σ. �

B.4.2 Requirements for the Measure

The algorithm relies on the following properties.

1. If σ is an admissible strategy, and there is no better admissible
strategy, then σ is winning from all vertices in Max’s winning set
G>0. This is evident from the definitions.

2. Every combination of attractive switches is profitable
(Theorem B.11).

3. If an admissible strategy has no attractive switches, then there is
no better admissible strategy (Theorem B.12).

Property (2) guarantees monotonicity, termination, and a pseudopoly-
nomial upper bound. Another advantage of (2) is as follows. To find
profitable switches, we only need to test attractiveness, which is efficient
as soon as the measure has been computed. Testing profitability would
otherwise require recomputing the measure for every possible switch.

B.5 Correctness of the Measure

In this section, we state the two major theorems, guaranteeing that every
step is improving and that the final strategy is the best, respectively.
Afterwards, we give two corollaries that are not strictly necessary for the
algorithm to work, but which with little extra effort give an additional
insight into the problem.
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B.5.1 Attractiveness Implies Profitability

Our first theorem states that any combination of attractive switches is
profitable. This means that we never have to actually evaluate other
strategies before selecting the next iterate. Instead, we can let the im-
provement scheme be guided by attractiveness. Monotonicity, guaran-
teed by Theorem B.11, implies that every sequence of attractive switches
will always terminate. Recall that an admissible strategy does not permit
any negative or zero value loops.

Theorem B.11 If σ is an admissible strategy then any strategy obtained
by one or more attractive switches is admissible and better. Formally, if
the switches in si to ti are attractive for 1 ≤ i ≤ r and σ′ := σ[s1 �→
t1][s2 �→ t2] · · · [sr �→ tr], then σ′ is admissible and σ′ > σ.

Proof. It is enough to prove that all loops in Gσ′ are positive and
the value does not decrease in any vertex. Then it follows that σ ′ is
admissible and the value in every si increases strictly, hence σ′ > σ,
because

valσ′(si) = w(si, ti) + valσ′(ti) [by definition]

≥ w(si, ti) + valσ(ti) [ti’s value does not decrease (to be shown)]

> valσ(si). [the switch in si to ti is attractive]

First, we prove that every loop present in Gσ′ , but not in Gσ, is positive.
Second, we prove that for every path from some vertex v to t present in
Gσ′ , but not in Gσ, there is a shorter path in Gσ.

1. New loops are positive. Consider an arbitrary loop present in
Gσ′ , but not in Gσ. Some of the switching vertices si must be on the
loop; denote them by {v0, . . . , vp−1} ⊆ {s1, . . . , sr}, in cyclic order; see
Figure B.1.

To simplify notation, let vp := v0. Since the switch in vi (0 ≤ i ≤ p−1)
is attractive, valσ(vi) is finite, and there is a path in Gσ from vi to t.
Denote by xi the sum of weights on the shortest path from vi to vi+1

under σ′ and let yi = valσ(vi), i.e., yi is the sum of weights on the path
from vi to t under σ. Moreover, xp := x0 and yp := y0. Note that

yi = valσ(vi) < w(vi, σ
′(vi)) + valσ(σ′(vi)) ≤ xi + yi+1,

where the first inequality holds because the switch in vi to σ′(vi) is
attractive and the second because valσ(σ′(vi)) is the length of a shortest
path from σ′(vi) to t and xi−w(vi, σ

′(vi))+yi+1 is the length of another
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Figure B.1: A loop in Gσ′ not in Gσ is depicted. Strategy σ breaks the cycle
in vertices v0, . . . , vp−1, and instead follows the dashed paths to t, each of total
edge weight yi. The weight of the segments between two adjacent vi’s is xi.

path. Combining these p equalities for every i, we get

y0 < x0 + y1

< x0 + x1 + y2

< x0 + x1 + x2 + y3

...

< x0 + x1 + · · · + xp−1 + y0.

Therefore, x0 + · · · + xp−1 > 0, so the loop is positive.

2. New paths to the sink are longer. Consider an arbitrary short-
est path from a vertex v to t, present in Gσ′ but not in Gσ. It must
contain one or more switching vertices, say {v1, . . . , vp} ⊆ {s1, . . . , sr},
in order indicated. See Figure B.2.

v v1 v2 vpx0 x1 x2 xp

y1 y2
yp

t

Figure B.2: The path going right occurs in Gσ′ but not in Gσ. Strategy σ breaks
the path in vertices v1, . . . , vp by going up and following the curved paths to
t, each of total edge weight yi. The edge weight of the segments between two
adjacent vi’s is xi.

Under strategy σ′, denote by x0 the sum of edge weights on the path
from v to v1, by xp the sum of weights on the path from vp to t, and
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by xi (1 ≤ i ≤ p − 1) the sum of weights on the path from vi to vi+1.
Let yi = valσ(vi) (attractiveness of switches in vi implies that all yi are
finite and determined by paths to the sink). As above, note that, for
1 ≤ i ≤ p− 1 one has

yi < w(vi, σ
′(vi)) + valσ(σ′(vi)) ≤ xi + yi+1,

for the same reasons as in the previous case. If we define yp+1 = 0, it
holds for i = p as well. Combining these p inequalities, we obtain

x0 + y1 < x0 + x1 + y2

< x0 + x1 + x2 + y3

< x0 + x1 + x2 + x3 + y4

...

< x0 + · · ·+ xp.

Thus, the path from v to t in Gσ taking value x0 + y1 is shorter than
the new path in Gσ′ . �

B.5.2 Stability Implies Optimality

Our second theorem shows that an admissible strategy with no attrac-
tive switches is at least as good as any other admissible strategy. This
means that if we are only looking for the vertices where Max can en-
force positive weight loops (when solving mean payoff games), we can
stop as soon as we find an admissible stable strategy. It also follows that
if there are no zero-weight loops in G, then any stable admissible strat-
egy is optimal. Section B.8 deals with the case where zero-weight loops
are considered good for Max.

Theorem B.12 If σ is an admissible strategy with no attractive
switches, then σ ≥ σ′ for all admissible strategies σ′.

Proof. The proof is in two steps: first we prove the special case when
Min does not have any choices, and then we extend the result to general
games.

1. One-player games. Assume Min does not have any choices, i.e.,
the out-degree of every vertex in VMin is one. Let σ be an admissible
strategy with no attractive switches. We claim that every admissible
strategy σ′ is no better than σ, i.e., σ′ ≤ σ.
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1a. Finite values cannot become infinite. First, we prove that if
valσ(v) < ∞ then valσ′(v) < ∞. Consider, toward a contradiction, an
arbitrary loop formed in Gσ′ , not formed in Gσ (recall that a positive
loop is the only way to create an infinite value). There is at least one
vertex on this loop where σ and σ′ make different choices; assume they
differ in the vertices v0, . . . , vp−1 in cyclic order. Figure B.1 shows the
situation. Again, let vp := v0. Denote by xi the sum of edge weights on
the path from vi to vi+1 under strategy σ′, and let yi = valσ(vi), i.e.,
yi is the sum of edge weights on the path from vi to t under strategy
σ. Let xp := x0 and yp := y0. The condition “no switch is attractive for
σ” says exactly that yi ≥ xi + yi+1. Combining these p inequalities, we
obtain

y0 ≥ x0 + y1 [by non-attractiveness in v0]

≥ x0 + x1 + y2 [by non-attractiveness in v1]

≥ x0 + x1 + x2 + y3 [by non-attractiveness in v2]

...

≥ x0 + x1 + · · ·+ xp−1 + y0. [by non-attractiveness in vp−1]

Thus, x0 + x1 + · · · + xp−1 ≤ 0. Since σ′ is admissible, there can be no
such (nonpositive) loops, a contradiction.

1b. Finite values do not improve finitely. Assume valσ(v) <
valσ′(v) < ∞. Since σ and σ′ are admissible, finite values may only
result from paths leading to t. As in the previous proof, consider the
path from v to t under σ′. The strategies must make different choices in
one or more vertices on this path, say in v1, . . . , vp, in order; Figure B.2
applies here as well.

Under strategy σ′, denote by x0 the sum of weights on the path from
v to v1, by xp the sum of weights on the path from vp to t, and by xi

(1 ≤ i ≤ p − 1) the sum of weights on the path from vi to vi+1. Let
yi = valσ(vi), i.e., yi is the sum of weights on the path from vi to t
under σ. The condition “no switch is attractive for σ” says exactly that
yi ≥ xi + yi+1, for 1 ≤ i ≤ p − 1, and yp ≥ xp. Combining these p
inequalities, we obtain

y1 ≥ x1 + y2 [by non-attractiveness in v1]

≥ x1 + x2 + y3 [by non-attractiveness in v2]

≥ x1 + x2 + x3 + y4 [by non-attractiveness in v3]

...

≥ x1 + x2 + · · ·+ xp−1 + yp [by non-attractiveness in vp−1]

≥ x1 + x2 + · · ·+ xp−1 + xp, [by non-attractiveness in vp]
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and in particular x0 + y1 ≥ x0 + · · · + xp. But x0 + y1 = valσ(v) and
x0 + · · · + xp = valσ′(v). Thus, valσ(v) ≥ valσ′(v), contradicting our
assumptions, so indeed we cannot have better finite values under σ ′

than under σ.

2. Two-player games. Finally, we prove the claim in full generality,
where Min may have choices. The simple observation is that Min does
not need to use these choices, and the situation reduces to the one-
player game we already considered. Specifically, let σ be as before and
let τ be an optimal counterstrategy of Min, obtained from the shortest-
path forest for vertices with value < ∞ and defined arbitrarily in other
vertices. Clearly, in the game Gτ , the values of all vertices under σ are
the same as in G, and σ does not have any attractive switches. By Case 1,
in Gτ we also have σ ≥ σ′. Finally, σ′ cannot be better in G than in Gτ ,
since the latter game restricts choices for Min. �

As a consequence, we obtain the following

Corollary B.13 In any MPG G, every admissible stable strategy is
winning for player Max from all vertices in G>0. �

The following property is not necessary for correctness, but completes
the comparison of attractiveness versus profitability.

Corollary B.14 If an admissible strategy σ ′ is obtained from another
admissible strategy σ by one or more non-attractive switches, then
σ′ ≤ σ.

Proof. Consider the game (V,E ′, w′), where E′ = E \ {(u, v) : u ∈
VMax ∧ σ(u) �= v ∧σ′(u) �= v} and w′ is w restricted to E ′. In this game,
σ has no attractive switches, and both σ and σ ′ are admissible strategies
in the game, hence by Theorem B.12, σ ≥ σ′. �

As a special case (together with Theorem B.11), we obtain the following
equivalence.

Corollary B.15 A single switch (between two admissible strategies) is
attractive if and only if it is profitable. �

B.6 Efficient Computation of the Measure

For an admissible strategy σ, the shortest paths in Gσ (strategy measure)
can be computed by using the Bellman–Ford algorithm for single-sink
shortest paths in graphs with possibly negative edge weights; see, e.g.,
[8]. This algorithm runs in O(n · |E|) time. Every vertex can have its
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shortest path length improved at most O(n ·W ) times (W is the largest
absolute edge weight; distances are increased in integral steps). Since
there are n vertices, the number of switches cannot exceed O(n2 ·W ).
Together with the O(n · |E|) bound per iteration, this gives total time
O(n3 · |E| ·W ). We now show how to reuse the shortest distances com-
puted in previous iteration to improve this upper bound by a linear factor
to O(n2 · |E| ·W ). Since there are no known nontrivial lower bounds on
the number of improvement steps, it is practically important to reduce
the cost of each iteration.

We first compute the set of vertices that have different values under
the old and the new strategies σ and σ′, respectively. Then, we recompute
the values only in these vertices, using the Bellman–Ford algorithm. If
the algorithm improves the value of ni vertices in iteration i, we only
need to apply the Bellman–Ford algorithm to a subgraph with O(ni)
vertices and at most |E| edges; hence it runs in time O(ni · |E|). Since
the maximum possible number of integral distance improvements in n
vertices is n2 · W , the sum of all ni’s does not exceed n2 · W , so the
total running time becomes at most O(n2 · |E| ·W ), saving a factor of n.
It remains to compute, in each iteration, which vertices need to change
their values. Algorithm 1 does this, taking as arguments a game G, the
shortest distances d : V → N ∪ {∞} computed with respect to the old
strategy σ, the new strategy σ′, and the set of switched vertices U ⊆ V
where σ′ differs from σ.

Algorithm 1: Mark all vertices v for which valσ(v) �= valσ′(v).

Mark-Changing-Vertices(G, d : V → N ∪ {∞}, σ′, U ⊆ V )
(1) mark all vertices in U
(2) while U 	= ∅
(3) remove some vertex v from U
(4) foreach unmarked predecessor u of v in Gσ′

(5) if w(u, x) + d[x] > d[u] for all unmarked successors x of u in Gσ′

(6) mark u
(7) U←U ∪ {u}

Theorem B.16 If an attractive (multiple) switch changes an admissible
strategy σ to σ′, then for every vertex v ∈ V , the following claims are
equivalent.

(1) Algorithm 1 marks v.

(2) Every shortest path from v to t in Gσ passes through some switch
vertex.

(3) valσ(v) �= valσ′(v).
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Proof. (1) =⇒ (2). By induction on the set of marked vertices, which
expands as the algorithm proceeds. The base case holds since the vertices
marked before the while loop are the switch vertices; these clearly satisfy
(2). For the induction step, assume the claim holds for every marked
vertex and that vertex u is about to be marked on line 6. Let x be any
successor of u included in some shortest path from u to t in Gσ. Since
w(u, x) + d[x] = d[u], and by the condition on line 5, x must be marked
already. Hence, by the induction hypothesis, every shortest path through
x passes through U . This completes the induction step.

(2) =⇒ (1). For an arbitrary vertex v, consider all its shortest paths
in Gσ . Denote by v the maximal number of edges passed by such a path
before a vertex in U is reached (so v is the unweighted length of an initial
segment). The proof is by induction on v. The base case is clear: v = 0
iff v ∈ U , and all vertices in U are marked. Assume that the claim holds
for all vertices u with u < k and consider an arbitrary vertex v with
v = k. By the inductive hypothesis, all successors of v that occur on a
shortest path are marked. Hence, when the algorithm removes the last
of them from U , the condition on line 5 is triggered and v is marked.

(3) =⇒ (2). If some shortest path from v to t in Gσ does not pass
through a switch vertex, then the same path is available also in Gσ′ ,
hence valσ(v) = valσ′(v).

(2) =⇒ (3). Assume (2) and consider an arbitrary shortest path from
v to t in Gσ′ . If it contains any switch vertices, let u be the first of them.
The same path from v to u, followed by the path in Gσ from u to t, gives
a shorter path in Gσ, since the length of shortest paths strictly increase
in switch vertices. If the path does not contain any switch vertices, then
by (2) it is longer than every shortest path in Gσ. �

We thus showed that Algorithm 1 does what it is supposed to. To finish
the argument, we show that it runs in time O(|E|), so it is dominated
by the time used by the Bellman–Ford algorithm.

Proposition B.17 Algorithm 1 can be implemented to run in time
O(|E|).

Proof. Every vertex can be added to U and analyzed in the body of
the while loop at most once. The condition on line 5 can be tested in
constant time if we maintain, for each vertex u, the number of unmarked
successors x of u with w(u, x)+d[x] = d[u]. Thus, the time taken by the
foreach loop is linear in the number of predecessors of v (equivalently,
in the number of edges entering v), and the claim follows. �
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B.7 Complexity of the Algorithm

Section B.2 lists several computational problems for mean payoff games.
We first show that our basic 0-mean partitioning algorithm with small
modifications also solves the p-mean partitioning and the splitting into
three sets problems with the same asymptotic running time bound. In
Section B.7.2, we show how to solve the ergodic partitioning problem,
which introduces a small extra polynomial factor in the complexity.

B.7.1 Complexity of Partitioning with Integer Thresh-
olds

Our basic algorithm in Section B.3 solves the 0-mean partitioning prob-
lem for MPGs. The p-mean partitioning problem with an integer thresh-
old p can be solved by subtracting p from all edge weights and solv-
ing the 0-mean partitioning problem. As a consequence, we also solve
the decision problem for integer p. Zwick and Paterson [25] consider a
slightly more general problem of splitting into three sets around an in-
teger threshold p, with vertices of value < p, = p, and > p, respectively.
We can solve this by two passes of the p-mean partitioning algorithm.
First, partition the vertices into two sets with values ≤ p and > p, re-
spectively. Second, invert the game by interchanging VMin and VMax and
negating all edge weights, and solve the (−p)-mean partitioning prob-
lem. These two partitions correspond to the < p and ≥ p partitions of
the original game. By combining the two solutions, we get the desired
three-partitioning for only twice the effort.

We now analyze the running time of our algorithms, asymptotically
the same for all versions of the problem mentioned in the previous para-
graph. The complexity of a strategy improvement algorithm consists of
two parts: the cost of computing the measure times the number of iter-
ations necessary. Section B.6 demonstrates that this combined cost is at
most O(n2 · |E| ·W ). This is the same complexity as for the algorithm by
Zwick and Paterson for the splitting into three sets problem [25, Theo-
rem 2.4]. If W is very big, the number of iterations can of course also be
bounded by

∏
v∈VMax

outdeg(v), the total number of strategies for Max.
Using the randomization scheme of Matoušek, Sharir, and Welzl from

Section B.3.4, we obtain the simultaneous bound 2O(
√

n log n), indepen-
dent of W . Combining the bounds, we get the following.

Theorem B.18 The decision, p-mean partitioning, and splitting into
three sets problems for mean payoff games can be solved in time

min
(
O(n2 · |E| ·W ), 2O(

√
n log n)

)
. �
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Note that a more precise estimation replaces n by |VMax| in the subex-
ponential bound, since we only consider strategies of Max. Also, n ·W
can be replaced by the length of the longest shortest path, or any upper
estimate of it. For instance, one such bound is the sum, over all vertices,
of the maximal positive outgoing edge weights.

B.7.2 Computing the Ergodic Partitioning

We now explain how to use the solution to the p-mean partitioning prob-
lem to compute the ergodic partitioning. We first describe the algorithm,
which uses an algorithm for the p-mean partitioning problem with ra-
tional thresholds as a subroutine. We then analyze our algorithm for the
case of rational thresholds, and finally bound the total running time,
including all calls to the p-mean partitioning algorithm.

Denote by w− and w+ the smallest and biggest edge weights, respec-
tively. Then the average weight on any loop (i.e., the value of any vertex
in the MPG) is a rational number with denominator ≤ n in the inter-
val [w−, w+]. We can find the value for each vertex by dichotomy of
the interval, until each vertex has a value contained in an interval of
length ≤ 1/n2. There is at most one possible value inside each such in-
terval (the difference between two unequal mean loop values is at least
1/n(n − 1)), and it can be found easily [14, 25]. The interval is first
partitioned into parts of integer size. After that we deal with rational
thresholds p/q, where q ≤ n2. We therefore have to solve the p-mean
partitioning problem when the threshold p is rational and not integral.
As is readily verified, our algorithm directly applies to this case: only
the complexity analysis needs to be slightly changed.

The subexponential bound does not depend on thresholds being inte-
gers, but we need to analyze the depth of the measure. After subtract-
ing p/q from each (integral) weight w, it can be written in the form
(qw− p)/q, so all weights become rationals with the same denominator.
The weight of every path of length k to t has the form (

∑k
i=1 wi)−kp/q.

The sum
∑k

i=1 wi can take at most n ·W different values, and k can take
at most n values, so each vertex can improve its value at most n2 ·W
times. Thus, solving the 0-mean problem for rational thresholds takes
at most n times longer than it takes for integer thresholds.

During the dichotomy process, we consider subproblems with differ-
ent thresholds. The thresholds are always in the range [w−, w+], so the
largest absolute edge weight is linear in W . We will bisect the intervals at
most O(log(W ·n2)) = O(log(W ·n)) times. The total number of vertices
in the subproblems solved after bisecting k times is at most n. The com-
plexity function T is superlinear in n, so that T (i) + T (j) ≤ T (i + j).
Hence, the total time for the subproblems after k bisections does not
exceed that of solving one n-vertex game. This shows that the whole
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computation takes time O(log(W · n) · T ), where T is the time for solv-
ing the p-mean partitioning problem. We summarize this in the following
theorem.

Theorem B.19 The ergodic partitioning problem for mean payoff
games can be solved in time

min
(
O(n3 · |E| ·W · log(n ·W )), (log W ) · 2O(

√
n log n)

)
. �

Zwick’s and Paterson’s algorithm for this problem has the worst-case
bound O(n3 · |E| ·W ) [25, Theorem 2.3], which is slightly better for small
W , but worse for large W . Note that the algorithm in [25] exhibits its
worst case behavior on simple game instances.

B.8 The LSP Problem is in NP ∩ co-NP

The decision version of the LSP problem, restricted to determine
whether the longest shortest path from a distinguished vertex s to the
sink is bigger than a given bound D, is another example of a problem
in NP ∩ co-NP.

Recall that in the definition of the LSP problem (Section B.3.1), we
have not stated how the shortest distance to the sink is defined when
the Max player can enforce a zero-weight loop. This was unneeded be-
cause such loops are uninteresting for Max in mean payoff games for
reaching a positive mean value. Zero-weight loops are impossible in ad-
missible strategies, and only such strategies are needed (visited) by our
algorithms to compute 0-mean partitioning in games. However, in the
LSP problem it is natural to postulate that whenever Max can en-
force a zero-weight cycle, the distance to the (unreachable) sink be-
comes +∞. We show here that a minor modification allows us to reuse
Theorems B.11 (attractiveness implies profitability) and B.12 (stabil-
ity implies optimality), as well as subexponential algorithms from Sec-
tions B.3.3, B.3.4, to compute longest shortest paths, and to prove the
NP ∩ co-NP-membership.

The necessary modification is achieved by making the following sim-
plifying assumption about the instances of the LSP problem.

Assumption. A graph in an LSP problem instance does not contain
zero-weight loops. �

This assumption may be done without loss of generality. Indeed, if the
graph G has n vertices, we can multiply all edge weights by n + 1 and
add 1. As a result, zero loops will disappear (become positive), and
the lengths l, l′ of all paths/simple loops in G and the modified graph
G′ will only differ within the factor of (n + 1), i.e., l(n + 1) < l ′ ≤
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l(n + 1) + n. Consequently, all negative/positive loops in the original
graph will preserve their signs.

Proposition B.20 The decision version of the LSP problem (subject to
the assumption above) is in NP ∩ co-NP.

Proof. First note that we can add retreat edges to any LSP problem
instance similarly as to MPGs: from any controlled vertex, make an
extra edge to the sink with value −2 ·n ·W −1. Thus, we guarantee that
there is an admissible strategy, namely the one always using the retreat
edge. In a solution to the transformed LSP problem, a vertex has value
< −n ·W , iff it can only reach the sink through a retreat edge, iff it has
value −∞ in the original problem.

Both for YES- and NO-instances, the short witness is an optimal
(stable) positional strategy σ in controlled vertices of the transformed
problem. By computing the shortest paths to the sink in Gσ , i.e., com-
puting the strategy measure, it can be verified in polynomial time that
no switch is attractive and thus that the strategy is optimal by Theo-
rem B.12. This can be used as a witness for YES-instances by testing if
the value is > D, and for NO-instances by testing whether the value is
≤ D. �

The absence of zero-weight loops is essential in the proof above. The
example in Figure B.3 demonstrates a zero-weight loop, and a stable
strategy, which does not provide the optimal (in the LSP sense) solution.

t
00

1

−1

Figure B.3: Switching to the dotted edge is not attractive, but improves the
values in all vertices to +∞.

For mean payoff games we were satisfied with the definition of opti-
mality that only stipulates that Max can secure positive-weight loops
whenever possible. Thus, in Figure B.3 the strategy “go to t” in the
leftmost vertex is MPG-optimal, but not LSP-optimal. In contrast, the
LSP-optimality makes zero-weight loops attractive (shortest distance to
the sink equals +∞). This was essentially used in the proof of Proposi-
tion B.20 and can always be achieved by making the initial transforma-
tion to satisfy the Assumption.
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B.9 Exponential Sequences of Attractive
Switches

One might conjecture that any sequence of attractive switches converges
fast on any LSP problem instance, and consequently MPGs are easily
solvable by iterative improvement. It is not so easy to come up with
“hard” LSP examples. In this section, we present a family of instances
of the LSP problem and an improvement policy, selecting an attractive
switch in every step, leading to exponentially long sequences of strategy
improvements. This suggests that the LSP problem is nontrivial, and
the choice of the next attractive switch is crucial for the efficiency.

Consider the (2n+2)-vertex graph in Figure B.4, where round vertices
belong to Max, square ones to Min, and the leftmost vertex is the sink.
The optimal strategy of Max is marked by the dashed edges. Adding
N is unnecessary here (N may be set to 0 for simplicity), but will be
needed later.

N = 22(n−1)

N

N
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N
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N + 2
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Figure B.4: LSP instances allowing for exponentially long chains of improving
switches.

If the iterative improvement algorithm starts from the strategy “go left
everywhere” and always makes the rightmost attractive single switch, it
visits all 2n possible strategies of Max, as can be readily verified.

The LSP instances above can be generated from MPGs as follows. In
Figure B.4, add a self-loop of weight zero in the leftmost vertex. Add the
retreat vertex and edges as explained in Section B.3.2. If the algorithm
initially switches from the “go to the retreat everywhere” strategy to the
“go left everywhere”, and then always chooses the rightmost attractive
single switch, it follows exactly the exponentially long chain of improving
strategies, as in the LSP case. Adding N now is essential to keep all the
paths nonnegative; otherwise, the initial “switches from the retreat”
would be non-attractive.

Actually, the LSP-instances in Figure B.4 are “trivial”, because the
graphs are acyclic and longest-shortest distances are easily computable
by dynamic programming in polynomial time, as mentioned in the end
of Section B.3.1. These LSP-instances are also easily solvable by the
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“random single switches” policy, selecting an attractive switch uniformly
at random. The reason is as follows. The second dashed edge from the left
always remains attractive, and once the algorithm switches to this edge,
it will never switch back. Such an edge defines a so-called absorbing facet.
Obviously, the random single switch algorithm is expected to switch
to the absorbing facet in polynomially many, namely O(n), steps. The
problem that remains has one dimension less, and the preceding dashed
edge determines an absorbing facet. The algorithm converges in O(n2)
expected iterations. Currently we are unaware of any LSP instances that
require superpolynomially many steps of the single random, multiple
random, or all profitable (attractive) switches algorithms.

The example of this section is inspired by the one due to V. Lebe-
dev mentioned in [14], and kindly provided by V. Gurvich. Unlike the
GKK-algorithm [14], which is deterministic and bound to perform the
exponential number of iterations, corresponding exactly to the exponen-
tial sequence determined by the rightmost attractive switches above, our
randomized algorithms quickly solve the examples from this section.

B.10 Application to Parity Games

The algorithm described in this paper immediately applies to parity
games, after the usual translation; see, e.g., [23]. Parity games are simi-
lar to mean payoff games, but instead of weighted edges they have ver-
tices colored in nonnegative integer colors. Player Even (Max) wants
to ensure that in every infinite play the largest color appearing infinitely
often is even, and player Odd (Min) tries to make it odd. Parity games
are determined in positional strategies [13, 5].

Transform a parity game into a mean payoff game by leaving the graph
and the vertex partitioning between players unchanged, and by assigning
every edge leaving a vertex of color c the weight (−n)c, where n is the
total number of vertices in the game. Apply the algorithm described in
the preceding sections to find a 0-mean partitioning. The vertices in the
partition with value > 0 are winning for Even and all other are winning
for Odd in the parity game.

Actually, the new MPG algorithm, together with a more economic
translation and more careful analysis, gives a considerable improvement
for parity games over our previous algorithm from [2], which has com-
plexity

min
(
O(n4 · |E| · k · (n/k + 1)k), 2O(

√
n log n)

)
,

where n is the number of vertices, |E| is the number of edges, and k is
the number of colors. Thus, in the worst case the first component in the
upper bound may be as high as O(|E| · n5 · 2n), when the number of
colors equals the number of vertices. The MPG algorithm improves the
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first component in the upper bound to O(n2 · |E| · (n/k +1)k), gaining a
factor of n2 · k. To prove this bound, we assign weights to vertices more
sparingly than in the mentioned reduction. It is readily verified that we
may equally well give a vertex of color c the weight (−1)c ·∏c−1

i=0 (ni +1),
where ni is the number of vertices of color i. In the worst case (when all
ni are roughly equal), this gives W = O((n/k + 1)k).

There are two reasons for this improvement. First, each vertex can
improve its value at most n·(n/k+1)k times, compared with n2·(n/k+1)k

in [2] (this is because the measure for every vertex in [2] is a triple,
rather a single number, containing additionally the loop color and the
path length, now both unneeded; however the shortest distance may be
as big as the sum of all positive vertices). Second, we now apply the
simpler and more efficient counterstrategy algorithm from Section B.6,
which saves an extra factor n · k.

Moreover, translating a parity game into an MPG allows us to assign
weights even more sparingly, and this additionally improves over (n/k+
1)k. Indeed, if we want to assign a minimum possible weight to a vertex
of color i, we may select this weight (with an appropriate sign) equal to
the total absolute weight of all vertices of preceding colors of opposite
parity, plus one. This results in a sequence w0 = 1, w1 = −(n0 ·w0 + 1),
wi+2 = −(ni+1 ·wi+1 + ni−1 ·wi−1 + · · ·+ 1) = −ni+1 ·wi+1 + wi. In the
case of k = n (one vertex per color) it results in the Fibonacci sequence
with alternating signs: w0 = 1, w1 = −2, wi+2 = −wi+1 + wi, which is,
in absolute value, asymptotically O(1.6181n), better than 2n.

Finally, the new MPG-based algorithm for parity games is easier to
explain, justify, and implement.

B.11 Conclusions

We defined the longest shortest path (LSP) problem and showed how
it can be applied to create a discrete strategy evaluation for mean pay-
off games. Similar evaluations were already known for parity [24, 2],
discounted payoff [23], and simple stochastic games [17], although not
discrete for the last two classes of games. The result implies that any
strategy improvement policy may be applied to solve mean payoff games,
thus avoiding the difficulties of high precision rational arithmetic in-
volved in reductions to discounted payoff and simple stochastic games,
and solving associated linear programs.

Combining the strategy evaluation with the algorithm for combina-
torial linear programming suggested by Matoušek, Sharir, and Welzl,
yields a 2O(

√
n log n) algorithm for the mean payoff game decision prob-

lem.
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An interesting open question is whether the LSP problem is more
general than mean payoff games, and if it can find other applications.
We showed that it belongs to NP ∩ co-NP, and is solvable in expected
subexponential randomized time.

The strategy measure presented does not apply to all strategies, only
admissible ones, which do not allow nonpositive weight loops. This is
enough for the algorithm, but it would be interesting to know if the
measure can be modified or extended to the whole strategy space, and
in this case if it would be completely local-global, like the measures for
parity and simple stochastic games investigated in [4].

The major open problem is still whether any strategy improvement
scheme for the games discussed has polynomial time complexity.
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Abstract

We consider infinite-state discrete Markov chains which are eager : the
probability of avoiding a defined set of final states for more than n steps
is bounded by some exponentially decreasing function f(n). We prove
that eager Markov chains include those induced by Probabilistic Lossy
Channel Systems, Probabilistic Vector Addition Systems with States,
and Noisy Turing Machines, and that the bounding function f(n) can
be effectively constructed for them. Furthermore, we study the problem
of computing the expected reward (or cost) of runs until reaching the fi-
nal states, where rewards are assigned to individual runs by computable
reward functions. For eager Markov chains, an effective path exploration
scheme, based on forward reachability analysis, can be used to approxi-
mate the expected reward up-to an arbitrarily small error.

C.1 Introduction

A lot of research effort has been devoted to developing methods for spec-
ification and analysis of stochastic programs [27, 24, 15, 30]. The moti-
vation is to capture the behaviors of systems with uncertainty, such as
programs with unreliable channels, randomized algorithms, and fault-
tolerant systems; and to analyze quantitative aspects such as perfor-
mance and dependability. The underlying semantics of such a program
is usually defined as a finite-state Markov chain. Then, techniques based
on extensions of finite-state model checking can be used to carry out
verification [16, 7, 11, 26].

One limitation of such methods is the fact that many systems that
arise in computer applications can only be faithfully modeled as Markov
chains which have infinite state spaces. A number of recent works have
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therefore considered the challenge of extending model checking to sys-
tems which induce infinite-state Markov chains. Examples include proba-
bilistic pushdown automata (recursive state machines) which are natural
models for probabilistic sequential programs with recursive procedures
[18, 19, 21, 20, 17, 22]; and probabilistic lossy channel systems which
consist of finite-state processes communicating through unreliable and
unbounded channels in which messages are lost with a certain probabil-
ity [1, 5, 8, 9, 12, 25, 28].

In a recent paper [3], we considered a class of infinite-state Markov
chains with the property that any computation from which the set F
of final states is always reachable, will almost certainly reach F . We
presented generic algorithms for analyzing both qualitative properties
(checking whether F is reached with probability one), and quantitative
properties (approximating the probability by which F is reached from a
given state).

A central problem in quantitative analysis is to compute the expec-
tations, variances and higher moments of random variables, e.g., the
reward (or cost) for runs until they reach F . We address this problem
for the subclass of eager Markov chains, where the probability of avoid-
ing F for n or more steps is bounded by some exponentially decreasing
function f(n). In other words, computations that reach F are likely to
do so in “few” steps. Thus, eagerness is a strengthening of the properties
of the Markov chains considered in [3].

Eagerness trivially holds for all finite state Markov chains, but also for
several classes of infinite-state ones. Our main result (see Section C.4
and C.5) is that the following classes of infinite-state systems induce
eager Markov chains and that the bounding function f(n) can be effec-
tively constructed.

• Markov chains which contain a finite eager attractor . An attractor
is a set of states which is reached with probability one from each
state in the Markov chain. An attractor is eager, if the probability
of returning to it in more than n steps decreases exponentially with
n. Examples of such Markov chains are those induced by proba-
bilistic lossy channel systems (PLCS). This is shown in two steps.
First, we consider systems that contain GR-attractors, defined as
generalizations of the classical gambler’s ruin problem, and show
that each GR-attractor is eager. Then, we show that each PLCS
induces a Markov chain which contains a GR-attractor.

• Markov chains which are boundedly coarse: there is a K such that
if F is reachable then F will be reached within K steps with a
probability which is bounded from below. We give two examples
of boundedly coarse Markov chains, namely those induced by Prob-
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abilistic Vector Addition Systems with States (PVASS) and Noisy
Turing Machines (NTM).

Decidability of the eagerness property is not a meaningful question: for
finite MC the answer is always yes, and for infinite MC the instance is
not finitely given, unless one restricts to a special subclass like PLCS,
PVASS or NTM.

For any eager Markov chain, and any computable reward function, one
can effectively approximate the expectation of the reward gained before a
state in F is reached. In Section C.3 we present an exploration scheme,
based on forward reachability analysis, to approximate the expected
reward up-to an arbitrarily small error ε > 0. We show that the scheme
is guaranteed to terminate in the case of eager Markov chains.

Related work. There has been an extensive work on model checking
of finite-state Markov chains [16, 10, 7, 11, 26].

Recently, several works have considered probabilistic pushdown au-
tomata and probabilistic recursive state machines [18, 19, 21, 20, 17, 22].
However, all the decidability results in these papers are based on trans-
lating the relevant properties into formulas in the first-order theory of
reals. Using results from [3], it is straightforward to show that such a
translation is impossible to achieve for the classes of Markov chains we
consider.

The works in [1, 5, 9, 12, 28, 8, 3] consider model checking of PLCS.
In particular, [3] gives a generic theory for verification of infinite-state
Markov chains including PLCS and PVASS. However, all these works
concentrate on computing probabilities, and do not give algorithms for
analysis of expectation properties.

The work closest to ours is a recent paper by Brázdil and Kučera
[13] which considers the problem of computing approximations of the
accumulated reward (and gain) for some classes of infinite-state Markov
chains which satisfy certain preconditions (e.g., PLCS). However, their
technique is quite different from ours and their preconditions are incom-
parable to our eagerness condition. The main idea in [13] is to approx-
imate an infinite-state Markov chain by a sequence of effectively con-
structible finite-state Markov chains such that the obtained solutions
for the finite-state Markov chains converge toward the solution for the
original infinite-state Markov chain. Their preconditions [13] include one
that ensures that this type of approximation converges, which is not sat-
isfied by, e.g., PVASS. Furthermore, they require decidability of model
checking for certain path formulas in the underlying transition system.

In contrast, our method is a converging path exploration scheme for
infinite-state Markov chains, which only requires the eagerness condi-
tion. It is applicable not only to PLCS but also to other classes like
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PVASS and noisy Turing machines. We also do not assume that reach-
ability is decidable in the underlying transition system. Finally, we solve
a somewhat more general problem. We compute approximations for the
conditional expected reward, consider possibly infinite sets of final states
(rather than just a single final state), and our reward functions can be
arbitrary exponentially bounded functions on runs (instead of cumula-
tive state-based linear-bounded functions in [13]).

In a recent paper [4], we extend the theory of Markov chains with
eager attractors and show that the steady state distribution and limiting
average expected reward can be approximated for them. This provides
additional motivation for studying Markov chains with eager attractors.

C.2 Preliminaries

Transition Systems. A transition system is a triple T = (S,−→, F )
where S is a countable set of states, −→⊆ S×S is the transition relation,
and F ⊆ S is the set of final states. We write s −→ s′ to denote that
(s, s′) ∈−→. We assume that transition systems are deadlock-free, i.e.,
each state has at least one successor. If this condition is not satisfied,
we add a self-loop to states without successors. This does not affect the
properties of transition systems considered in this paper.

A run ρ is an infinite sequence s0s1 · · · of states satisfying si −→ si+1

for all i ≥ 0. We use ρ(i) to denote si and say that ρ is an s-run if
ρ(0) = s. We assume familiarity with the syntax and semantics of the
temporal logic CTL∗ [14]. We use (s |= ϕ) to denote the set of s-runs that
satisfy the CTL∗ path-formula ϕ. For instance, (s |=©F ) and (s |= �F )
are the sets of s-runs that visit F in the next state resp. eventually reach
F . For a natural number n, ©=nF denotes a formula which is satisfied
by a run ρ iff ρ(n) ∈ F . We use �

=nF to denote a formula which is
satisfied by ρ iff ρ reaches F first in its nth step, i.e., ρ(n) ∈ F and
ρ(i) �∈ F when 0 ≤ i < n. Similarly, for ∼∈ {<,≤,≥, >}, �

∼nF holds
for a run ρ if there is an m ∈ N with m ∼ n such that �

=mF holds.
A path π is a finite sequence s0 · · · sn of states such that si −→ si+1

for all i : 0 ≤ i < n. We let |π| := n denote the number of transitions
in a path. Note that any path is a prefix of some run. We use ρn for
the path ρ(0)ρ(1) · · · ρ(n) and Π=n

s,F for the set {ρn| ρ ∈ (s |= �
=nF )}.

In other words, Π=n
s,F is the set of paths of length n starting from s and

reaching F first in the last state.
A transition system T = (S,−→, F ) is said to be effective if it is

finitely branching and for each s ∈ S, we can explicitly compute all
successors, and check if s ∈ F .
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Reward Functions. A reward function (with respect to a state s)
is a mapping f : (s |= �F ) → R which assigns a reward f(ρ) to any
s-run that visits F . A reward function is tail-independent if its value
only depends on the prefix of the run up-to the first state in F ; i.e., if
ρ1, ρ2 ∈ (s |= �

=nF ) and ρn
1 = ρn

2 then f(ρ1) = f(ρ2). In such a case
(abusing notation), we write f(π) to denote f(ρ) where π = ρn. We say
that f is computable if we can compute f(π).

We will place an exponential limit on the growth of reward functions:
A reward function is said to be exponentially bounded if there are α, k ∈
R>0 s.t. |f(ρ)| ≤ kαn for all n ∈ N and ρ ∈ (s |= �

=nF ). We call (α, k)
the parameter of f .

Markov Chains. A Markov chain is a tripleM = (S,P, F ) where S is
a countable set of states, P : S×S → [0, 1] is the probability distribution,
satisfying ∀s ∈ S.

∑
s′∈S P (s, s′) = 1, and F ⊆ S is the set of final states.

A Markov chain induces a transition system, where the transition rela-
tion consists of pairs of states related by a positive probability. Formally,
the underlying transition system of M is (S,−→, F ) where s1 −→ s2 iff
P (s1, s2) > 0. In this manner, concepts defined for transition systems
can be lifted to Markov chains. For instance, a run or a reward func-
tion in a Markov chain M is a run or reward function in the underlying
transition system, and M is effective, etc, if the underlying transition
system is so.

A Markov chain M = (S,P, F ) and a state s induce a probability
space on the set of runs that start at s. The probability space (Ω,∆,PM)
is defined as follows: Ω = sSω is the set of all infinite sequences of
states starting from s and ∆ is the σ-algebra generated by the ba-
sic cylindric sets {Du = uSω : u ∈ sS∗}. The probability measure
PM is first defined on finite sequences of states u = s0 · · · sn ∈ sS∗

by PM(u) =
∏n−1

i=0 P (si, si+1) and then extended to cylindric sets by
PM(Du) = PM(u). It is well-known that this measure is extended in a
unique way to the entire σ-algebra. Let PM (s |= ϕ) denote the measure
of the set (s |= ϕ) (which is measurable by [30]). For singleton sets, we
sometimes omit the braces and write s for {s} when the meaning is clear
from context.

Given a Markov chain M = (S,P, F ), a state s ∈ S, and a re-
ward function f on the underlying transition system, define the ran-
dom variable Xf : Ω → R as follows: Xf (ρ) = 0 if ρ /∈ (s |= �F ), and
Xf (ρ) = f(ρ) if ρ ∈ (s |= �F ). Then E(Xf |s |= �F ) is the conditional
expectation of the reward from s to F , under the condition that F is
reached.

A Markov chain M is said to be eager with respect to s ∈ S if there
are α < 1 and k ∈ R>0 s.t. ∀n ∈ N.PM(s |= �

≥nF ) ≤ kαn. Intuitively,
M is eager with respect to s if the probability of avoiding F in n or more
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steps (starting from the initial state s) decreases exponentially with n.
We call (α, k) the parameter of (M, s).

C.3 Approximating the Conditional Expecta-
tion

In this section, we consider the approximate conditional expectation prob-
lem, defined as follows.

Approx-Expect
Instance

• An effective Markov chain M = (S,P, F ), a state s ∈ S such
that s |= ∃�F , M is eager w.r.t. s, and (M, s) has parameter
(α1, k1).

• An exponentially bounded and computable tail-independent re-
ward function f with parameter (α2, k2) such that α1 · α2 < 1.

• An error tolerance ε ∈ R>0

Task Compute a number r ∈ R such that r ≤ E(Xf |s |= �F ) ≤ r+ε.

Note that the instance of the problem assumes that F is reachable from
s. This is because the expected value is undefined otherwise. We ob-
serve that the condition α1 · α2 < 1 can always be fulfilled if the reward
function f is bounded by a polynomial, since α2 > 1 can then be chosen
arbitrarily close to 1. Many natural reward functions are in fact polyno-
mial. For instance, it is common to assign a reward g(s) to each state
and consider the reward of a run to be the sum of state rewards up to F :
if ρ |= �

=nF then f(ρ) =
∑n

i=0 g(ρ(i)). If there is a bound on the state
reward, i.e., ∃M ∈ R.∀ρ.∀i. |g(ρ(i))| ≤M , then such a reward function
is linearly bounded in the length of the run. Another important case
is state rewards that depend on the “size” of the state, where the size
can grow at most by a constant in every step. Examples of such reward
functions are values of counters in a Petri net (or VASS), or the number
of messages in an unbounded communication channel in PLCS. In this
case, the reward function is at most quadratic in the length of the run.

Remark. If α1 · αk
2 < 1, the kth moment Xk

f can also be approximated
as it satisfies the conditions above. In particular, all moments can
be approximated for polynomially bounded reward functions. Using
the formula V (Xf ) = E(X2

f ) − E(Xf )2, we can also approximate the
variance. �

Algorithm. We present a path enumeration algorithm (Algorithm 1)
for solving Approx-Expect (defined in the previous section), and then
show that it terminates and computes a correct value of r.
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In Algorithm 1, since s |= ∃�F by assumption, we know that PM(s |=
�F ) > 0, and therefore:

E(Xf |s |= �F ) =
E(Xf )

PM(s |= �F )
=

E(Xf )

E(XR)
,

where R(ρ) = 1 if ρ ∈ (s |= �F ), and R(ρ) = 0 otherwise. The al-
gorithm tries to approximate the values of E(Xf ) and E(XR) based on
the observation that E(Xf ) =

∑∞
i=0

∑
π∈Π=i

s,F
PM(π)·f(π) and E(XR) =∑∞

i=0

∑
π∈Π=i

s,F
PM(π).

The algorithm maintains four variables: Ef and ER which contain
approximations of the values of E(Xf ) and E(XR); and εf and εR which
are bounds on the errors in the current approximations. During the nth

iteration, the values of Ef and ER are modified by
∑

π∈Π=n
s,F
PM(π)·f(π)

and
∑

π∈Π=n
s,F
PM(π). This maintains the invariant that each time we

arrive at line 7, we have

Ef =

n∑
i=0

∑
π∈Π=i

s,F

PM(π) · f(π), ER =

n∑
i=0

∑
π∈Π=i

s,F

PM(π). (C.1)

The algorithm terminates in case two conditions are satisfied:

• F is reached, i.e., ER > 0.

• The difference between the upper and lower bounds
Ef+εf

ER
and

Ef−εf

ER+εR
on the conditional expectation (derived in the proof of The-

orem C.1), is below the error tolerance ε.

Algorithm 1 – Approx-Expect
Input: An instance of the problem as described in Section C.3.
Variables: Ef , ER, εf , εR: R

1. n ← 0, Ef ← 0, ER ← 0
2. repeat
3. Ef ← Ef +

∑
π∈Π=n

s,F
PM(π) · f(π)

4. ER ← ER +
∑

π∈Π=n
s,F

PM(π)

5. εf ← k1 · k2 · (α1 · α2)
n+1/(1 − α1 · α2)

6. εR ← k1 · αn+1
1 /(1 − α1)

7. n ← n + 1

8. until (ER > 0) ∧
(

Ef+εf

ER
− Ef−εf

ER+εR
< ε

)

9. return
(

Ef−εf

ER+εR

)

Observe that the parameters (α1, k1) and (α2, k2) are required by Al-
gorithm 1, and hence they should be computable for the Markov chains
to be analyzed by the algorithm. This is possible for the classes of Markov
chains we consider in this paper.
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Theorem C.1 Algorithm 1 terminates and returns a correct value of
r.

Proof. Clearly, each time the algorithm is about to execute line 7, the
values of Ef and ER are described by (C.1). The error in Ef as an
approximation to E(Xf ) is thus

|E(Xf )− Ef | =

∣∣∣∣∣∣∣
∞∑

i=n+1

∑
π∈Π=i

s,F

PM(π) · f(π)

∣∣∣∣∣∣∣
≤

∣∣∣∣∣∣∣
∞∑

i=n+1

k2 · αi
2 ·

∑
π∈Π=i

s,F

PM(π)

∣∣∣∣∣∣∣
≤

∣∣∣∣∣
∞∑

i=n+1

k1 · k2 · αi
1 · αi

2

∣∣∣∣∣
= k1 · k2 · (α1 · α2)

n+1/(1 − α1 · α2) = εf .

Here, the first equality follows by definition, and the inequalities follow
from the fact that f is exponentially bounded and M is eager.

The inequality |E(XR)− ER| ≤ εR is obtained similarly. By assump-
tion, α1 · α2 < 1 and α2 < 1, so limn→∞ εf = limn→∞ εR = 0. This
implies that the algorithm terminates.

Now, we show correctness of the algorithm. It is clear that 0 ≤ ER ≤
E(XR) since ER increases each iteration. Hence, we have the two in-
equalities Ef − εf ≤ E(Xf ) ≤ Ef + εf and ER ≤ E(XR) ≤ ER + εR.
If ER > 0, we can invert the second inequality and multiply it with the
first to obtain

Ef − εf

ER + εR
≤ E(Xf )

E(XR)
≤ Ef + εf

ER
.

Hence, when the algorithm terminates,
Ef−εf

ER+εR
is a correct value of r. �

Remark. If reachability is decidable in the underlying transition sys-
tem (as for the classes of Markov chains we consider in this paper), we
can explicitly check whether the condition s |= ∃�F is satisfied before
running the algorithm. �

Remark. When computing the sums over Π=n
s,F on lines 3 and 4, the

algorithm can use either breadth-first search or depth-first search to
find the paths in the transition system. Breadth-first search has the
advantage that it computes Π=n

s,F explicitly, which can be reused in the

next iteration to compute Π=n+1
s,F . With depth-first search, on the other

hand, the search has to be restarted from s in each iteration, but it only
requires memory linear in n. �
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C.4 Eager Attractors

We consider Markov chains that contain a finite attractor , and prove
that certain weak conditions on the attractor imply eagerness of the
Markov chain. Consider a Markov chain M = (S,P, F ). A set A ⊆ S
is said to be an attractor if PM(s |= �A) = 1 for each s ∈ S. In other
words, a run from any state will almost certainly return back to A.
We will only work with attractors that are finite; therefore we assume
finiteness (even when not explicitly mentioned) for all the attractors in
the sequel.

Eager Attractors. We say that an attractor A ⊆ S is eager if there
is a β < 1 and a b ≥ 1 s.t. for each s ∈ A and n ≥ 0 it is the case that
PM

(
s |=©

(
�

≥nA
))
≤ bβn. In other words, for every state s ∈ A, the

probability of first returning to A in n+1 (or more) steps is exponentially
bounded in n. We call (β, b) the parameters of A. Notice that it is not
a restriction to have β and b independent of s, since A is finite.

Theorem C.2 Let M = (S,P, F ) be a Markov chain that contains an
eager attractor A ⊆ S with parameters (β, b). Then M is eager with
respect to any s ∈ A and the parameters (α, k) of M can be computed.

We devote the rest of this section to the proof of Theorem C.2. Fix a
state s ∈ A, let n ≥ 1, and define

Us(n) := PM (s |= �
=nF ) .

We will compute an upper bound on Us(n), where the upper bound
decreases exponentially with n. To do that, we partition the set of runs
in (s |= �

=nF ) into two subsets R1 and R2, and show that both have
“low” probability measures:

• R1: the set of runs that visit A “seldom” in the first n steps. Such
runs are not probable since A is eager. In our proof, we use the
eagerness of A to compute an upper bound U 1

s (n) on the measure
of R1, where U1

s (n) decreases exponentially with n.

• R2: the set of runs that visit A “often” in the first n steps. Each
time a run enters a state in A, it will visit F with a probability,
which is bounded from below, before it returns back to A. The
runs of R2 are not probable, since the probability of avoiding F
between the “many” re-visits of A is low. We use this observation
to compute an upper bound U 2

s (n) on the measure of R2, that also
decreases exponentially with n.

A crucial aspect here is to define the border between R1 and R2. We
consider a run to re-visit A often (i.e., belong to the set R2) if the number
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of re-visits is at least n/c, where c is a constant, defined later, that only
depends on (β, b).

To formalize the above reasoning, we need the following definition.
For natural numbers n, t : 1 ≤ t ≤ n, we define the formula A#

n,t, which
is satisfied by an s-run ρ iff ρn contains exactly t occurrences of elements
in A before the last state in ρn, i.e., the very last state ρ(n) does not
count toward t even if it is in A. Then:

Us(n) = PM (s |= �
=nF )

=

n∑
t=1

PM
(
s |= �

=nF ∧A#
n,t

)
= U1

s (n) + U2
s (n),

where

U1
s (n) :=


n
c
�∑

t=1

PM
(
s |= �

=nF ∧A#
n,t

)
,

U2
s (n) :=

n∑
t=
n

c
�+1

PM
(
s |= �

=nF ∧A#
n,t

)
.

Below, we derive our bounds on U 1
s (n) and U2

s (n).

Bound on U1
s (n). The proof is based on the following idea. Each run

ρ ∈ R1 makes a number of visits (say t visits) to A before reaching F .
We can thus partition ρ into t segments, each representing a part of ρ
between two re-visits of A. To reason about the segments of ρ, we need
a number of definitions.

For natural numbers 1 ≤ t ≤ n, let n⊕t be the set of vectors of positive
natural numbers of the form (x1, . . . , xt) such that x1 + · · · + xt = n.
Intuitively, the number xi represents the length of the ith segment of ρ.
Observe that the set n⊕ t contains

(n−1
t−1

)
elements.

For paths π = s0s1 · · · sm and π′ = s′0s
′
1 · · · s′n with sm = s′0, let

π • π′ denote the path π = s0s1 · · · sms′1 · · · s′n. For a set A ⊆ S and

v = (x1, . . . , xt) ∈ (n ⊕ t), a run ρ satisfies A#
n,v if ρn = π1 • π2 • · · · • πt

and for each i : 1 ≤ i ≤ t: (i) |πi| = xi, (ii) πi(0) ∈ A, and (iii) πi(j) �∈ A,
for each j : 0 < j < |πi|. Eagerness of M gives the following bound on

the measure of runs satisfying A#
n,v.

Lemma C.3 For each n, t : 1 ≤ t ≤ n, v ∈ (n⊕ t), and s ∈ A, it is the

case that PM
(
s |= A#

n,v

)
≤ btβn−t.

Proof. By induction on t.
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Base Case. Suppose that v ∈ (n ⊕ 1). Then PM
(
s |= A#

n,v

)
=

PM
(
s |=©(�≥n−1A)

)
. By eagerness of A, it follows that

PM
(
s |= A#

n,v

)
≤ bβn−1.

Induction Step. If t > 1, let v = (x1, . . . , xt) and let v1 = (x2, . . . , xt).
We know that

PM
(
s |= A#

n,v

)
=

∑
s1∈A

PM
(
s |=©

(
�

=x1−1s1

))
· PM

(
s1 |= A#

n−x1,v1

)
.

By the induction hypothesis it follows that PM
(
s1 |= A#

n−x1,v1

)
≤

bt−1βn−x1−(t−1). This means that

PM
(
s |= A#

n,v

)
≤ bt−1βn−x1−(t−1) ·

∑
s′∈A

PM
(
s |=©

(
�

=x1−1s′
))

= bt−1βn−x1−(t−1) · PM
(
s |=©

(
�

=x1−1A
))

.

By eagerness of A, it follows that PM
(
s |=©

(
�

=x1−1A
))
≤ bβx1−1,

and hence

PM
(
s |= A#

n,v

)
≤ bt−1βn−x1−(t−1) · bβx1−1 = btβn−t. �

Recalling the definition of U 1
s (n) and using Lemma C.3, we obtain

U1
s (n) ≤


n
c
�∑

t=1

PM
(
s |= A#

n,t

)
=


n
c
�∑

t=1

∑
v∈(n⊕t)

PM
(
s |= A#

n,v

)

≤

n

c
�∑

t=1

∑
v∈(n⊕t)

btβn−t =


n
c
�∑

t=1

(
n− 1

t− 1

)
· btβn−t.

To bound the last sum, we use the following lemma.

Lemma C.4 For all n ≥ 2c, c ≥ 2 and b ≥ 1,


n/c�∑
t=1

(
n− 1

t− 1

)
· btβn−t ≤

((
c

c− 1

)
· (2c)1/c ·

(
1

c
+

b

β

)1/c

· β
)n

.

To prove Lemma C.4, we need the following auxiliary lemma:

Lemma C.5 For all x ≥ 2c and c ≥ 2,(
x

�x/c�

)
<

((
c

c− 1

)
· (2c)1/c

)x

.

149



Proof. We apply Theorem 2.6. of [29] with p := �x/c�, n := 1 and
m := x and obtain(

x

�x/c�

)
<

1√
2π
· xx+1/2

(x− �x/c�)x−
x/c�+1/2(�x/c�)
x/c�+1/2

≤
(

x

x− �x/c�

)x

·
(

x− �x/c�
�x/c�

)
x/c�
·
√

x

2π(x− �x/c�)�x/c�

≤
(

x

x− x/c

)x

· (2c)x/c ·
√

x

2π(x− x/c)(x/c − 1)

≤
((

c

c− 1

)
· (2c)1/c

)x

. �

Proof. [Of Lemma C.4]


n/c�∑
t=1

(
n− 1

t− 1

)
· btβn−t

≤ βn ·

n/c�∑
t=0

(
n

t

)
·
(

b

β

)t

= βn ·

n/c�∑
t=0

(
n

�n/c�

)
·
(�n/c�

t

)
· (n− �n/c�)! (�n/c� − t)!

(n− t)!
·
(

b

β

)t

= βn ·
(

n

�n/c�

)
·

n/c�∑
t=0

(�n/c�
t

)
·


n/c�−t∏
i=1

i

n− �n/c�+ i

 · ( b

β

)t

≤ βn ·
(

n

�n/c�

)
·

n/c�∑
t=0

(�n/c�
t

)
·
(

1

c

)
n/c�−t

·
(

b

β

)t

= βn ·
(

n

�n/c�

)
·
(

1

c
+

b

β

)
n/c�

≤ {since b ≥ 1 and β < 1, we have b/β > 1}

βn ·
(

n

�n/c�

)
·
(

1

c
+

b

β

)n/c

≤ {Lemma C.5 with the hypotheses n ≥ 2c and c ≥ 2}

βn ·
((

c

c− 1

)
· (2c)1/c

)n

·
(

1

c
+

b

β

)n/c

=

((
c

c− 1

)
· (2c)1/c ·

(
1

c
+

b

β

)1/c

· β
)n

.

For a sufficiently large c (which depends on b and β), the base is < 1. �
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Choose c > max
(
1 + 1

β−1/3−1
, 7, 9

log2 β
,
−3 log( 1

7
+b/β)

log β

)
. Define

α1 :=
(

c
c−1

)
· (2c)1/c ·

(
1
c + b

β

)1/c
· β. It is not difficult to prove that we

have β < α1 < 1. For n ≥ 2c, Lemma C.4 yields U1
s (n) ≤ αn

1 . For n < 2c
we have U1

s (n) ≤ bβn−1 ≤ (b/β)βn ≤ (b/β)αn
1 . Let k1 := (b/β) > 1. We

obtain ∀n ∈ N. U 1
s (n) ≤ k1α

n
1 .

Bound on U2
s (n). Let B be the subset of A from which F is reachable,

i.e., B := {s ∈ A| s |= ∃�F}. If s ∈ A − B then trivially U 2
s (n) = 0. In

the following we consider the case when s ∈ B. Let w := |B|.
The bound on U 2

s (n) is computed based on the observation that runs
in R2 visit A many times before reaching F . To formalize this, we need
a definition. For a natural number k and sets of states S1, S2, we define(
s |= Sk

1 Before S2

)
to be the set of s-runs ρ that make at least k visits

to S1 before visiting S2 for the first time. Formally, an s-run satisfies
the formula if there are 0 ≤ i1 < i2 < · · · < ik ≤ n such that ρ(ij) ∈ S1

for each j : 1 ≤ j ≤ k, and ρ(i) �∈ S2 for each i : 0 ≤ i ≤ n. We
write S1 Before S2 instead of S1

1 Before S2, Sk
1 Before s2 instead of

Sk
1 Before {s2}, and sk

1 Before S2 instead of {s1}k Before S2.

Notice that (s |= �
=nF ∧ A#

n,t) = (s |= �
=nF ∧ B#

n,t) ⊆ (s |=
Bt Before F ). It follows that U 2

s (n) ≤∑n
t=
n

c
�+1 PM

(
s |= Bt Before F

)
.

Any run from s that makes t visits to B before visiting F must have
the following property. By the Pigeonhole principle, there exists at least
one state sB ∈ B that is visited at least �t/w� times before visiting F .
This means that(

s |= Bt Before F
)
⊆

⋃
sB∈B

(
s |= s

t/w�
B Before F

)
,

and hence

U2
s (n) ≤

n∑
t=
n

c
�+1

∑
sB∈B

PM
(
s |= s

t/w�
B Before F

)
.

By cutting runs at the first occurrence of sB , we see that PM(s |=
s
t/w�
B Before F ) = PM(s |= sB Before F ) · PM(sB |= s

t/w�
B Before F )

and in particular PM(s |= s
t/w�
B Before F ) ≤ PM(sB |=

s
t/w�
B Before F ). Consider the runs in the set (sB |= s

t/w�
B Before F ).

In such a run, there are �t/w� parts that go from sB to sB and avoid
F . The following lemma gives an upper bound on the measure of these
runs. To capture this upper bound, we introduce the parameter µ which
is defined to be positive and smaller than the minimal probability,
when starting from some s ∈ B, of visiting F before returning to s. In
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other words, 0 < µ ≤ mins∈B PM
(
s |=©(F Before s)

)
. Note that µ is

well-defined since F is reachable from all s ∈ B and µ > 0 since B is
finite.

Lemma C.6 PM
(
sB |= sx

B Before F
)
≤ (1− µ)x−1, for each sB ∈ B.

Proof. By induction on x. The base case (when x = 1) is trivial. For
the induction step, we observe that

PM
(
sB |= sx

B Before F
)

≤ PM
(
sB |= s2

B Before F
)
· PM

(
sB |= sx−1

B Before F
)
.

By definition, we know that

PM
(
sB |= s2

B Before F
)

= PM
(
sB |=©

(
sB Before F

))
≤ (1− µ).

By the induction hypothesis, we obtain

PM
(
sB |= sx−1

B Before F
)
≤ (1− µ)x−2.

The result now follows. �

Since µ only needs to be a lower bound, we can assume µ < 1. From
Lemma C.6, it follows that

U2
s (n) ≤

n∑
t=
n

c
�+1

∑
sB∈B

(1− µ)t/w�−1

≤ w

1− µ
·

n∑
t=
n

c
�+1

(1− µ)t/w

=
w

1− µ
· (1− µ)(


n
c
�+1)/w − (1− µ)(n+1)/w

1− (1− µ)1/w

<
w

(1− µ)(1− (1− µ)1/w)
·
(
(1− µ)

1
cw

)n
.

Let α2 := (1 − µ)
1

cw < 1 and k2 := w
(1−µ)(1−(1−µ)1/w )

. Thus, ∀n ∈
N. U2

s (n) ≤ k2α
n
2 .

Remark. The reason why we do not use equality in the definition
of µ, i.e., define µ = mins∈B PM

(
s |=©(F Before s)

)
, is that (as it

will later be explained for PLCS) it is in general hard to compute
mins∈B PM

(
s |=©(F Before s)

)
exactly. However, we can compute a

non-zero lower bound, which is sufficient for the applicability of our
algorithm. �
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Eagerness of M with respect to s ∈ A. From the bounds on U 1
s (n)

and U2
s (n), we derive the parameters (α, k) of (M, s) as follows. Let

α3 := max(α1, α2) < 1 and k3 := k1+k2. Then Us(n) ≤ U1
s (n)+U2

s (n) ≤
k1α

n
1 + k2α

n
2 ≤ (k1 + k2)α

n
3 = k3α

n
3 . Finally,

PM
(
s |= �

≥nF
)

=
∞∑

i=n

Us(i) ≤ k3
αn

3

1− α3
.

Choose α := α3 and k := k3/(1 − α3). It follows that
∀n ∈ N.PM

(
s |= �

≥nF
)
≤ kαn. This concludes the proof of

Theorem C.2. �

C.4.1 GR-Attractors

We define the class of gambler’s ruin-like attractors or GR-attractors for
short, show that any GR-attractor is also eager (Lemma C.7), and that
any PLCS contains a GR-attractor (Lemma C.11).

Let M = (S,P, F ) be a Markov chain that contains a finite attractor
A ⊆ S. Then A is called a GR-attractor, if there exists a “distance”
function h : S → N and a constant q > 1/2 such that for any state s ∈ S
the following conditions hold.

1. h(s) = 0 ⇐⇒ s ∈ A.

2.
∑

{s′ |h(s′)<h(s)} P (s, s′) ≥ q, for all s with h(s) ≥ 1.

3. P (s, s′) = 0, if h(s′) > h(s) + 1.

Let p := 1 − q. We call (p, q) the parameter of A. Intuitively, h de-
scribes the distance from A. This condition means that, in every step,
the distance to A does not increase by more than 1, and it decreases
with a probability uniformly > 1/2. In particular, this implies that A
is an attractor, i.e., ∀s ∈ S.PM(s |= �A) = 1, but not every attractor
has the distance function. As we will see below, a Markov chain with
a GR-attractor generalizes the classical “gambler’s ruin” problem [23],
but converges at least as quickly. We devote the rest of Section C.4.1 to
show the following lemma.

Lemma C.7 Let M be a Markov chain. Every finite GR-attractor
with parameter (p, q) is an eager attractor with parameters β =

√
4pq

and b = 1.

To prove this, we need several auxiliary constructions.
For a state s ∈ S with h(s) = k, we want to derive an upper bound

for the probability of reaching A in n or more steps. Formally, f(k, n) :=
suph(s)=k PM

(
s |= �

≥nA
)
.
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To obtain an upper bound on f(k, n), we relate our Markov chain M
to the Markov chain MG from the gambler’s ruin problem [23], defined
as MG = (N, PG, {0}) with PG(x, x − 1) = q, PG(x, x + 1) = p := 1− q
for x ≥ 1 and PG(0, 0) = 1. Let g(k, n) := PMG

(
k |= �

≥n 0
)
.

The following lemma shows that f is bounded by g, so that any upper
bound for the gambler’s ruin problem also applies to a GR-attractor.

Lemma C.8 If 0 ≤ k ≤ n then f(k, n) ≤ g(k, n).

To prove Lemma C.8, we first show that g increases in the first param-
eter:

Lemma C.9 ∀j, k, n : 0 ≤ j ≤ k ≤ n =⇒ g(j, n) ≤ g(k, n).

Proof. We show that ∀k, n : 1 ≤ k ≤ n : g(k − 1, n) ≤ g(k, n), which
implies the result. We use induction on n. The base case n = 0 holds
because PM(k |= �

≥0 0) = 1 for all k. In the induction step we assume
n ≥ 1 and consider two cases. If k = 1 then the result is trivial since
g(k − 1, n + 1) = 0. If k ≥ 2, then

g(k − 1, n + 1) = q · g(k − 2, n) + p · g(k, n)

≤ q · g(k − 1, n) + p · g(k + 1, n) = g(k, n + 1),

where the equalities follow from the definition of MG and the inequality
from the induction hypothesis. �

Proof. [Of Lemma C.8] By induction on n. The base case follows since
f(0, 0) = g(0, 0) = 1. For the induction step, we consider two cases. The
case when k = 0 is trivial since f(0, n + 1) = 0. Now, we prove the case
when k ≥ 1. For any ε > 0, let s be a state such that h(s) = k and
PM

(
s |= �

≥n+1A
)

+ ε ≥ f(k, n + 1). Such an s exists by the definition
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of f . Then:

f(k, n + 1)− ε

≤ {Definition of s}

PM
(
s |= �

≥n+1A
)

= {Definition of GR-attractor, clause 3}∑k−1
j=0

∑
h(s′)=j P (s, s′) · PM

(
s′ |= �

≥nA
)
+∑

h(s′)=k P (s, s′) · PM
(
s′ |= �

≥nA
)
+∑

h(s′)=k+1 P (s, s′) · PM
(
s′ |= �

≥nA
)

≤ {Definition of f}∑k−1
j=0 f(j, n) ·

(∑
h(s′)=j P (s, s′)

)
+

f(k, n) ·
(∑

h(s′)=k P (s, s′)
)

+

f(k + 1, n) ·
(∑

h(s′)=k+1 P (s, s′)
)

≤ {Induction hypothesis and Lemma C.9}

g(k − 1, n) ·
(∑k−1

j=0

∑
h(s′)=j P (s, s′)

)
+

g(k + 1, n) ·
(∑

(h(s′)=k)∨(h(s′)=k+1) P (s, s′)
)

≤ {Definition of GR-attractor, clause 3}

g(k − 1, n) ·
(∑k−1

j=0

∑
h(s′)=j P (s, s′)

)
+

g(k + 1, n) ·
(
1−

∑k−1
j=0

∑
h(s′)=j P (s, s′)

)
≤ {Definition of GR-attractor, clause 2, and Lemma C.9}

q · g(k − 1, n) + p · g(k + 1, n)

= {Definition of g and MG}

g(k, n + 1).

Since this holds for arbitrarily small ε > 0, we must have f(k, n + 1) ≤
g(k, n + 1). �

Next, we give an upper bound for the gambler’s ruin problem.

Lemma C.10 For all n ≥ 2, g(1, n) ≤ 3q√
π
(4pq)


n
2
�.

Proof. The case for n = 1 is trivial. In the following we assume n ≥ 2.
It follows from equation (5.9) in [23] (page 323) that

g(1, n) =
∞∑

x=n

1

x

(
x

x−1
2

)
p

x−1
2 q

x+1
2 ,

155



where p = 1 − q and the binomial coefficient is interpreted as zero if
(x− 1)/2 is not an integer. Substituting 2m + 1 for x gives

g(1, n) =
∞∑

m=
n/2�

1

2m + 1

(
2m + 1

m

)
pmqm+1

=

∞∑
m=
n/2�

1

m + 1

(
2m

m

)
pmqm+1.

Since n ≥ 2, we can assume that m ≥ 1. A bound on the binomial
coefficient follows, e.g., from results in [29]:(

2m

m

)
<

1√
π

m− 1
2 22m.

It follows that

g(1, n) ≤ q√
π

∞∑
m=
n/2�

m− 3
2 (4pq)m.

Since q > 1/2, we have 4pq < 1. Thus, the summands are monotone
decreasing in m and we can conservatively approximate the sum by the
integral and obtain

g(1, n) ≤ q√
π

(⌊n

2

⌋− 3
2
(4pq)


n
2
� +

∫ ∞


n
2
�
m− 3

2 (4pq)m dm

)
.

Since 4pq < 1 we have log(4pq) < 0. Therefore, standard integration by
parts gives the following upper bound on the integral.∫ ∞


n
2
�
m− 3

2 (4pq)m dm ≤ 2
⌊n

2

⌋− 1
2
(4pq)


n
2
�.

Thus,

g(1, n) ≤ q√
π

(⌊n

2

⌋− 3
2
(4pq)


n
2
� + 2

⌊n

2

⌋− 1
2
(4pq)


n
2
�
)

.

Since n ≥ 2, we have �n
2 �−

3
2 ≤ 1 and �n

2 �−
1
2 ≤ 1, so

g(1, n) ≤ 3q√
π

(4pq)

n
2
�. �

We are now ready to prove the main lemma of this subsection.

Proof. [of Lemma C.7] Let β :=
√

4pq. For n = 0, we
have PM

(
s |=©

(
�

≥nA
))

≤ 1 = β0. For n = 1, we have
PM

(
s |=©

(
�

≥nA
))

≤ p ≤ β1. For n ≥ 2, Lemma C.8
gives PM

(
s |=©

(
�

≥nA
))

≤ p · g(1, n), so by Lemma C.10,

PM
(
s |=©

(
�

≥nA
))
≤ 3pq√

π
(4pq)


n
2
� = 3

4
√

π
(4pq)


n
2
�+1 ≤ 3

4
√

π
(4pq)

n
2 ≤(√

4pq
)n

= βn. �
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C.4.2 Probabilistic Lossy Channel Systems

As an example of systems with finite GR-attractors, we consider Proba-
bilistic lossy channel systems (PLCS). These are probabilistic processes
with a finite control unit and a finite set of channels, each of which be-
haves as a FIFO buffer which is unbounded and unreliable in the sense
that it can spontaneously lose messages. There exist several variants of
PLCS which differ in how many messages can be lost, with which prob-
abilities, and in which situations. We consider the relatively realistic
PLCS model from [5, 12, 28] where each message in transit indepen-
dently has the probability λ > 0 of being lost in every step, and the
transitions themselves are subject to probabilistic choice.

Remark. The definition of PLCS in [5, 12, 28] assumes that messages
can be lost only after discrete steps, but not before them. Thus, since
no messages can be lost before the first discrete step, the set {s ∈ S :
s |= ∃�F} of predecessors of a given set F of target states is generally
not upward closed. It is more realistic to assume that messages can be
lost before and after discrete steps, in which case {s ∈ S : s |= ∃�F}
is upward closed. However, for both versions of the definition, it follows
easily from the results in [2] that for any effectively representable set F ,
the set {s ∈ S : s |= ∃�F} is decidable. �

In [5, 12, 8], it was shown that each Markov chain induced by a PLCS
contains a finite attractor. Here, we show a stronger result.

Lemma C.11 Each Markov chain induced by a PLCS contains a finite
GR-attractor.

Proof. For any configuration c, let #c be the number of messages in
transit in c. We define the attractor A as the set of all configurations that
contain at most m messages in transit, for a sufficiently high number
m (to be determined), i.e., A := {c | #c ≤ m}. Since there are only
finitely many different messages and a finite number of control-states, A
is finite for every fixed m. The distance function h is defined by h(c) :=
max{0, #c − m}. Now we show that h satisfies the requirements for
a GR-attractor. The first condition, h(c) = 0 ⇐⇒ c ∈ A, holds by
definition of h and A. The third condition holds because, by definition
of PLCS, at most one new message can be added in every single step.
Consider now a configuration c with at least m messages. For the second
condition it suffices to show that, for sufficiently large m, the probability
of losing at least two messages in transit is at least q > 1/2 (and thus the
new configuration contains at least one message less than the previous
one, since at most one new message is added). The probability q of losing
at least 2 messages (of at least m + 1) satisfies q ≥ 1 − ((1 − λ)m+1 +
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(m + 1)λ(1−λ)m) = 1− (1− λ)m(1 + λm)). Since λ > 0, we can choose
m s.t. q > 1/2. It suffices to take m ≥ 2

λ . �

Theorem C.12 The problem Approx-Expect is computable for
PLCS.

Proof. By Lemma C.11, the Markov chain induced by a PLCS contains
a GR-attractor, which is an eager attractor by Lemma C.7. Then, by
Theorem C.2, the Markov chain is eager and Algorithm 1 can in principle
solve the problem Approx-Expect. However, to apply the algorithm,
we first need to know (i.e., compute) the parameters (α, k), or at least
sufficient upper bounds on them.

Given the parameter λ for message loss in the PLCS, we choose the
parameter m and the GR-attractor A such that q > 1/2, as in the
proof of Lemma C.11. This attractor is eager with parameters β =√

4(1 − q)q < 1 and b = 1, by Lemma C.7. For any effectively rep-
resentable set of target states F of a PLCS, the set {s ∈ S : s |= ∃�F}
is decidable, by Remark C.4.2. Thus, we can compute B = A ∩ {s ∈
S : s |= ∃�F} and obtain the parameter w = |B|. Since B is known and
finite, we can compute an appropriate µ, i.e., a µ such that 0 < µ ≤
mins∈B PM

(
s |=©(F Before s)

)
, by forward path exploration. When

A, w, µ, β and b are known, we can compute, in turn, c, α1, k1, α2, k2,
and finally α and k, according to Section C.4. �

Remark. Choosing a larger m (and thus larger attractor A) has advan-
tages and disadvantages. The advantage is that a larger m yields a larger
q and thus a smaller parameter β =

√
4pq and thus possibly faster con-

vergence. The disadvantage is that a larger attractor A possibly yields
a smaller parameter µ and a larger parameter w (see Section C.4) and
both these effects cause slower convergence. �

C.5 Bounded Coarseness

In this section, we consider the class of Markov chains that are bound-
edly coarse. We first give definitions and a proof that boundedly coarse
Markov chains are eager with respect to any state, and then examples
of models that are boundedly coarse.

A Markov chain M = (S,P, F ) is boundedly coarse with parameter
(β,K) if, for every state s, either s �|= ∃�F , or PM(s |= �

≤KF ) ≥ β.

Lemma C.13 If a Markov Chain M is boundedly coarse with param-
eter (β,K), then it is eager with respect to all states in M, and the
eagerness parameter (α, k) can be computed.
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Proof. Let M = (S,P, F ) be a Markov chain that is boundedly coarse
with parameter (β,K). We first show that for each s ∈ S, we have
PM

(
s |= �

>nKF
)
≤ (1 − β)n. We use induction on n. The base case

(with n = 0) is trivial. We consider the induction step (when n ≥ 0).

PM
(
s |= �

>(n+1)KF
)

=
∑

s′∈S−F

PM
(
s |=©=nKs′ ∧�

>nKF
)
· PM

(
s′ |= �

>KF
)

≤ (1− β) ·
∑

s′∈S−F

PM
(
s |=©=nKs′ ∧�

>nKF
)

≤ (1− β) · (1− β)n = (1− β)(n+1),

where the first inequality follows from the definition of bounded coarse-
ness and the second from the induction hypothesis. This concludes the
induction proof. For n ≥ 1,

PM
(
s |= �

≥nF
)

= PM
(
s |= �

>n−1F
)
≤ PM

(
s |= �

>
n−1
K

�·KF
)

≤ (1− β)

n−1
K

� ≤ (1− β)−
K+1

K ((1− β)
1
K )n.

Let α := (1 − β)
1
K < 1 and k := (1 − β)−

K+1
K ≥ 1. Thus, M is eager

with parameter (α, k). �

Sufficient Condition. We give a sufficient condition for bounded
coarseness. A state s is said to be of coarseness β if, for each s′ ∈ S,
P (s, s′) > 0 implies P (s, s′) ≥ β. We say that M is of coarseness β if
each state is of coarseness β, and M is coarse if it is of coarseness β, for
some β > 0. Notice that if M is coarse then the underlying transition
system is finitely branching; however, the converse is not necessarily true.

A transition system is of span K if for each s ∈ S, either s �|= ∃�F or
s |= ∃�≤KF , i.e., either F is unreachable or it is reachable in at most K
steps. A transition system is finitely spanning if it is of span K for some
K and a Markov chain is finitely spanning (of span K) if its underlying
transition system is so. The following result is immediate.

Lemma C.14 If a Markov chain is coarse (of coarseness β), and
finitely spanning (of span K), then it is boundedly coarse with
parameter (βK ,K). �

Probabilistic VASS. A Probabilistic Vector Addition System with
States (PVASS) (see [3] for details) is an extended finite-state automa-
ton which operates on a finite set of variables ranging over the natural
numbers. The variables behave as weak counters (weak in the sense that
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they are not compared for equality with 0). Furthermore, each transi-
tion has a weight defined by a natural number. A PVASS V induces an
(infinite-state) Markov chainM in a natural way, where the states ofM
are configurations of V (the local state of the automaton together with
the counter values), and the probability of performing a transition from
a given configuration is defined by the weight of the transition relative
to the weights of other transitions enabled in the same configuration.

It was shown in [3] that each Markov chain induced by a PVASS
where the set F is upward closed (with respect to the standard ordering
on configurations) is effective, coarse, and finitely spanning (with the
span being computable). This, together with Lemmas C.14 and C.13,
yields the following theorem.

Theorem C.15 Approx-Expect is solvable for PVASS with an up-
ward closed set of final configurations. �

Noisy Turing Machines. Noisy Turing Machines (NTMs) were re-
cently introduced by Asarin and Collins [6]. They study NTMs from a
theoretical point of view, considering the computational power as the
noise level tends to zero, but motivate them by practical applications
such as computers operating in a hostile environment where arbitrary
memory bits can change with some small probability. We show that
NTMs with a fixed noise level are boundedly coarse, so by Lemma C.13,
they induce eager Markov chains.

An NTM is like an M -tape Turing Machine (with a finite control part
and a given final control state), except that prior to a transition, for
each cell on each tape, with probability λ the cell is subjected to noise.
In this case, it changes to one of the symbols in the alphabet (possibly
the same as before) uniformly at random.

An NTM induces a Markov chain M = (S,P, F ) as follows. A state in
S is a triple: the current time, the current control state, and an M -tuple
of tape configurations. A tape configuration is represented as a triple:
the head position; a finite word w over the alphabet representing the
contents of all cells visited by the head so far; and a |w|-tuple of natural
numbers, each representing the last point in time when the head visited
the corresponding cell.

These last-visit times allow us to add noise “lazily”: cells not under the
head are not modified. Since it is known when the head last visited each
cell, we compensate for the missing noise by a higher noise probability
for the cell under the head. If the cell was last visited k time units ago, we
increase the probability of noise to 1− (1−λ)k, which is the probability
that the cell is subject to noise in any of k steps. Then the last-visit
time for the cell under the head is updated to contain the current time,
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and the next configuration is selected according to the behavior of the
control part. The final states F are those where the control state is final.

Lemma C.16 The Markov chain induced by a Noisy Turing Machine
is coarse and finitely spanning.

Proof Sketch. For any state s ∈ S, if s |= ∃�F , there must be some
path in the control part that goes from the control state of s to the final
control state. Hence there must be such a path of length bounded by
the number N of control states. It is possible that the symbol under
the head will be subject to noise for the next N steps in such a way
that this path is taken. Thus, the Markov chain has span N . Since only
M cells are subject to noise and each happens with probability ≥ λ,
each successor has probability ≥ (λ/K)M , where K is the size of the
alphabet. Hence, the Markov chain has coarseness (λ/K)M . �

By Lemmas C.13, C.14, and C.16, NTMs are eager, and we have:

Theorem C.17 Approx-Expect is solvable for NTMs. �

Remark. A somewhat simpler way to generate a Markov chain from
an NTM avoids the need for a counter per tape cell. Instead, all cells
ever visited by a head are subject to noise in each step. When a cell is
visited for the first time, say after k steps, the probability of noise is
increased to 1− (1− λ)k. This is an example of a Markov chain that is
boundedly coarse but not coarse (the probability of a successor obtained
by changing n tape cells is λn). �

C.6 Conclusion, Discussion, and Future Work

We have described a class of discrete Markov chains, called eager Markov
chains, for which the probability of avoiding a defined set of final states
F for more than n steps is bounded by some exponentially decreasing
function f(n). Finite-state Markov chains are trivially eager for any set
of final states F .

Our main result is that several well-studied classes of infinite-state
Markov chains are also eager. One example are those which contain fi-
nite eager attractors. Such systems are a subclass of the class of systems
containing finite attractors, for which several probability analysis algo-
rithms have been presented in the literature [3, 5, 8, 12, 28]. Examples
of systems with finite eager attractors are those induced by PLCS.

Another example of eager Markov chains are those that are boundedly
coarse. These, in turn, represent a subclass of globally coarse Markov
chains which were analyzed in [3] and defined as those where the set of
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Figure C.1: The inclusion relations between classes of Markov chains.

final states is either unreachable or reachable with a probability bounded
from below. Decisive Markov chains (also known as confluent Markov
chains) were also defined in [3], as those where runs with probability one
reach either F , or some state from which F is unreachable. Examples
of boundedly coarse Markov chains are those induced by NTMs and
PVASS.

The classes are related as in Figure C.1, where the left and right parts
are “orthogonal”: except for the “Eager” and “Decisive” circles, every
circle in the left part of the figure intersects every circle in the right part
without one being contained in the other. Here, all attractors are finite,
and NTM’ is the alternative encoding of NTMs into Markov chains
suggested in the remark near the end of Section C.5. In the intersection
of all classes lies the finite state systems.

We have presented a path exploration algorithm for approximating
the conditional expected reward (defined via computable reward func-
tions) up-to an arbitrarily small error. This algorithm is guaranteed to
terminate for any eager Markov chain.

Directions for future work include extending our results to Markov
decision processes and stochastic games.

C.7 Bibliography

[1] P. A. Abdulla, C. Baier, P. Iyer, and B. Jonsson. Reasoning about proba-

bilistic lossy channel systems. In Proc. CONCUR 2000, 11th Int. Conf.
on Concurrency Theory, volume 1877 of Lecture Notes in Computer
Science, pages 320–333, 2000.
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[18] J. Esparza, A. Kučera, and R. Mayr. Model checking probabilistic push-

down automata. In Proc. LICS’ 04 20th IEEE Int. Symp. on Logic
in Computer Science, pages 12–21, 2004.

[19] J. Esparza, A. Kučera, and R. Mayr. Quantitative analysis of probabilistic

pushdown automata: Expectations and variances. In Proc. LICS’ 05 21st

IEEE Int. Symp. on Logic in Computer Science, pages 117–126, 2005.

[20] K. Etessami and M. Yannakakis. Algorithmic verification of recursive

probabilistic state machines. In Proc. TACAS ’05, 11th Int. Conf. on
Tools and Algorithms for the Construction and Analysis of Systems,
volume 3440 of Lecture Notes in Computer Science, pages 253–270,

2005.

[21] K. Etessami and M. Yannakakis. Recursive Markov chains, stochastic

grammars, and monotone systems of non-linear equations. In Proc.
STACS’05, 22nd Int. Symp. on Theoretical Aspects of Computer
Science, volume 2996 of Lecture Notes in Computer Science, pages

340–352, 2005.

[22] K. Etessami and M. Yannakakis. Recursive Markov decision processes

and recursive stochastic games. In Proc. ICALP ’05, 32nd Interna-
tional Colloquium on Automata, Languages, and Programming, vol-

ume 3580 of Lecture Notes in Computer Science, pages 891–903, 2005.

164



[23] W. Feller. An Introduction to Probability Theory and Its Applica
tions, volume 1. Wiley & Sons, second edition, 1966.

[24] S. Hart and M. Sharir. Probabilistic temporal logics for finite and bounded

models. In Proc. STOC ’84, 16th ACM Symp. on Theory of Com-
puting, pages 1–13, 1984.

[25] P. Iyer and M. Narasimha. Probabilistic lossy channel systems. In TAP-
SOFT ’97: Theory and Practice of Software Development, volume

1214 of Lecture Notes in Computer Science, pages 667–681, 1997.

[26] M. Kwiatkowska, G. Norman, and D. Parker. Probabilistic model checking

in practice: Case studies with PRISM. ACM Performance Evaluation
Review, 32(2):16–21, 2005.

[27] D. Lehmann and S. Shelah. Reasoning with time and chance. Information
and Control, 53:165–198, 1982.

[28] A. Rabinovich. Quantitative analysis of probabilistic lossy channel sys-

tems. In Proc. ICALP ’03, 30th International Colloquium on Au-
tomata, Languages, and Programming, volume 2719 of Lecture Notes
in Computer Science, pages 1008–1021, 2003.
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Abstract

We consider discrete infinite-state Markov chains which contain a fi-
nite eager attractor. A finite attractor is a finite subset of states that
is eventually reached with probability 1 from every other state, and the
eagerness condition requires that the probability of avoiding the attrac-
tor in n or more steps after leaving it is exponentially bounded in n.
Examples of such Markov chains are those induced by probabilistic lossy
channel systems and similar systems. We show that the expected resi-
dence time (a generalization of the steady state distribution) exists for
Markov chains with finite eager attractors and that it can be effectively
approximated to arbitrary precision. Furthermore, arbitrarily close ap-
proximations of the limiting average expected reward, with respect to
state-based bounded reward functions, are also computable.

D.1 Introduction

Overview. Probabilistic models can be used to capture the behaviors
of systems with uncertainty, such as programs with unreliable channels,
randomized algorithms, and fault-tolerant systems. The goal is to de-
velop algorithms to analyze quantitative aspects of their behavior such
as performance and dependability. In those cases where the underlying
semantics of a system is defined as a finite-state Markov chain, tech-
niques based on extensions of finite-state model checking can be used
to carry out verification [14, 26, 15, 6, 9, 24]. However, many systems
that arise in computer applications can only be faithfully modeled as
Markov chains which have infinite state spaces. Examples include proba-
bilistic pushdown automata (recursive state machines) which are natural
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models for probabilistic sequential programs with recursive procedures
[17, 18, 20, 19, 16, 21], probabilistic lossy channel systems (PLCS) which
consist of finite-state processes communicating through unreliable and
unbounded channels in which messages are lost with a certain proba-
bility [1, 5, 7, 8, 10, 22, 25], and probabilistic vector addition systems,
the probabilistic extension of vector addition systems (Petri nets) which
models concurrency and synchronization [2, 3].

Related Work. A method for analyzing the limiting behavior of cer-
tain classes of infinite Markov chains (including PLCS) has recently been
presented by Brázdil and Kučera in [11]. The main idea in [11] is to
approximate an infinite-state Markov chain by a sequence of effectively
constructible finite-state Markov chains such that the obtained solutions
for the finite-state Markov chains converge toward the solution for the
original infinite-state Markov chain. The infinite Markov chain needs to
satisfy certain preconditions to ensure this convergence. In particular,
the method requires decidability of the reachability problem (and even
of model checking with certain path formulas) in the underlying infinite
transition system.

We recently [2, 3] defined weak abstract conditions on infinite-state
Markov chains which are sufficient to make many verification problems
computable. Among those are decision problems (“Is a given set of final
states reached eventually (or infinitely often) with probability 1?”), and
approximation problems (“Compute the expected cost/reward of all runs
until they reach some final state.”). One such sufficient condition is the
existence of an eager finite attractor. An attractor is a subset of states
that is eventually reached with probability 1 from every other state. We
call an attractor eager [3] if it satisfies a slightly stronger condition:
after leaving it, the probability of returning to it in n or more steps is
exponentially bounded in n. Every finite-state Markov chain trivially has
a finite eager attractor (itself), but many infinite-state Markov chains
also have eager finite attractors. A sufficient condition for having an
eager finite attractor is that there exists a distance measure on states
such that for states sufficiently far away from a given finite subset, the
probability that their immediate successor is closer to this subset is
uniformly greater than 1

2 [3]. For example, probabilistic lossy channel
systems (PLCS) always satisfy this condition. The condition that an
eager finite attractor exists is generally incomparable to the conditions
in [11], but classic PLCS satisfy both.

Our contribution. We show that infinite-state Markov chains that
contain an eager finite attractor retain many properties of finite-state
Markov chains which do not hold for general infinite-state Markov
chains. These properties include the facts that
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• There is at least one, but at most finitely many, bottom strongly
connected components (BSCC).

• The Markov chain does not contain any persistent null-states (i.e.,
for every recurrent state the expected recurrence time is finite).

• The steady state distribution exists if the Markov chain is irre-
ducible and the expected residence time (a generalization of the
steady state distribution) always exists.

We use these properties to show that the expected residence time can be
effectively approximated to arbitrary precision for Markov chains with
eager finite attractors. In a similar way, one can compute arbitrarily close
approximations to the limiting average expected reward with respect to
state-based bounded reward functions.

In contrast to [11], our method is a pure path exploration scheme
which computes approximate solutions for the original infinite-state
Markov chain directly. We do not require decidability of the general
reachability problem, but only information about the mutual
reachability of states inside some eager finite attractor (but not
necessarily inside every finite attractor). This weaker condition can be
satisfied even if general reachability is undecidable, e.g., if the eager
finite attractor is known to be strongly connected or just a single
point. Thus, our method is applicable not only to classic PLCS (where
every message in transit can be lost at any moment, and reachability
is decidable [4, 12]) but also to more general and realistic models
of unreliable communication where the pattern of message loss can
depend on complex conditions (burst disturbances; interdependencies
of conditions which cause interference) and where general reachability
is undecidable.

Example D.1 Consider a different variant of PLCS where at every
step there is a fixed probability of losing all messages in all channels
(i.e., a total reset), but there are no individual message losses. It is easy
to encode a Minsky 2-counter machine into this PLCS variant s.t. the
final control-state qacc is reachable from the initial configuration qinitε
(channels initially empty) in the PLCS iff it is reachable in the Minsky
machine. (One needs to make sure that a total reset in any other control-
state than qinit leads to configuration qinitε again without visiting qacc .)
By adding a transition from qacc back to qinit , one obtains the eager
finite attractor {qinitε}. However, the reachability problem whether qacc

can be reached from qinit is undecidable.
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D.2 Preliminaries

Transition Systems. A transition system is a tuple T = (S,−→)
where S is a countable set of states and −→⊆ S × S is the transition
relation. We write s −→ s′ to denote that (s, s′) ∈−→.

A run ρ is an infinite sequence s0s1 · · · of states satisfying si −→ si+1

for all i ≥ 0. We use ρ(i) to denote si and say that ρ is an s-run if
ρ(0) = s. We assume familiarity with the syntax and semantics of the
temporal logic CTL∗ [13]. Given a CTL∗ path-formula ϕ, we use (s |=
ϕ) to denote the set of s-runs that satisfy ϕ. For instance, if Q ⊆ S,
(s |=©Q) and (s |= �Q) are the sets of s-runs that visit Q in the next
state resp. eventually reach Q. For a natural number n, ©=nQ denotes
a formula which is satisfied by a run ρ iff ρ(n) ∈ Q. We use �

=nQ
to denote a formula which is satisfied by ρ iff ρ reaches Q first in its
nth step, i.e., ρ(n) ∈ Q and ρ(i) �∈ Q when 0 ≤ i < n. Similarly, for
∼ ∈ {<,≤,≥, >}, �

∼nQ holds for a run ρ if there is an m ∈ N with
m ∼ n s.t. �

=mQ holds.
For all n ≥ 0 and Q1, Q2 ⊆ S, we use Q1 U=n Q2 to denote a formula

satisfied by a run ρ iff for all i : 0 ≤ i < n, ρ(i) ∈ (Q1 − Q2), and
ρ(n) ∈ Q2. In words, runs in (Q1 U=n Q2) reach the set Q2 for the first
time in the nth step, only passing through states in Q1.

The properties we consider are defined on (infinite) runs. Thus, we
assume transition systems that are deadlock-free, i.e., each state has at
least one successor. It is common to add a self-loop to deadlock states if
they occur.

A path π is a finite sequence s0 · · · sn of states such that si −→ si+1

for all i : 0 ≤ i < n. We let |π| := n denote the length (number of
transitions) in a path. Note that any prefix of a run is a path. Given
a run ρ, we use ρn for the path ρ(0)ρ(1) · · · ρ(n). Let Πk

s = {π : |π| =
k ∧ π(0) = s} denote the set of paths starting in s of length k. For any
s, s′ ∈ S and n ∈ N, let Πn

s,s′(Q) := {π ∈ Πn
s : (∀i.1 ≤ i ≤ n − 1 =⇒

π(i) �= s′ ∧ π(i) �∈ Q) ∧ π(n) = s′}. Intuitively, Πn
s,s′(Q) denotes the

subset of Πn
s that visits s′ for the first time in the nth step without first

passing through Q.
A transition system is said to be effective if (1) it is finitely branching,

and (2) for each state, we can explicitly compute all its direct (one step)
successors.

A transition system where every state is reachable from all other states
is called strongly connected . In the context of Markov chains (see below)
this condition is called irreducible.

Markov Chains. A Markov chain is a tuple M = (S,P ) where S
is a countable set of states and P : S × S → [0, 1] is the probability
distribution, satisfying ∀s ∈ S.

∑
s′∈S P (s, s′) = 1.
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A Markov chain induces a transition system, where the transition
relation consists of pairs of states related by a positive probability. For-
mally, the underlying transition system ofM is (S,−→) where s1 −→ s2

iff P (s1, s2) > 0. In this manner, concepts defined for transition systems
can be lifted to Markov chains. For instance, a run or path in a Markov
chain M is a run or path in the underlying transition system, and M is
effective, etc., if the underlying transition system is so. A Markov chain
is called irreducible if the underlying transition system is strongly con-
nected. Irreducibility is an important property of Markov chains and a
key ingredient in our algorithms.

A Markov chain M = (S,P ) and a state s induce a probability space
on the set of runs that start at s. The probability space (Ω,∆,P) is
defined as follows: Ω = sSω is the set of all infinite sequences of states
starting from s and ∆ is the σ-algebra generated by the basic cylindric
sets {Du = uSω : u ∈ sS∗}. The probability measure P is first defined on
finite sequences of states u = s0 · · · sn ∈ sS∗ by P(u) =

∏n−1
i=0 P (si, si+1)

and then extended to cylindric sets by P(Du) = P(u). It is well-known
that this measure is extended in a unique way to the entire σ-algebra.
We use P (s |= ϕ) to denote the measure of the set (s |= ϕ) (which is
measurable by [26]). For singleton sets, we sometimes omit the braces
and write s for {s} when the meaning is clear from context.

We say that a property of runs holds almost certainly (or for almost
all runs) if it holds with probability 1.

Eager Attractors. A set A ⊆ S is said to be an attractor if P(s |=
�A) = 1 for each s ∈ S. In other words, for all s ∈ S, almost all s-runs
will visit A. We will only work with attractors that are finite. Therefore,
we assume finiteness (even when not explicitly mentioned) for all the
attractors in the sequel. We say that an attractor A ⊆ S is eager if
there is a β < 1 such that for each s ∈ A and n ≥ 0 it is the case
that P

(
s |= ©

(
�

≥nA
))
≤ βn. In other words, for every state s ∈ A,

the probability of avoiding A in n + 1 (or more) steps after leaving it is
exponentially bounded in n. We call β the parameter of A. Notice that
it is not a restriction to have β independent of s, since A is finite. We
showed in [3] that every system whose size is (eventually) more likely
to shrink than to grow (by the same amount) in every step has a finite
eager attractor. In particular, every probabilistic lossy channel system
has a finite eager attractor that can be computed and for which the
parameter can also be computed.

Bottom Strongly Connected Components. Consider the directed
acyclic graph (DAG) of maximal strongly connected components (SCCs)
of the transition system. An SCC is called a bottom SCC (BSCC) if no
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other SCC is reachable from it. Observe that the existence of BSCCs is
not guaranteed in an infinite transition system.

In a Markov chain with a finite attractor A, there exists at least one
BSCC. Moreover, each BSCC must contain at least one element from
the attractor. Therefore, there are only finitely many BSCCs. Denote
them by B1, . . . , Br, where r can be at most the size of A. If s |= ∃�s′ is
decidable for all s, s′ ∈ A, we can compute the sets A1 = B1∩A, . . . , Ar =
Br ∩ A: they are the BSCCs of the finite directed graph (A,E) where
(s, s′) ∈ E ⇐⇒ s |= ∃�s′.

Note that a run that enters a BSCC never leaves it. Thus, Mi :=(
Bi, P |(Bi×Bi)

)
(where the second component is the restriction of P to

Bi ×Bi) is a Markov chain on its own; call it the Markov chain induced
by Bi. The Markov chain induced by a BSCC Bi is irreducible and has
the finite eager attractor Ai := Bi ∩ A. Let B′ = B1 ∪ · · · ∪ Br and
similarly A′ = A1 ∪ · · · ∪Ar.

The following Lemma from [5, 10] implies that almost all runs reach
a BSCC.

Lemma D.2 For any Markov chain with a finite attractor A and for
any initial state sinit ,

(1) P(sinit |= �A′) = 1;

(2) for each BSCC Bi, P(sinit |= �Ai) = P(sinit |= �Bi). �

Cesàro Limits. The Cesàro limit of a sequence a0, a1, . . . is defined as
climn→∞ an := limn→∞ 1

n+1

∑n
i=0 ai. It is well known that if limn→∞ an

exists, then the Cesàro limit exists and equals the limit. The Cesàro
limit is therefore a natural generalization of the usual limit that can be
used when the limit does not exist. For instance, although the sequence
{1, 0, 1, 0, . . . } does not have a limit in the usual sense, it has the Cesàro
limit 1

2 .

D.3 Problem Statements

In this section, we give the mathematical definitions of the problems we
want to solve, as well as the associated computational problems.

The Steady State Distribution. The steady state distribution 26 of a
Markov chain is a probability distribution over states. For a state s ∈ S,
the steady state distribution of s, denoted by πs, expresses “the average

26also known as the limiting or stationary distribution.
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probability to be in s in the long run”. Formally, it is the solution to the
following equation system, if it has a unique solution.

πs =
∑
s′∈S

P (s′, s) · πs′ for each s ∈ S;∑
s∈S

πs = 1.
(D.1)

A sufficient condition for this system to have a unique solution is that
the Markov chain is irreducible and has a finite eager attractor (see The-
orem D.3(1)). For finite Markov chains, the solution can be computed
if it exists. We will show how to approximate it for a class of infinite
Markov chains. Formally, we define the following computation problem.

Steady-State-Distribution
Instance

• An effective irreducible Markov chain M = (S,P ) that has a
finite eager attractor A with parameter β.

• A state s.

• An error tolerance ε ∈ R>0.

Task Compute a number πε
s ∈ R such that
|πε

s − πs| ≤ ε.

The Expected Residence Time. Given a Markov chain, an initial
state sinit and a state s, define the expected residence time in s when
starting from sinit as Res(sinit , s) := climn→∞P(sinit |= ©=ns). This
is a proper generalization of the steady state distribution. We prove in
Lemma D.5 that it always exists for Markov chains with a finite ea-
ger attractor, as opposed to the steady state distribution. When the
steady state distribution exists, the two quantities are equal (see Theo-
rem D.3(3)).

The associated computation problem is as follows.

Expected-Residence-Time
Instance

• An effective Markov chain M = (S,P ) that has a finite eager
attractor A with parameter β and where it is decidable for all
states s, s′ ∈ A whether s |= ∃�s′.

• An initial state sinit and a state s.

• An error tolerance ε ∈ R>0.

Task Compute a number Res ε(sinit , s) such that
|Resε(sinit , s)− Res(sinit , s)| ≤ ε.
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Here we have introduced the requirement that reachability is computable
for states in the attractor. In our algorithms, this will be used to compute
the BSCCs of the Markov chain. Observe that this condition is much
weaker than requiring decidable reachability for all pairs of states; in
particular, it only requires a correct yes/no answer to finitely many
questions.

The Limiting Average Expected Reward. Given a Markov chain
M = (S,P ), a reward function is a mapping f : S → R from states to
real numbers. Given a reward function f , we extend it to finite paths

by f(π) :=
∑|π|

i=0 f(π(i)), the “accumulated reward” for π. The average
expected reward in the first n steps starting from sinit is Esinit

n (f) :=
1

n+1

∑
π∈Πn

sinit

P(π)·f(π). We study the limiting average expected reward,

defined as Gsinit
(f) := limn→∞ Esinit

n (f), i.e., equivalently, Gsinit
(f) =

climn→∞
∑

π∈Πn
sinit

P(π)·f(π(n)). Intuitively, this quantity expresses the

average reward per step in the long run.
Throughout this paper, we assume f is computable and bounded,

meaning that ∃M.∀s ∈ S.|f(s)| ≤ M . Under this assumption, we show
in Lemma D.6 that the limiting average expected reward exists for all
Markov chains with a finite eager attractor.

We define the computation problem as follows.

Limiting-Average-Expected-Reward
Instance

• An effective Markov chain M = (S,P ) that has a finite eager
attractor A with parameter β and where it is decidable for all
states s, s′ ∈ A whether s |= ∃�s′.

• An initial state sinit .

• A computable reward function f : S → R bounded by M .

• An error tolerance ε ∈ R>0

Task Compute a number Gε
sinit

(f) ∈ R such that
|Gε

sinit
(f)−Gsinit

(f)| ≤ ε.

D.4 Overview of the Algorithms

In this section, we give intuitive descriptions of the algorithms which are
formally stated in the following sections. We start with a key theorem
that lists important properties of irreducible Markov chains with a finite
eager attractor.
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In order to state the theorem, we define the expected return time
relative to a state s as

ms :=

∞∑
i=1

i · P(s |=©�
=i−1{s}). (D.2)

The theorem relates the steady state distribution, the expected return
time, the expected residence time, and the limiting average expected
reward. Observe that the theorem only characterizes these quantities
without indicating how to compute them. The topic for the remainder
of this paper is to show that they can be approximated to arbitrary
precisions.

Theorem D.3 The following holds for an irreducible Markov chain
with a finite eager attractor.

(1) The linear equation system (D.1) has a unique solution;

(2) the solution is given by πs = 1/ms, for all s ∈ S;

(3) for all s, s′ ∈ S, πs = Res(s′, s);

(4) for any initial state sinit and any bounded reward function f ,
Gsinit

(f) =
∑

s′∈S πs′ · f(s′).

In particular, the expected residence time and the limiting average ex-
pected reward do not depend on the initial state. We thus simply write
G(f) instead of Gsinit

(f) when the Markov chain is irreducible and has
an eager attractor.

Proof. Take a state sA ∈ A. We first prove that the expected return
time for sA is finite. Once this is done, the claims will follow from classical
results. Consider the Markov chain M′ = (S′, P ′) which is identical to
M except we split sA into two states like in the following picture.

M M′

sAsA sB=⇒

Formally, we take S ′ = S ∪ {sB} where sB is a new state, and for all
s0, s1 ∈ S′,

P ′(s0, s1) =



1 if s0 = sA and s1 = sB;

0 if s0 = sA and s1 �= sB;

0 if s0 �= sA and s1 = sB;

P (sA, s1) if s0 = sB;

P (s0, s1) otherwise.
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Clearly, A′ := A ∪ {sB} is a finite eager attractor for M′, and

P(sA |=©�
≥n−1{sA}) = P ′(sB |=©�

≥n−1{sA})
= P ′(sB |= �

≥n{sA}),

where the second equality holds since sB �= sA.
Since we have a finite eager attractor, Theorem 6.1 of [3] with initial

state sB and final states F = {sA} implies that there is an α < 1 and a
constant c ∈ R>0 such that for all n ∈ N>0, P ′(sB |= �

≥n{sA}) ≤ cαn.
It follows that

∑∞
i=1 i · P(sA |= ©�

≥i−1{sA}) ≤ c ·∑∞
i=1 i · αi < ∞,

i.e., msA
(relative to M) is finite. Since the Markov chain is irreducible,

[23, Theorem 3.6.i, p. 81] implies that ms is finite for every s ∈ S. A
Markov chain where all expected return times are finite is called positive
recurrent .

Now, (1), (2), (3), and (4) follow from Theorem 3.18 (p. 111), the
second equality of equation (3.144) (p. 108), Theorem 3.17 (p. 109), and
Theorem 3.23 (p. 140) of [23], respectively. �

The Steady State Distribution. Algorithm 1 works in two steps.

1. It computes a finite set Rε of states such that∑
s∈S−Rε

πs <
ε

3
. (D.3)

We take Rε as the set of states reachable from some state in the
attractor in K steps, for sufficiently large K. Lemma D.4 shows
how to use the parameter β of the finite eager attractor to find K.
The steady state probability for states s outside Rε can thus be
approximated by πε

s = 0.

2. For each state s ∈ Rε, it computes an approximation πε
s such that∑

s∈Rε

|πε
s − πs| <

2ε

3
. (D.4)

We use forward path exploration to compute sufficiently many
summands of (D.2). This gives an approximation of ms. By apply-
ing Theorem D.3(2), we get an approximation πε

s of πs.

By combining (D.3) and (D.4), we see that the algorithm solves a more
general problem than the one defined in the previous section. It ap-
proximates the steady state distribution for all states, in the sense that∑

s∈S

|πε
s − πs| ≤ ε. (D.5)
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The Expected Residence Time. We show that the expected resi-
dence time for s when starting in sinit is 0 if s is not in a BSCC, while if
s ∈ Bi, it is the steady state probability of s with respect to the Markov
chain induced by Bi, weighted by the probability to reach Bi from sinit .
Here is an outline of Algorithm 3, which solves this problem.

1. Find the intersections A1, . . . , Ar of each BSCC of the Markov
chain with the attractor. This can be done due to our assumption
that s |= ∃�s′ is decidable for all s, s′ ∈ A.

2. For each BSCC Bi, apply the method of Algorithm 1 on the
Markov chain induced by Bi, to find a set Rε

i ⊆ Bi such that∑
s∈Bi−Rε

i
πs < ε.

3. If s ∈ Rε
i for some i, do the following. First use Algorithm 1 to

compute an approximation πε
s of πs in the Markov chain induced

by Bi. Then use Algorithm 2 to compute an approximation bε
i of

P(sinit |= �Bi). Finally, return bε
i · πε

s.

4. If s �∈ Rε
i for all i, return 0.

Remark. Observe that in step 3, computing an approximation bε
i of

P(sinit |= �Bi) can be done by a path exploration starting in sinit , since
the probability to reach A ∩ (B1 ∪ · · · ∪Br) is 1. This is similar to, but
not the same as, the result in [2]. In [2], the algorithm requires that
reachability is decidable for all pairs of states, while we only require
decidability in the attractor. �

The Limiting Average Expected Reward. First, we compute the
limiting average expected reward for irreducible Markov chains and then
we extend the algorithm to non-irreducible Markov chains. This is anal-
ogous to the expected residence time: we computed the steady state
distribution for irreducible Markov chains, and then extended it to the
expected residence time for non-irreducible Markov chains.

1. Algorithm 4 solves the problem under the assumption that M is
irreducible. Recall from Theorem D.3(4) that the limiting aver-
age expected reward does not depend on the initial state for such
Markov chains.

Given a reward function f , recall that f is bounded by M and
let ε1 = ε/M . First, the algorithm finds the set Rε1 and the ap-
proximation πε1

s for all s ∈ Rε1 as in Algorithm 1. Then, it returns∑
s∈Rε1 πε1

s · f(s).

2. Next, in Algorithm 5 we remove the assumption that M is irre-
ducible. For a BSCC Bi, we use G(i)(f) to denote the limiting
average expected reward of the induced Markov chain Mi.
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First, for each BSCC Bi, we compute an approximation bε
i of the

probability to reach Bi from sinit . Then, for each BSCC Bi, we
use Algorithm 4 to compute an approximation Gε

(i)(f) of G(i)(f).

Finally, we return
∑r

i=1 bε
i ·Gε

(i)(f).

D.5 The Steady State Distribution

In this section, we give an algorithm to solve Steady-State-
Distribution. We first show how to find the set Rε such that (D.3) is
satisfied and then how to compute the approximation πε

s so that (D.4)
holds.

Computing Rε. Take Rε as the set of states reachable in at most K
steps from some state in the attractor, for a sufficiently large K. If a run
contains a state s ∈ S − Rε, then the last K states before s cannot be
in A. Intuitively, such “long” sequences of states outside the attractor
occur “seldom” because the attractor is eager, and thus the steady state
probability for states outside Rε is “small”.

For all k ∈ N, let A≤k := {s ∈ S : ∃s′ ∈ A.s′ |= ∃�≤ks}. We define
A=k := A≤k − A≤k−1 (where A≤−1 = ∅), i.e., A=k consists of all states
that can be reached in k steps from some state in A but not in less than
k steps from any state in A. In particular, A≤0 = A=0 = A. Note that
A=k is finite for all k since the Markov chain is finitely branching and⋃∞

k=0 A=k = S.

Lemma D.4 Given an irreducible Markov chain that has a finite eager
attractor A with parameter β, we have

∑
s∈S−A≤K πs ≤ ε, for each ε > 0

and K ≥ log ε−2 log(1−β)
log β .

Proof. For any sinit ∈ A and k ≥ 1, we have by Theorem D.3(3)∑
s∈A=k

πs =
∑

s∈A=k

clim
n→∞P(sinit |=©=ns)

= clim
n→∞

∑
s∈A=k

P(sinit |=©=ns)

= clim
n→∞P(sinit |=©=nA=k).

where the sum and limit commute because the sum is finite. The runs
in (sinit |= ©=nA=k) visit A for sure in step 0 (since sinit ∈ A), they
may visit A in steps 1, . . . , n − k, but they cannot visit A in steps n −
k + 1, . . . , n (by the definition of A=k). Let i be the step in which A is
last visited before the nth step and let s′ ∈ A be the state visited at that
point. Graphically, any run in (sinit |=©=nA=k) looks as follows:
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sinit ∈ A s′ ∈ A A=k

0 ≤≤ i n− k n

We split into disjoint cases and sum over all possible values for s′ and i:

P(sinit |= ©=nA=k) ≤
n−k∑
i=0

∑
s′∈A

P(sinit |=©=is′) · P(s′ |=©(�≥n−iA))

≤
n−k∑
i=0

∑
s′∈A

P(sinit |=©=is′) · βn−i

≤
n−k∑
i=0

βn−i =
βk − βn+1

1− β
,

where β is the parameter of eagerness and the last inequality holds
because

∑
s′∈A P(sinit |= ©=is′) ≤ 1. Combining the two equations

above, we obtain

∑
s∈A=k

πs = clim
n→∞P(sinit |=©=nA=k) ≤ clim

n→∞
βk − βn+1

1− β
=

βk

1− β
.

In the last equality, we use the fact that the Cesàro limit equals the usual
limit if that exists. We now sum the above inequality over all k > K:

∑
s∈A>K

πs =
∞∑

k=K+1

∑
s∈A=k

πs ≤
∞∑

k=K+1

βk/(1 − β) =
βK+1

(1− β)2
≤ ε,

where the last inequality follows from the choice of K in the lemma
statement. �

Approximating πs for a state s ∈ Rε. For the case when s ∈ Rε, we
use Theorem D.3(2), and obtain πε

s by approximating ms. By definition,
the finite sum

∑N
i=1 i · P(s |= ©�

=i−1{s}) converges to ms as N tends
to infinity. Our algorithm computes this sum for a sufficiently large N .

The convergence rate is not known in advance, i.e., we do not know
beforehand how large N must be for a given ε. However, we observe
that 1− ε/3 ≤∑

s∈Rε πs ≤ 1, where the first inequality holds since (D.1)
and (D.3) are satisfied and the second inequality holds by (D.1). Since
our approximation of ms increases with N , the approximation of πs =
1/ms decreases with N . We can thus approximate πs for all s ∈ Rε

simultaneously, and terminate when the sum over s ∈ Rε of our approx-
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imations becomes less than 1 + ε/3. It is not guaranteed to reach 1 in
finite time.

Algorithm 1 – Steady-State-Distribution
Input
An effective irreducible Markov chain M = (S,P ), a finite eager
attractor A with parameter β, a state s ∈ S, and an error tolerance
ε ∈ R>0.
Return value
An approximation πε

s of πs such that |πε
s − πs| ≤ ε.

Constants
K :=

⌈
log(ε/3)−2 log(1−β)

log β

⌉
Rε := A≤K

Variables
n : N (initially set to 0)
{m′

s : R}s∈Rε (initially all are set to 0)

1. if s ∈ S −Rε return 0
2. repeat
3. for each s′ ∈ Rε

4. m′
s′ ← m′

s′ + P
(
s′ |=©(�=n−1s′)

)
· n

5. n ← n + 1
6. until

∑
s′∈Rε

1
m′

s′
≤ 1 + ε/3

7. return 1/m′
s

Notice that for a given m, both A≤m and P(s′ |= ©(�=ms′)) can be
computed: since the Markov chain is effective, we can just enumerate all
paths of length m starting from s.

We first show termination. As the number of iterations tends to infin-
ity, m′

s converges from below to ms by definition. Hence,
∑

s∈Rε 1/m′
s

converges from above to
∑

s∈Rε πs ≤ 1. Thus, the termination condition
on line 6 is satisfied after a finite number of iterations.

It remains to show that the return value is a correct approximation
of πs.

If s ∈ S−Rε, then (D.3) is satisfied by the choice of K and Lemma D.4.
Otherwise, by Lemma D.4 together with the choice of Rε, 1 − ε/3 ≤∑
s∈Rε πs. By the termination condition on line 6,

∑
s∈Rε

1
m′

s
≤ 1 + ε/3.

Combining these inequalities gives
∑

s∈Rε
1

m′
s
−∑

s∈Rε πs ≤ 2ε/3. Since

m′
s ≤ ms and πs = 1/ms, we have πs ≤ 1/m′

s, so∑
s∈Rε

∣∣∣∣ 1

m′
s

− πs

∣∣∣∣ =
∑
s∈Rε

(
1

m′
s

− πs

)
≤ 2ε

3
.

Thus, (D.4) and hence also (D.5) are satisfied. In other words, the algo-
rithm returns a value for πε

s such that the sum of errors over all states
does not exceed ε.
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D.6 The Expected Residence Time

We give an algorithm to approximate the expected residence time for
arbitrary Markov chains with finite eager attractors (not necessarily irre-
ducible). Throughout this section, we fix an effective Markov chain that
has a finite eager attractor A with parameter β and use the notation
from section D.2 (paragraph Bottom Strongly Connected Components).
For all s ∈ B′, let πs denote the steady state probability of s relative to
the Markov chain induced by the BSCC to which s belongs. We are now
ready to state a key lemma used in this section.

Lemma D.5 In a Markov chain with a finite eager attractor, for any
initial state sinit , the expected residence time Res(sinit , s) always exists
and satisfies

Res(sinit , s) =

{
P(sinit |= �Bi) · πs if s ∈ Bi;

0 if s �∈ B′.

Proof. For any N ≥ 0, we have

Res(sinit , s) = clim
n→∞P(sinit |=©=ns)

= clim
n→∞P(sinit |=©=ns|sinit |= �

≤NA′) · P(sinit |= �
≤NA′)

+ clim
n→∞P(sinit |=©=ns|sinit |= �

>NA′) · P(sinit |= �
>NA′)

+ clim
n→∞P(sinit |=©=ns|sinit |= �¬A′) · P(sinit |= �¬A′).

In this expression, the first term will be important. Denote it by
Res≤N (sinit , s). The third term equals zero by Lemma D.2(1).
Since the series

∑∞
i=0 P(sinit |= �

=iA′) converges, we must have
limN→∞P(sinit |= �

>NA′) = 0. Thus, for any ε > 0, there exists an N
such that

0 ≤ Res(sinit , s)− Res≤N (sinit , s) ≤ ε. (D.6)

We now prove the two cases of the lemma separately.

Case s �∈ B′. Then climn→∞P(sinit |= ©=ns|sinit |= �
≤NA′) = 0

because s can only be reached in the first N steps by runs in (sinit |=
�

≤NA′). Hence, Res≤N (sinit , s) = 0, and (D.6) reduces to

0 ≤ Res(sinit , s) ≤ ε.

Since this holds for all ε > 0, we must have Res(sinit , s) = 0.
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Case s ∈ Bi. Since P(sinit |= ©=ns|sinit |= �
≤NAj) = 0 if j �= i, we

have

Res≤N (sinit , s)

= clim
n→∞P(sinit |=©=ns|sinit |= �

≤NA′) · P(sinit |= �
≤NA′)

= clim
n→∞

N∑
k=0

∑
s′∈A′

P(sinit |=©=ns|sinit |= (¬A′) U=k s′)

· P(sinit |= (¬A′) U=k s′)

= clim
n→∞

N∑
k=0

∑
s′∈Ai

P(sinit |=©=ns|sinit |= (¬A′) U=k s′)

· P(sinit |= (¬A′) U=k s′). (D.7)

We now concentrate on the first factor inside the summations. For any
k ≥ 0 and s′ ∈ Ai, we have

clim
n→∞P(sinit |=©=ns|sinit |= (¬A′) U=k s′)

= lim
n→∞

1

n

n∑
m=1

P(sinit |=©=ms|sinit |= (¬A′) U=k s′)

= lim
n→∞

1

n

k∑
m=1

P(sinit |= (¬A′) U=m s) · P(s |= (¬A′) U=k−m s′)
P(sinit |= (¬A′) U=k s′)

+ lim
n→∞

1

n

n∑
m=k+1

P(sinit |= (¬A′) U=k s′) · P(s′ |=©=m−ks)

P(sinit |= (¬A′) U=k s′)

= clim
n→∞P(s′ |=©=n−ks) = Res(s′, s) = πs. (D.8)

Observe that in the second equality, the first term does not depend on
n. Therefore, it vanishes as n goes to infinity. The last equality follows
from Theorem D.3(3).

We combine (D.7) and (D.8) and obtain

Res≤N (sinit , s) = clim
n→∞

N∑
k=0

∑
s′∈Ai

πs · P(sinit |= (¬A′) U=k s′)

= πs · P(sinit |= �
≤NAi).

We combine this with (D.6) and obtain that for all ε > 0 there is an N
such that

0 ≤ Res(sinit , s)− πs · P(sinit |= �
≤NAi) ≤ ε.

Moreover, for any ε > 0 we can choose an N such that

0 ≤ P(sinit |= �Ai)− P(sinit |= �
≤NAi) ≤ ε.
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It follows that we must have

Res(sinit , s) = πs · P(sinit |= �Ai). �

This result indicates how our algorithm works. Roughly speaking, we
approximate the probability to reach each BSCC, we approximate πs if
s ∈ B′, and we return the product of these quantities.

The Probability to Reach a BSCC. We first give a path explo-
ration algorithm that approximates the probability to reach each BSCC.
Since we do not require that reachability is decidable, it is not possible
to check whether s ∈ Bi. However, it suffices to check whether s ∈ Ai,
which is possible since Ai is finite and can be computed explicitly. Note
that unlike the other algorithms, Algorithm 2 does not require that the
attractor is eager.

Algorithm 2 – Probability-to-Reach-BSCC
Input
An effective Markov chain M = (S,P ) with a finite attractor; the
intersections {A1, . . . , Ar} of the attractor with each BSCC, an initial
state sinit ∈ S, and an error threshold ε ∈ R>0.
Return value
Lower approximations bε

1, . . . , b
ε
r with bε

i ≤ P(sinit |= �Bi), such that∑r
i=1 |bε

i − P(sinit |= �Bi)| ≤ ε.
Variables

n : N (initially set to 0)
bε
1, . . . , b

ε
r : R (initially all are set to 0)

1. repeat
2. for i← 1 to r
3. bε

i ← bε
i + P(sinit |= �

=nAi)
4. n ← n + 1
5. until

∑r
i=1 bε

i ≥ 1− ε
6. return (bε

1, . . . , b
ε
r)

It is easy to see that the algorithm returns a correct value if it terminates:
each time the algorithm reaches line 4 (but has not yet executed it), for
all i : 1 ≤ i ≤ r,

bε
i = P(sinit |= �

≤nAi) ≤ P(sinit |= �Ai) = P(sinit |= �Bi),

where the last equality follows from Lemma D.2(2). Therefore, the ter-
mination condition guarantees that

r∑
i=1

|bε
i − P(sinit |= �Bi)| ≤ ε.
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It remains to show that the algorithm actually termi-
nates. By Lemma D.2(1), almost all runs reach A′, so∑∞

n=0 P(sinit |= �
=nA′) = P(sinit |= �A′) = 1. By the definition of a

convergent sum, there is an N such that
∑N

n=0 P(sinit |= �
=nA′) ≥ 1−ε,

and hence the algorithm terminates.

The Expected Residence Time. We are now ready to state the
algorithm.

Algorithm 3 – Expected-Residence-Time
Input
An effective Markov chain M = (S,P ), a finite eager attractor A
with parameter β, an initial state sinit ∈ S, a state s ∈ S, and an
error tolerance ε ∈ R>0.
Return value
An approximation Res ε(sinit , s) of Res(sinit , s) such that
|Resε(sinit , s)− Res(sinit , s)| ≤ ε.

1. Compute the BSCCs A1, . . . , Ar of the finite graph (A,E) where
(s′, s′′) ∈ E iff s′ |= ∃�s′′

2. ε1 ← ε/(4r)
3. ε2 ← 3ε/(4r)
4. for i← 1 . . . r
5. Use the method of Algorithm 1 to compute a set Rε2

i for the
Markov chain induced by Bi such that

∑
s′∈Bi−R

ε2
i

πs′ ≤ ε2/3.

6. if s ∈ Rε2
i

7. Use the method of Algorithm 1 to compute approximations
πε2

s′ for all πs′ where s′ ∈ Rε2
i in the Markov chain induced

by Bi, such that
∑

s′∈R
ε2
i
|πε2

s′ − πs′ | ≤ 2ε2/3.

8. Use Algorithm 2 to compute approximations bε1
j of

P(sinit |= �Bj) for all j, such that∑r
j=1 |bε1

j − P(sinit |= �Bj)| ≤ ε1.
9. return Res ε(sinit , s) = bε1

i · πε2
s

10.return Res ε(sinit , s) = 0

Similarly to the previous section, we give a slightly stronger result than
required. In fact, Algorithm 3 approximates the expected residence time
for all states simultaneously, in the sense that

∑
s∈S

|Resε(sinit , s)− Res(sinit , s)| ≤ ε. (D.9)
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For any i : 1 ≤ i ≤ r, Lemma D.5 implies∑
s∈R

ε2
i

|Res ε(sinit , s)− Res(sinit , s)|

=
∑

s∈R
ε2
i

|bε1
i · πε2

s − P(sinit |= �Bi) · πs|

=
∑

s∈R
ε2
i

|bε1
i · (πε2

s − πs) + (bε1
i − P(sinit |= �Bi)) · πs|

≤
∑

s∈R
ε2
i

|πε2
s − πs|+ |bε1

i − P(sinit |= �Bi)|

≤ 2ε2/3 + ε1 = 3ε/(4r).

Hence, ∑
s∈R

ε2
1 ∪···∪R

ε2
r

|Resε(sinit , s)− Res(sinit , s)| ≤ 3ε/4.

Moreover, by the condition on line 5 of the algorithm, we have∑
s∈B′−(R

ε2
1 ∪···∪R

ε2
r )

|Resε(sinit , s)− Res(sinit , s)| ≤ ε/4.

For states s ∈ S − B ′, the error in the approximation is 0, and hence
(D.9) follows.

Remark. In Algorithm 2, we can replace Ai by any subset of Bi, since
each state of Bi is reached with probability 1 if Bi is reached. (This holds
because the attractor is almost certainly reached infinitely often, and
each state is reachable from the attractor with some positive probability.)
The larger this set is, the faster Algorithm 2 will converge. In our case,
we have already computed the set Rε

i for some i. Since it satisfies Ai ⊆
Rε

i ⊆ Bi, we can re-use it here instead of Ai. �

D.7 Limiting Average Expected Reward

In this section, we show how to compute arbitrarily close approximations
of the limiting average expected reward for a Markov chain with a finite
eager attractor and a given initial state.

First, Algorithm 4 relies on Theorem D.3(4) to compute the limiting
average expected reward for an irreducible Markov chain. Recall that
the limiting average expected reward in an irreducible Markov chain is
independent of the initial state.
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Then, Algorithm 5 combines outputs from Algorithm 2 and Algo-
rithm 4 in order to approximate the limiting average expected reward
in a non-irreducible Markov chain.

Algorithm 4 –
Limiting-Average-Expected-Reward–Irreducible
Input
An effective irreducible Markov chain M = (S,P ), a finite eager
attractor A with parameter β, a computable reward function f
bounded by M , and an error tolerance ε ∈ R>0.
Return value
An approximation Gε(f) of G(f) such that |Gε(f)−G(f)| ≤ ε.

1. ε1 ← ε/M
2. Use methods from Algorithm 1 to compute the set Rε1 and the

approximations {πε1
s }s∈Rε1 such that

∑
s∈S−Rε1 πs < ε1/3 and∑

s∈Rε1 |πε1
s − πs| < (2ε1)/3.

3. return
∑

s∈Rε1 πε1
s · f(s)

We now show correctness. By applying Theorem D.3(4), the triangle
inequality, and (D.5), we see that the error in the approximation is

∣∣∣∣∣ ∑
s∈Rε1

πε1
s · f(s)−G(f)

∣∣∣∣∣ =

∣∣∣∣∣ ∑
s∈Rε1

(πε1
s − πs) · f(s)−

∑
s∈S−Rε1

πs · f(s)

∣∣∣∣∣
≤

∑
s∈Rε1

|πε1
s − πs| ·M +

∑
s∈S−Rε1

πs ·M

≤ 2ε1

3
·M +

ε1

3
·M = ε.

Non-irreducible Markov Chains. Given a Markov chain with a
finite eager attractor and a reward function f , recall that for a BSCC
Bi, G(i)(f) denotes the limiting average expected reward of the induced
Markov chain Mi.

The following lemma is used analogously to the way Lemma D.5 was
used in Section D.6.

Lemma D.6 For any Markov chain with a finite eager attractor, for
any initial state sinit and any bounded reward function f , Gsinit

(f) al-
ways exists and satisfies

Gsinit
(f) =

r∑
i=1

P(sinit |= �Bi) ·G(i)(f).
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Proof. The proof is similar to the proof of Lemma D.5. For any N > 0,

Gsinit
(f) = lim

n→∞Esinit

n (f)

= lim
n→∞Esinit

n (f |sinit |= �
≤NA′) · P(sinit |= �

≤NA′)

+ lim
n→∞Esinit

n (f |sinit |= �
>NA′) · P(sinit |= �

>NA′)

+ lim
n→∞Esinit

n (f |sinit |= �¬A′) · P(sinit |= �¬A′).

The first equality holds by definition and the second by basic probability
theory. The third term equals zero by Lemma D.2(1). For any ε > 0,
there is an N big enough that the absolute value of the second term is
less than ε, and hence

ε ≥
∣∣∣Gsinit

(f) − lim
n→∞

Esinit

n (f |sinit |= �
≤NA′) · P(sinit |= �

≤NA′)
∣∣∣

=

∣∣∣∣∣Gsinit
(f) −

r∑
i=1

(
lim

n→∞
Esinit

n (f |sinit |= �
≤NAi)

)
· P(sinit |= �

≤NAi)

∣∣∣∣∣ .

(D.10)

We will now prove that the factor containing the limit equals G(i)(f).
We first expand it:

lim
n→∞Esinit

n (f |sinit |= �
≤NAi)

=
∑

si∈Ai

N∑
k=0

lim
n→∞Esinit

n (f |sinit |= (¬Ai) U=k si)

· P(sinit |= (¬Ai) U=k si|sinit |= �
≤NAi). (D.11)

For all 1 ≤ i ≤ r, si ∈ Ai, and 0 ≤ k ≤ n, unwinding the definition of
Esinit

n (f), we obtain

Esinit

n (f |sinit |= (¬Ai) U=k si)

=

1
n+1 ·

∑
π∈Πk

sinit ,si
(Ai)

∑
π′∈Πn−k

si
(f(π)− f(si) + f(π′)) · P (π) · P (π′)

P(sinit |= (¬Ai) U=k si)

=

1
n+1 ·

∑
π∈Πk

sinit ,si
(Ai)

(f(π)− f(si)) · P (π) · ∑
π′∈Πn−k

si
P (π′)

P(sinit |= (¬Ai) U=k si)

+

1
n+1 ·

∑
π∈Πk

sinit ,si
(Ai)

P (π) · ∑
π′∈Πn−k

si
f(π′) · P (π′)

P(sinit |= (¬Ai) U=k si)
.

The first term vanishes as n tends to infinity since 1
n+1 tends to zero,

the denominator and the first sum are constant, and the second sum is
bounded by 1. In the second term, observe that by definition we have
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P(sinit |= (¬Ai) U=k si) =
∑

π∈Πk
sinit ,si

(Ai)
P (π). Thus, by simplifying,

we get

lim
n→∞Esinit

n (f |sinit |= (¬Ai) U=k si) = lim
n→∞

1

n + 1

∑
π′∈Πn−k

si

f(π′) · P (π′)

= lim
n→∞

1

n + 1 + k

∑
π′∈Πn

si

f(π′) · P (π′)

= G(i)(f).

We substitute this into (D.11) and obtain

lim
n→∞Esinit

n (f |sinit |= �
≤NAi)

= G(i)(f) ·
∑

si∈Ai

N∑
k=0

P(sinit |= (¬Ai) U=k si|sinit |= �
≤NAi) = G(i)(f).

By substituting this into (D.10), we get that for any ε there is an N big
enough that

ε ≥
∣∣∣∣∣Gsinit

(f)−
r∑

i=0

G(i)(f) · P(sinit |= �
≤NAi)

∣∣∣∣∣ .
The claim now follows since, by taking N big, we can make P(sinit |=
�

≤NAi) arbitrarily close to P(sinit |= �Ai), which equals P(sinit |=
�Bi) by Lemma D.2(2). �

Remark. Once Lemma D.6 is proved, it can be used to obtain a shorter
proof of Lemma D.5. Given a state s ∈ S, define the reward function
f : S → R by

f(s′) =

{
1 if s′ = s;

0 otherwise.

By unwinding the definitions, it is straightforward to verify that

• G(i)(f) = Res(s, s) = πs if s ∈ Bi (the second equality follows
from Theorem D.3(3)),

• G(i)(f) = 0 if s �∈ Bi, and

• Res(sinit , s) = Gsinit
(f).

The claim of Lemma D.5 now follows from Lemma D.6. �

190



The algorithm approximates P(sinit |= �Bi) and G(i)(f) for all
BSCCs. Then it returns the sum over all BSCCs of the products of
these approximations.

Algorithm 5 –
Limiting-Average-Expected-Reward
Input
An effective Markov chain M = (S,P ), a finite eager attractor A
with parameter β, a computable reward function f bounded by M ,
an initial state sinit , and an error tolerance ε ∈ R>0.
Return value
An approximation Gε

sinit
(f) of Gsinit

(f) such that |Gε
sinit

(f) −
Gsinit

(f)| ≤ ε.

1. Compute the BSCCs A1, . . . , Ar of the finite graph (A,E) where
(s, s′) ∈ E iff s |= ∃�s′

2. ε1 ← ε/(2r); ε2 ← ε/(2M)
3. for i← 1 to r
4. Use Algorithm 4 to compute an approximation Gε1

(i)(f) of

G(i)(f), such that |Gε1
(i)(f)−G(i)(f)| ≤ ε1

5. Use Algorithm 2 to compute lower approximations bε2
1 , . . . , bε2

r ,
with bε2

i ≤ P(sinit |= �Bi), such that∑r
j=1 |bε2

j − P(sinit |= �Bj)| ≤ ε2

6. return
∑r

i=1 bε2
i ·Gε1

(i)
(f)

By applying Lemma D.6 and the triangle inequality, we see that the
error in the approximation is

∣∣∣∣∣
r∑

i=1

bε2
i ·Gε1

(i)(f)−Gsinit
(f)

∣∣∣∣∣
=

∣∣∣∣∣
r∑

i=1

bε2
i ·Gε1

(i)(f)−P(sinit |= �Bi) ·G(i)(f)

∣∣∣∣∣
=

∣∣∣∣∣
r∑

i=1

bε2
i · (Gε1

(i)(f)−G(i)(f)) + (bε2
i − P(sinit |= �Bi)) ·G(i)(f)

∣∣∣∣∣
≤

(
max
1≤i≤r

bε2
i

)
·

r∑
i=1

|Gε1
(i)(f)−G(i)(f)|

+

(
max
1≤i≤r

G(i)(f)

)
·

r∑
i=1

|bε2
i − P(sinit |= �Bi)|

≤ 1 · r · ε1 + M · ε2 = ε/2 + ε/2 = ε.
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D.8 Conclusions and Future Work

We have shown that, for Markov chains with an eager finite attractor,
the expected residence time and the limiting average expected reward
with respect to bounded reward functions exist, and that those quanti-
ties can be effectively approximated by path exploration schemes. Since
these only require reachability information inside the finite attractor,
they are applicable even to some systems where general reachability is
undecidable.

One direction for future work is to further weaken the required pre-
conditions, in order to handle larger classes of systems. For example,
the finiteness condition of the attractor can possibly be replaced by a
weaker condition that symbolic representations of sufficiently likely parts
of some infinite attractor can be effectively constructed. Another pos-
sible extension is to study systems with finite attractors which satisfy
only weaker probability bounds on avoiding the attractor for n steps,
rather than the exponential bound in our eagerness condition.
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Abstract

We consider turn-based stochastic games on infinite graphs induced by
game probabilistic lossy channel systems (GPLCS), the game version
of probabilistic lossy channel systems (PLCS). We study games with
Büchi (repeated reachability) objectives and almost-sure winning condi-
tion. Under the condition that the players are limited to finite-memory
strategies, a symbolic representation of the set of winning states for each
player can be effectively constructed. Thus, finite-memory turn-based
stochastic games on GPLCS are decidable. This generalizes a decidabil-
ity result on finite-memory schedulers for PLCS-induced Markov deci-
sion processes in [7]. Our scheme can be adapted to GPLCS with simple
reachability objectives.

E.1 Introduction
Background. It is natural to model a reactive system as a 2-player
game between the “controller” or player 0, who makes nondeterministic
choices of the system, and the “environment” or player 1, who provides
malicious inputs to the system. In this model, each state belongs to one
of the players, who selects an outgoing transition that determines the
next state. Starting in some initial state, the players jointly construct an
infinite sequence of states called a run. The winning condition is specified
as a predicate on runs. Verifying properties of the system corresponds
to finding the winner of the game, where the winning condition depends
on the property to check.

Systems that have a probabilistic component give rise to stochastic
games. These are games where some states belong to “player random”,
who selects the next state according to a pre-defined probability dis-
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tribution. Randomness is useful to model stochastic loss of information
such as unreliable communication, as well as randomized algorithms.

Previous work on stochastic games has mostly focused on finite-state
systems (see, e.g., [22, 13, 14, 11]). However, many systems can only be
faithfully modeled using infinitely many states. A lot of recent research
has therefore been concerned with probabilistic infinite-state models.
Probabilistic versions of lossy channel systems [8, 5] and pushdown au-
tomata [16, 17] use unbounded queues and stacks, respectively. Prob-
abilistic Petri nets [3] model systems with an unbounded number of
processes which run in parallel. The recently introduced noisy Turing
machines [6] model computer memories subject to stochastic errors.

We consider infinite-state stochastic games induced by lossy channel
systems (LCS) [1, 7, 21]. LCS consist of finite-state control parts and
unbounded channels (queues), i.e., automata where transitions are la-
beled by send and receive operations. They can model communication
protocols such as the sliding window protocol and HDLC [4], where the
communication medium is unreliable. In this paper, we introduce game
probabilistic LCS (GPLCS). GPLCS are probabilistic in the sense that
the channels may randomly lose messages; and they are games in the
sense that the next transition in the control part is selected by one of the
players, depending on the current state. We can use player 0 to model
nondeterminism in a communication protocol and player 1 to model a
malicious cracker trying to break the protocol.

We consider Büchi (repeated reachability) objectives with almost-sure
winning conditions. In other words, the goal for player 0 is to guarantee
that with probability one, a given set of target states is visited infinitely
many times. In the example of the malicious cracker, this corresponds
to checking that the system can respond in such a way that it always
eventually returns to a “ready state” with probability 1, no matter how
the cracker acts.

We restrict player 1 to use only finite-memory strategies. A finite-
memory strategy selects the next successor based on the current state
and some bounded amount of information that depends on the history
of the run. Intuitively, the restriction to finite-memory strategies for
player 1 reflects that the malicious cracker does not have unbounded
resources.

Related Work. Previous work on LCS considers several types of non-
deterministic [18, 4] and probabilistic systems (Markov chains) [20, 1,
21], as well as Markov decision processes [7] and non-stochastic games [2].
Of these, the work closest related to ours is [7]. The work in [7] concerns
LCS where messages are lost probabilistically and control transitions
are taken nondeterministically. In other words, the model of [7] is a spe-
cial case of our model in the sense that the game is restricted to only
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one player. Thus, we generalize the decidability result on finite-memory
schedulers (strategies) for PLCS-induced Markov decision processes re-
ported in [7].

Stochastic games on infinite-state probabilistic recursive systems are
studied in [16, 17]. However, recursive systems are incomparable to the
GPLCS model considered in this paper.

In [2], a model similar to ours is studied. It differs in that the system
is not probabilistic, and instead one of the players controls message
losses. For this model, [2] proves that safety games are decidable and
parity games (which generalize of Büchi games) are undecidable.

Two-player concurrent (but non-stochastic) games with infinite state
spaces are studied in [15]. Concurrency means that the two players in-
dependently and simultaneously select actions, and the next state is
determined by the combination of the actions and the current state. [15]
describes schemes for computing winning sets and strategies for Büchi
games (as well as reachability games and some more general games).
The article characterizes classes of games where the schemes terminate,
based on properties of certain equivalence relations on states. However,
this approach does not work for GPLCS (not even for non-probabilistic
LCS), since LCS do not satisfy the necessary preconditions. Unlike the
process classes studied in [15], LCS do not have a finite index w.r.t. the
equivalences considered in [15].

In [24], a scheme is given to solve non-stochastic parity games on
infinite state spaces of arbitrary cardinality. The parity condition is
more general than the Büchi condition, so the scheme applies to Büchi
games too. However, stochastic games are not considered. In fact, if our
scheme is instantiated on the special case of non-stochastic Büchi games,
it will coincide with the scheme in [24]. Also, the paper does not suggest
any class of infinite-state systems for which termination is guaranteed.

Contribution. We prove that if player 1 is restricted to use finite-
memory strategies, then the almost-sure Büchi-GPLCS problem is de-
cidable: we can compute representations of the winning sets and winning
strategies for both players. The winning strategies are pure memoryless,
i.e., the next state depends only on the current state and is not selected
probabilistically. Our result generalizes the decidability result for finite-
memory schedulers in PLCS-induced MDP (i.e., 1-player games) in [7].
Our method also extends to simple reachability games.

We now give an overview of our method. First, we give a scheme to
compute the winning sets in simple reachability games, where the goal
of player 0 is to reach a target set with a positive probability. (Note
that this differs from almost-sure reachability.) The scheme is based on
backward reachability. We prove that the scheme terminates for GPLCS,
show how to instantiate it for GPLCS, and prove its correctness.
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Next, we give a scheme to construct the winning sets in almost-
sure Büchi-GPLCS where player 1 is restricted to use finite-memory
strategies, using the scheme for reachability games as a subroutine. The
scheme constructs bigger and bigger sets winning for player 1, denoted
X0 ⊆ X1 ⊆ · · · . The set X0 is empty and X1 consists of those states
where player 1 can force the game to never reach the target set, with
a positive probability. For i ≥ 1, Xi+1 consists of three parts. The first
part is just Xi, where player 1 wins by induction hypothesis. The sec-
ond part does not include any target states, and player 0 can choose
between two ways to lose. Either the game stays in the second part and
thus never reaches the target set, or the game reaches Xi and loses by
induction hypothesis. The third part consists of those states from which
player 1 can force the game with a positive probability to the first or
second part.

We prove that this scheme terminates for GPLCS (i.e., ∃i.Xi = Xi+1).
We instantiate the scheme for GPLCS using regular state languages to
represent the infinite sets. Then we prove that player 1 wins when the
game starts in

⋃
i∈N

Xi, and that player 0 wins otherwise.

Outline. In Section E.2, we give preliminary definitions of stochastic
games. In Section E.3, we describe GPLCS and show how they induce an
infinite-state stochastic game. In Section E.4, we show how to construct
the winning sets in simple reachability games on GPLCS. In Section E.5,
we show how to construct the winning sets in Büchi games on GPLCS.
All proofs are in the appendix; however, the intuitions are given in the
main text.

E.2 Preliminaries

We use R, N for the real and natural numbers. If X is a set then X ∗ and
Xω denote the sets of finite and infinite sequences over X, respectively.
The empty word is denoted by ε. For partial functions f, g : X ⇀ Y
which have the same value when both are defined, we use f ∪g to denote
the smallest function that extends both f and g.

A probability distribution on a countable set X is a function
f : X → [0, 1] such that

∑
x∈X f(x) = 1. We will sometimes need to

pick an arbitrary element from a set. To simplify the exposition, we let
select(X) denote an arbitrary but fixed element of the nonempty set X.

Turn-Based Stochastic Games. A turn-based stochastic game (or
a game for short) is a tuple G = (S, S0, S1, SR,−→, P ) where:

• S is a countable set of states, partitioned into the pairwise disjoint
sets of random states SR, states S0 of player 0, and states S1 of
player 1.

202



• −→ ⊆ S × S is the transition relation. We write s−→s′ to denote
that (s, s′) ∈ −→. Let Post(s) := {s′ : s−→s′} denote the set of
successors of s and extend it to sets Q ⊆ S of states by Post(Q) :=⋃

s∈Q Post(s). We assume that games are deadlock-free, i.e., each
state has at least one successor (∀s ∈ S.Post(s) �= ∅).

• The probability function P : SR × S → [0, 1] satisfies
both ∀s ∈ SR.∀s′ ∈ S.(P (s, s′) > 0 ⇐⇒ s−→s′) and
∀s ∈ SR.

∑
s′∈S P (s, s′) = 1. Note that for any given state s ∈ SR,

P (s, ·) is a probability distribution over Post(s).

For any set Q ⊆ S of states, we let Q := S −Q denote its complement.
We define [Q]R := Q∩ SR, [Q]0 := Q∩ S0, [Q]1 := Q∩ S1, and [Q]01 :=
Q ∩ (S0 ∪ S1).

A run ρ in a game is an infinite sequence s0s1 · · · of states s.t.
si−→si+1 for all i ≥ 0. We use ρ(i) to denote si. A path π is a finite
sequence s0 · · · sn of states s.t. si−→si+1 for all i : 0 ≤ i < n. For any
Q ⊆ S, we use ΠQ to denote the set of paths that end in some state in Q.

Informally, the two players 0 and 1 construct an infinite run s0s1 · · · ,
starting in some initial state s0 ∈ S. The state si+1 is chosen as a succes-
sor of si. Player 0 chooses the successor si+1 if si ∈ S0, player 1 chooses
si+1 if si ∈ S1, and the successor si+1 is chosen randomly according to
the probability distribution P (si, ·) if si ∈ SR.

Strategies. For σ ∈ {0, 1}, a strategy of player σ is a partial function
fσ : ΠSσ ⇀ S s.t. sn−→fσ(s0 · · · sn) if fσ is defined. The strategy f σ

prescribes for player σ the next move, given the current prefix of the
run. We say that fσ is total if it is defined for every π ∈ ΠSσ .

A strategy fσ of player σ is memoryless if the next state only depends
on the current state and not on the previous history of the game, i.e., for
any path s0 · · · sk ∈ ΠSσ , we have fσ(s0 · · · sk) = fσ(sk). A memoryless
strategy of player σ can be regarded simply as a function f σ : Sσ ⇀ S,
such that s−→fσ(s) whenever fσ is defined.

Informally, a finite-memory strategy updates a finite memory each
time a transition is taken, and the next state depends only on the current
state and the current memory. We define a memory structure for player σ
as a quadruple M = (M,m0, τ , µ) satisfying the following properties.
The nonempty set M is called the memory and m0 ∈ M is the initial
memory configuration. For a current memory configuration and a current
state, the next state is given by τ : Sσ×M → S, where s−→τ (s,m). The
next memory configuration is given by µ : S×M → M . We extend µ to
paths by µ(ε,m) = m and µ(s0 · · · sn,m) = µ(sn, µ(s0 · · · sn−1,m)).
The total strategy stratM : ΠSσ → S induced by M is given by
stratM(s0 · · · sn) := τ (sn, µ(s0 · · · sn,m0)). A total strategy fσ is said to
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have finite memory if there is a memory structure M = (M,m0, τ , µ)
where M is finite and fσ = stratM .

Probability Measures. We recall the definition of the probability
measures for a set of runs [9]. First, we define the measure for total strate-
gies, and then extend it to general (partial) strategies. We let Ωs = sSω

denote the set of all infinite sequences of states starting from s. Consider
a game G = (S, S0, S1, SR,−→, P ), an initial state s, and total strategies
f0 and f 1 of player 0 and 1. For a measurable set R ⊆ Ωs, we define
Ps

f0,f1(R) to be the probability measure of R under the strategies f 0, f1.

It is well-known that this measure is well-defined [9]. When the state s
is known from context, we drop the superscript and write Pf0,f1(R). For
(partial) strategies f 0 and f 1 of player 0 and 1, ∼ ∈ {<,≤,=,≥, >}, and
any measurable set R ⊆ Ωs, we define Ps

f0,f1(R) ∼ x iff Ps
g0,g1(R) ∼ x

for all total strategies g0 and g1 which are extensions of f 0 resp. f 1. For
a single strategy fσ of player σ, we define Ps

fσ(R) ∼ x iff Ps
f0,f1(R) ∼ x

for all strategies f 1−σ of player (1− σ). If Pf0,f1(R) = 1, then we say
that R happens almost surely under the strategies f 0, f1.

We assume familiarity with the syntax and semantics of the temporal
logic CTL∗ (see, e.g., [12]). Formulas are interpreted on the structure
(S,−→). We use (s |= ϕ) to denote the set of runs starting in s that sat-
isfy the CTL∗ path-formula ϕ. We use Pf0,f1(s |= ϕ) to denote the mea-
sure of (s |= ϕ) under strategies f 0, f1. This set is measurable by [23].

Traps. For a player σ ∈ {0, 1} and a set Q ⊆ S of states, we say that
Q is a σ-trap if player (1− σ) has a strategy that forces all runs to stay
inside Q. Formally, all successors of states in [Q]σ ∪ [Q]R are in Q and
every state in [Q]1−σ has some successor in Q.

Winning Conditions. Our main result considers Büchi objectives:
player 0 wants to visit a given set F ⊆ S infinitely many times. We
consider games with almost-sure winning condition. More precisely,
given initial state s ∈ S, we want to check whether player 0 has a
strategy f 0 such that for all strategies f 1 of player 1, it is the case that
Pf0,f1(s |= ��F ) = 1.

Determinacy and Solvability. A game is said to be determined if,
from every state, one of the players has a strategy that wins against all
strategies of the opponent. Notice that determinacy implies that there
is a partitioning W 0,W 1 of S, such that players 0 and 1 have winning
strategies from W 0 and W 1, respectively. A game is memoryless deter-
mined if it is determined and there are winning strategies which are
memoryless. By solving a determined game, we mean giving an algo-
rithm to check, for any state s ∈ S, whether s ∈ W 0 or s ∈ W 1.
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E.3 Game Probabilistic Lossy Channel Systems
(GPLCS)

A lossy channel system (LCS) [4] is a finite state automaton equipped
with a finite number of unbounded fifo channels (queues). The
system is lossy in the sense that, before and after a transition, an
arbitrary number of messages may be lost from the channels. We
consider game probabilistic LCS (GPLCS): each individual message
is lost independently with probability λ in every step, where λ > 0
is a parameter of the system. The set of states is partitioned into
states belonging to player 0 and 1. The player who owns the current
control-state chooses an enabled outgoing transition. The players have
conflicting goals: player 0 wants to reach a given set of states infinitely
often, and player 1 wants to visit it at most finitely many times.

Formally, a GPLCS is a tuple L =
(
S, S0, S1, C, M, T, λ

)
where S is

a finite set of control-states partitioned into states S0, S1 of player 0
and 1; C is a finite set of channels, M is a finite set called the message
alphabet , T is a set of transitions, and 0 < λ < 1 is the loss rate. Each

transition t ∈ T is of the form s
op−→ s′, where s, s′ ∈ S and op is one

of c!m (send message m ∈ M in channel c ∈ C), c?m (receive message m

from channel c), or nop (do not modify the channels).
A GPLCS L =

(
S, S0, S1, C, M, T, λ

)
induces a game

G = (S, S0, S1, SR,−→, P ), where S = S × (M∗)C × {0, 1}.
That is, each state in the game consists of a control-state, a function
that assigns a finite word over the message alphabet to each channel,
and one of the symbols 0 or 1. States where the last symbol is 0 are
random: SR = S × (M∗)C × {0}. The other states belong to a player
according to the control-state: Sσ = Sσ × (M∗)C × {1}. Transitions out
of states of the form s = (s, x, 1) model transitions in T leaving state s.
On the other hand, transitions leaving states of the form s = (s, x, 0)
model message losses.

If s = (s, x, 1), s′ = (s′, x′, 0) ∈ S, then there is a transition s−→s′ in
the game iff one of the following holds:

• s
nop−→ s′ and x = x′;

• s
c!m−→ s′, x′(c) = x(c)m, and for all c′ ∈ C− {c}, x′(c′) = x(c′);

• s
c?m−→ s′, x(c) = mx′(c), and for all c′ ∈ C− {c}, x′(c′) = x(c′).

Every state on the form (s, x, 1) has at least one successor, namely
(s, x, 0). If a state (s, x, 0) does not have successors according to the
rules above, then we add a transition (s, x, 0)−→(s, x, 1), to avoid dead-
locks. Intuitively, this means that the run stays in the same control state
and only loses messages.
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To model message losses, we introduce the subword ordering � on
words: x � y iff x is a word obtained by removing zero or more messages
from arbitrary positions of y. This is extended to channel states x, x′ :
C → M∗ by x � x′ iff x(c) � x′(c) for all channels c ∈ C, and to game
states s = (s, x, i), s′ = (s′, x′, i′) ∈ S by s � s′ iff s = s′, x � x′, and
i = i′. For any s = (s, x, 0) and any x′ such that x′ � x, there is a
transition s−→(s, x′, 1). The probability of random transitions is given
by P ((s, x, 0), (s, x′, 1)) = a ·λb · (1−λ)c, where a is the number of ways
to obtain x′ by losing messages in x, b is the total number of messages
lost in all channels, and c is the total number of messages in all channels
of x′. See [5] for details.

Observe that the game is bipartite: every transition goes from a player
state to a probabilistic state or the other way around, i.e., −→ ⊆ ((S0 ∪
S1)× SR) ∪ (SR × (S0 ∪ S1))

Problem Statement. We study the problem Büchi-GPLCS, de-
fined as follows. The game graph is induced by a GPLCS; and we con-
sider almost-sure Büchi objective (player 0 wants to ensure that a given
target set is visited infinitely often with probability one). We assume
player 1 is restricted to finite-memory strategies.

E.4 Reachability Games on GPLCS

In this section we consider the Reach-GPLCS problem. This problem
differs from Büchi-GPLCS in two aspects: the winning condition is sim-
ple reachability rather than a Büchi condition; and we ask about winning
with a positive probability rather than winning with probability one. We
give a scheme for characterizing sets of states from which a player can,
with a positive probability, force the game into a given set of states
(while preserving a certain invariant). We will instantiate the scheme
to solve Reach-GPLCS. We do this by first showing that the scheme
always terminates for GPLCS, and then giving a symbolic representa-
tion based on regular languages for the winning sets. Finally, we show
correctness of the construction by describing the winning strategies. In
fact, we show that if a player can win, then a memoryless strategy is
sufficient to win.

Scheme. Fix a game G = (S, S0, S1, SR,−→, P ) and two sets of states
F, I ⊆ S, called the target and invariant sets, respectively. For a player
σ ∈ {0, 1}, we give a scheme for constructing the set Forceσ(I, F ) of
states where player σ can, with a positive probability, force the run to
eventually reach F , while also preserving the property that the run will
always remain within I (i.e., states outside I are not visited before F ).

The idea of the scheme is to perform backward reachability analysis
using the basic operations Preσ and P̃re

σ
, defined as follows. Given σ ∈
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{0, 1, R} and a set Q ⊆ S of states, let Preσ(Q) := {s ∈ Sσ : ∃s′ ∈
Q.s−→s′} denote the set of states of player σ where it is possible to go

to Q in the next step. Define P̃re
σ
(Q) := Sσ − Preσ(Q) to be the set of

states where player σ cannot avoid going to Q in the next step.
The construction is inductive. For σ ∈ {0, 1}, we define two sequences

{Di}i∈N : D0 ⊆ D1 ⊆ · · · and {Ei}i∈N : E0 ⊆ E1 ⊆ · · · of sets of states
as follows:

D0 :=[F ]R∩I E0 :=[F ]01∩I

Di+1 :=
(
Di ∪ PreR(Ei)

)
∩I Ei+1 :=

(
Ei ∪ Preσ(Di) ∪ P̃re

1−σ
(Di)

)
∩I

We let Forceσ(I, F ) :=
⋃

i≥0 Di ∪ Ei. Intuitively, the set Di contains

those states in SR from which player σ can force the game to F with
positive probability (while remaining in I) within i steps. The set Ei

contains the states in S0 ∪ S1 satisfying the same property.
In the sequel, we use Forceσ(F ) to denote Forceσ(S,F ), i.e., we do not

mention I in case it is equal to S. We define forceσ(F ) analogously.
Below, we instantiate the above described scheme for GPLCS. In the

rest of this section, we consider the game G = (S, S0, S1, SR,−→, P )
induced by a GPLCS L =

(
S, S0, S1, C, M, T, λ

)
.

Termination. We recall from [19] that the relation � is a well-quasi-
ordering , i.e., for each infinite sequence w0, w1, w2, . . . of words over M,
there are j < k such that wj � wk. A set U ⊆ M∗ is said to be upward
closed if w ∈ U implies that w′ ∈ U for each w′ � w. A channel language
L is a mapping from C to 2M

∗
. In other words, L maps each channel to a

language over M. We say that L is upward closed resp. regular if L(c) is
upward closed resp. regular for each c ∈ C. A state language L is of the
form (s, L′) where s ∈ S and L′ is a channel language. We say that L is
upward closed (regular) if L′ is upward closed (regular).

To prove termination of the scheme, we show that sets Di are “almost”
upward closed in the sense they are closely related to other sets which are
upward closed. More precisely, we consider the sequence D ′

0 ⊆ D′
1 ⊆ · · ·

of sets of states where D′
0 := [F ]R and D′

i+1 := PreR(Ei). Since PreR(Q)
is upward closed for any set Q of states, it follows that D ′

i is upward
closed for each i > 0. Upward-closedness, together with the well-quasi-
ordering of �, implies that there is a j such that D ′

j = D′
j+1 = · · · .

We also observe that Di = (D′
0 ∪ D′

1 ∪ · · · ∪ D′
i) ∩ I. This means that

Dj+1 = Dj and consequently Ej+2 = Ej+1. This gives the following
lemma.

Lemma E.1 For any GPLCS and sets F, I ⊆ S of states, the
sequences {Di}i∈N and {Ei}i∈N converge.
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Forms of Winning Sets. The above termination argument relied on
upward closedness of the sets D′

i. In fact, we can derive more information
about the structure of the winning sets for games induced by GPLCS.
Assuming that the sets F and I are regular state languages, it follows
that each set Di or Ei is also a regular state language. This follows from
the fact that regular state languages are closed under the application
of Preσ and the Boolean operations. Since the scheme terminates
(by Lemma E.1), the winning set Q := Forceσ(I, F ) is also regular.
Furthermore, if I and F are upward closed then Q is also upward closed.
This follows from the fact that PreR(Q) is upward closed for any set Q
and that the class of upward closed sets is closed under intersection and
union. We summarize these properties as properties 1–2 of the following
lemma. (Properties (2)–(5) are not needed until the next section).

Lemma E.2 Let Q = Forceσ(I, F ). Then:

(1) If F and I are regular then Q is regular.

(2) If F and I are upward closed then [Q]R is upward closed.

(3) Post([I −Q]σ) ∩ Q �= ∅, Post([I −Q]1−σ) ⊆ Q, and
Post([I −Q]R) ⊆ Q.

(4) Forceσ(Q,F ) = Q.

(5) Forceσ(F ) is a σ-trap.

Correctness. First, we describe a partial memoryless winning strat-
egy forceσ(I, F ) for player σ from the states in [Forceσ(I, F )]σ. Re-
call that a memoryless strategy can simply be described as a func-
tion that assigns one successor to each state. We define a sequence
e0 ⊆ e1 ⊆ e2 ⊆ · · · where e0 := ∅ and where ei+1 is defined as fol-
lows:

• If ei(s) is defined then ei+1(s) := ei(s).

• If ei(s) is undefined and s ∈ [Ei+1 − Ei]
σ then

ei+1 := select(Post(s) ∩ Ei).

We let forceσ(I, F ) :=
⋃

i≥0 ei. From the definitions, we derive the fol-
lowing lemma.

Lemma E.3 In any GPLCS, for any I, F ⊆ S, σ ∈ {0, 1}, and s ∈
Forceσ(I, F ), it holds that Pforceσ(I,F )(s |= �F ) > 0.
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E.5 Büchi-Games on GPLCS

In this section we consider the Büchi-GPLCS problem. We give a
scheme for characterizing the winning sets, and then instantiate the
scheme for GPLCS. In a similar manner to Section E.4, we first show
that the scheme always terminates for GPLCS, and then describe the
winning sets using a symbolic representation based on regular languages.
We also show correctness of the construction by describing the winning
strategies. Our characterization of winning strategies is not symmetric
for the two players. More precisely, we show that player 1 has a strat-
egy which wins against any strategy of player 0. On the other hand,
player 0 has a strategy which wins against any finite-memory strategy of
player 1. Observe that this implies that Büchi-GPLCS are determined
and solvable in case both players are restricted to finite-memory strate-
gies. Throughout this section, we fix a GPLCS L =

(
S, S0, S1, C, M, T, λ

)
and the induced game G = (S, S0, S1, SR,−→, P ). Take F ⊆ S.

Scheme. We define a sequence {Xi}i∈N : X0 ⊆ X1 ⊆ · · · of sets of
states which are winning for player 1. In the definition of {Xi}i∈N, we
use an auxiliary sequence {Mi}i∈N : M0 ⊇ M1 ⊇ · · · of sets of states.
The construction is inductive where X0 := ∅ and

Mi+1 := Force0(Xi, F ) Xi+1 := Force1(Mi+1)

for each i ≥ 0. Intuitively, the set Xi consists of states “already classified
as winning for player 1”. We add states iteratively to these sets. On the
other hand, we define Mi+1 such that Mi+1 is the set of states where
player 0 cannot reach F with a positive probability without first visiting
Xi. Finally, we declare W 1 :=

⋃
i≥0 Xi to be the winning states for

player 1 and W 0 := W 1 to the winning states for player 0.
The following property follows from the definitions and will be used

later in this section.

Lemma E.4 X0 ⊆M1 ⊆ X1 ⊆M2 ⊆ X2 ⊆ · · · �

Termination. For the termination proof, we consider the sequence in
Lemma E.4. We perform the proof in four steps; namely, we show that
(i) there is a K such that [XK ]R = [XK+1]

R; (ii) XK+1 = MK+1; (iii)
MK+1 = MK+2; (iv) XK+1 = XK+2.

(i) We show that each [Xi]
R is upward closed, using induction on i.

The base case is trivial since X0 = ∅. For the induction step we let

Y :=
[
Mi+1

]01 ∪ [Xi]
R. By definition of Xi, Xi+1, and Mi+1, it follows

that Xi+1 = Force1(Y ). Since [Xi]
R is upward closed by the induction

hypothesis it follows by Lemma E.2(2) that [Xi+1]
R is upward closed.
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From this and well-quasi-ordering of �, we get ∃K. [XK ]R = [XK+1]
R.

We will use K in the rest of the analysis below.
(ii) From Lemma E.4 and the fact that [XK ]R = [XK+1]

R,

we know that [XK ]R =
[
MK+1

]R
= [XK+1]

R. This implies that

PreR(MK+1),Pre1(MK+1), P̃re
0
(MK+1) ⊆ MK+1; which by definition

of XK+1 implies XK+1 ⊆MK+1. Hence, XK+1 = MK+1.
(iii) Since MK+2 = Force0(XK+1, F ) and XK+1 = MK+1, we have

that MK+2 = Force0(MK+1, F ). From Lemma E.2(4) and the fact that
MK+1 = Force0(XK , F ), it follows that MK+2 = MK+1.

(iv) XK+2 = Force1(MK+2) = Force1(MK+1) = XK+1. This gives the
termination lemma:

Lemma E.5 The sequence {Xi}i∈N converges for any set F ⊆ S of
states.

Forms of Winning Sets. From Lemma E.2(1), it follows that if F
is regular then each Xi and Mi is regular. From Lemma E.5 we get the
following:

Lemma E.6 If F is regular then W 0 and W 1 are regular. �

Winning Strategy for Player 1. We define a sequence {xi}i∈N :
x0 ⊆ x1 ⊆ · · · of strategies for player 1. For each i, the strategy xi :
[Xi]

1 → S is memoryless and winning for player 1 from states in Xi.
The sequence {xi}i∈N converges to a memoryless strategy w1 :=

⋃
i∈N

xi

for player 1 which is winning from states in W 1. We define the sequence
using induction on i. We will also motivate why the strategy is winning
for player 1. Define x0 := ∅. For all i ≥ 0, we define xi+1(s) by case
analysis. By Lemma E.4, we know that Xi ⊆ Mi+1 ⊆ Xi+1. There are
three cases reflecting the membership of s in these three sets:

• If s ∈ Xi then xi+1(s) := xi(s). Here, we know by the induction
hypothesis that a winning strategy xi for player 1 has already been
defined in s.

• If s ∈Mi+1−Xi then xi+1(s) := select(Post(s) ∩Mi+1). The idea
is that player 1 uses a strategy which guarantees that any run
either (i) will stay in Mi+1 − Xi; or (ii) will eventually enter Xi.
In (i), player 1 wins since Mi+1 −Xi does not have any states in
F by the definition of Mi+1. In (ii), player 1 wins by the induction
hypothesis.

More precisely, we observe that player 1 selects a successor of s
which belongs to Mi+1. Such a successor exists by Lemma E.2(3).

By the same lemma, for each s′ ∈
[
Mi+1

]R∪[Mi+1

]0
, all successors

of s′ belong to Mi+1. This guarantees that either (i) or (ii) holds.
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• If s ∈ Xi+1−Mi+1 then xi+1(s) := force1(Mi+1)(s). Since Xi+1 :=
Force1(Mi+1), player 1 can use force1(Mi+1) to take the game with
a positive probability to Mi+1 (Lemma E.3). From there, player 1
wins as described above.

Now, consider a state s ∈ W 1. By definition, we know that s ∈ Xi for
some i ≥ 0. This means that w1 = xi is winning for player 1 from s
according to the above argument. Hence:

Lemma E.7 For each s ∈ W 1, Pw1(s |= ¬��F ) > 0.

Winning Strategy for Player 0. We define a memoryless strategy
w0 for player 0 on W 0. We guarantee that this strategy is winning in
the case player 1 is restricted to have finite-memory strategies.

To describe how w0 is defined, we introduce the concept of deci-
siveness. A pair (f 0, f1) of strategies of player 0 and 1 is decisive27

if Pf0,f1(s |= �∃�Q∧¬��Q) = 0 for all states s ∈ S and sets of states
Q ⊆ S. Intuitively, any run consistent with the strategies f 0 and f 1 will
almost certainly either visit Q infinitely often, or it will reach a state
from which Q is not reachable (here, reachability is defined in terms of
f0 and f 1). First, we show that pairs of finite-memory strategies are
decisive. Then, we describe how to construct a strategy of player 0 and
we use decisiveness to prove that it is winning.

To show that finite-memory strategies lead to decisiveness, we rely
on existing results for probabilistic LCS (PLCS) [1, 7, 21]. In PLCS,
moves in the control graph are taken probabilistically instead of by two
competing players.

We assume familiarity with Markov chains. We recall that a Markov
chain is a pair C = (SC , PC) where SC is the set of states and PC :
SC × SC → [0, 1] is the probability function. In fact, a Markov chain C
can be considered as a game where S0 = S1 = ∅. Therefore, the asso-
ciated probability measure PC can be defined analogously. We extend
the definition of decisiveness to Markov chains: a Markov chain C is
said to be decisive if PC(s |= �∃�Q ∧ ¬��Q) = 0 for all s ∈ S and
Q ⊆ S. A sufficient condition for decisiveness of a Markov chain is
the existence of a finite attractor. A set A ⊆ S of states in a Markov
chain is said to be an attractor if PC(s |= �A) = 1 for all s ∈ S. In
other words, from any state s ∈ S, A is almost surely visited. In [3]
it is shown that each Markov chain that has a finite attractor is de-
cisive. Observe that a game G = (S, S0, S1, SR,−→, P ) corresponding
to a GPLCS, together with memory structures M0 =

(
M0,m0

0, τ
0, µ0

)
and f 1 =

(
M1,m1

0, τ
1, µ1

)
, induce a Markov chain CG,M0,M1 = (SC , PC)

where SC = S ×M0×M1 and PC is derived from P in the obvious way.

27Recently and independently, [10] introduced the related notion of a proper strategy .
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If M0 and M1 are finite, we can use the techniques in [2, 7, 5], to show
that the induced Markov chain CG,M0,M1 has a finite attractor, namely
the set A = (S×εεε×{0, 1})×M 0×M1. In [2, 7, 5], the claim was proved
for Markov chains induced by PLCS. The proof relies on the observation
that if the number of messages in some channel is big enough, it is more
likely that the number of messages decreases than that it increases. This
implies that CG,M0,M1 is decisive, and consequently

(
f0, f1

)
is decisive.

Now, we are ready to describe the winning strategy w0 for player 0.
The idea of the strategy w0 is to keep the set F reachable during the
run. This implies that F will be visited infinitely often by decisiveness. In
order to do that, player 0 exploits certain properties of W 0 as follows. By
Lemmas E.5 and E.4 it follows that there is an i such that Xi = Mi+1 =
Xi+1. From this and the definition of W 0 it follows that W 0 = Xi =
Mi+1. From W 0 = Xi and Lemma E.2(5) it follows that W 0 is a 1-trap.
From Mi+1 = Force0(Xi, F ), it follows that W 0 = Force0(W 0, F ). We

define w0 on any state s ∈
[
W 0

]0
as follows:

• If s ∈ W 0 − F then w0(s) := force0(W 0, F )(s). This definition is
possible since W 0 = Force0(W 0, F ).

• If s ∈ W 0∩F then w0(s) := select(Post(s) ∩W 0). This is possible
since W 0 is a 1-trap, and therefore s has at least one successor in
W 0.

Consider any run ρ starting from a state inside W 0, where player 0
follows w0 and player 1 follows an arbitrary strategy f 1. Since W 0

is a 1-trap, ρ will always remain inside W 0. Furthermore, since
W 0 = Force0(W 0, F ) we know by definition that Pw0,f1(s |= �F ) > 0
for each s ∈ W 0. This means that Pw0,f1(s |= �∃�F ) = 1 for each
s ∈ W 0. Hence, if f 1 is a finite-memory strategy, decisiveness implies
Pw0,f1(s |= ¬��F ) = 0, which gives the following lemma:

Lemma E.8 For any s∈W 0 and finite-memory strategy f 1 of player 1,
Pw0,f1(s |= ��F )=1.

Determinacy and Solvability. Memoryless determinacy of almost-
sure Büchi-GPLCS where player 1 is restricted to finite-memory strate-
gies follows from Lemmas E.7 and E.8. From Lemma E.6 it follows that,
for any state s ∈ S, we can check whether s ∈ W 0 or s ∈ W 1. This
gives the main result:

Theorem E.9 Büchi-GPLCS, where player 1 is restricted to finite-
memory strategies, are memoryless determined and solvable, for any
regular target set F . �
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E.6 Conclusions and Future Work

We have introduced GPLCS and given a terminating algorithm to com-
pute symbolic representations of the winning sets in almost-sure Büchi-
GPLCS where player 1 is restricted to finite-memory strategies. The
strategies are memoryless, and our construction implies that the games
we consider are memoryless determined.

We remark that there are three extensions of our result. (1) The strat-
egy w0 wins against any mixed finite-memory strategy of player 1, and
w1 wins against any mixed strategy of player 0. (2) Our algorithm is
easily adapted to almost-sure reachability-GPLCS. This is achieved by
replacing all outgoing transitions of states in F by self-loops, or, equiv-
alently, replacing the definition of Xi+1 by Xi+1 := Force1(F ,Mi+1).
(3) Our algorithm can be modified to construct symbolic representa-
tions of the winning strategies. A strategy is represented as a finite set
{Li, L

′
i}ni=0 of pairs of regular state languages, where all Li are disjoint.

Such a finite set represents the strategy f 0 where f 0(s) = select(L′
i) if

s ∈ Li.
We mention three directions of future research: (1) The solvability

question is left open for almost-sure Büchi-GPLCS which do not have
the restriction to finite-memory strategies. (2) The full scheme in [24]
can be adapted to stochastic parity games. However, it seems that a
stronger notion of decisiveness is needed here and it is open whether the
scheme is correct for GPLCS. A solution to this problem is related to
characterizing the set of states where player 0 wins Büchi-GPLCS with
a positive probability. (3) It is conceivable that concurrent games can
be solved by similar means.

E.7 Bibliography

[1] P. A. Abdulla, C. Baier, P. Iyer, and B. Jonsson. Reasoning about proba-

bilistic lossy channel systems. In Proc. CONCUR 2000, 11th Int. Conf.
on Concurrency Theory, volume 1877 of Lecture Notes in Computer
Science, pages 320–333, 2000.

[2] P. A. Abdulla, A. Bouajjani, and J. d’Orso. Deciding monotonic games. In

Proc. CSL 2003, volume 2803 of Lecture Notes in Computer Science,
pages 1–14, 2003.

[3] P. A. Abdulla, N. B. Henda, and R. Mayr. Verifying infinite Markov

chains with a finite attractor or the global coarseness property. In Proc.
LICS’ 05 21st IEEE Int. Symp. on Logic in Computer Science, pages

127–136, 2005.

213



[4] P. A. Abdulla and B. Jonsson. Verifying programs with unreliable chan-

nels. Information and Computation, 127(2):91–101, 1996.

[5] P. A. Abdulla and A. Rabinovich. Verification of probabilistic systems with

faulty communication. In Proc. FOSSACS03, Conf. on Foundations of
Software Science and Computation Structures, volume 2620 of Lecture
Notes in Computer Science, pages 39–53, 2003.

[6] E. Asarin and P. Collins. Noisy Turing machines. In Proc. ICALP ’05,
32nd International Colloquium on Automata, Languages, and Pro-
gramming, pages 1031–1042, 2005.

[7] C. Baier, N. Bertrand, and P. Schnoebelen. Verifying nondeterminis-

tic probabilistic channel systems against ω-regular linear-time properties.

ACM Transactions on Comp. Logic, 2006. To appear.

[8] N. Bertrand and P. Schnoebelen. Model checking lossy channels systems

is probably decidable. In Proc. FOSSACS03, Conf. on Foundations of
Software Science and Computation Structures, volume 2620 of Lecture
Notes in Computer Science, pages 120–135, 2003.

[9] P. Billingsley. Probability and Measure. Wiley, New York, NY, 1986.

Second Edition.

[10] K. Chatterjee, L. de Alfaro, and T. A. Henzinger. Strategy improve-

ment for concurrent reachability games. In Proceedings of the 3rd
International Conference on Quantitative Evaluation of Systems
(QEST ’06), pages 291–300. IEEE Computer Society Press, 2006.

[11] K. Chatterjee, M. Jurdziński, and T. Henzinger. Simple stochastic parity

games. In Proceedings of the International Conference for Computer
Science Logic (CSL), volume 2803 of Lecture Notes in Computer Sci-
ence, pages 100–113. Springer Verlag, 2003.

[12] E. Clarke, O. Grumberg, and D. Peled. Model Checking. MIT Press,

Dec. 1999.

[13] A. Condon. The complexity of stochastic games. Information and Com-
putation, 96(2):203–224, Feb. 1992.

[14] L. de Alfaro, T. Henzinger, and O. Kupferman. Concurrent reachabil-

ity games. In Proc. 39th Annual Symp. Foundations of Computer
Science, pages 564–575. IEEE Computer Society Press, 1998.

[15] L. de Alfaro, T. A. Henzinger, and R. Majumdar. Symbolic algorithms

for infinite-state games. In K. G. Larsen and M. Nielsen, editors, Proc.
CONCUR 2001, 12th Int. Conf. on Concurrency Theory, volume

2154 of Lecture Notes in Computer Science, pages 536–550. Springer

Verlag, 2001.

214
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E.A Appendix: Proofs

E.A.1 Section E.4 (Reachability Games on GPLCS)

Lemma E.2. Let Q = Forceσ(I, F ). Then:

(1) If F and I are regular then Q is regular.

(2) If F and I are upward closed then [Q]R is upward closed.

(3) Post([I −Q]σ) ∩ Q �= ∅, Post([I −Q]1−σ) ⊆ Q, and
Post([I −Q]R) ⊆ Q.

(4) Forceσ(Q,F ) = Q.

(5) Forceσ(F ) is a σ-trap.

Proof. (1) and (2) were proven in the main text.
(3) follows since, by definition, Q is closed under the Preσ(·) ∩ I,

P̃re
1−σ

(·) ∩ I and PreR(·) ∩ I operators.
(4) Since any force-set is a subset of the invariant, Forceσ(Q,F ) ⊆

Q. It remains to prove that Q ⊆ Forceσ(Q,F ). In order to do that,
we recall the construction of the force sets. We use {Ei}i∈N, {Di}i∈N

and {Ẽi}i∈N, {D̃i}i∈N to denote the sequences used in the construction
of Q and Forceσ(Q,F ), respectively. We prove by induction on i that
Ei ⊆ Ẽi and Di ⊆ D̃i for all i ∈ N. The base case is trivial. Assume
the claim holds for i ≥ 0. By definition, Di+1 = (Di ∪ PreR(Ei)) ∩ I
and D̃i+1 = (D̃i ∪PreR(Ẽi))∩Q. By induction hypothesis, Ei ⊆ Ẽi and
thus PreR(Ei) ⊆ PreR(Ẽi). Moreover, Di+1 ⊆ Q by definition of Q. This
combined with the induction hypothesis Di ⊆ D̃i gives Di+1 ⊆ D̃i+1.
By a similar argument, we obtain that Ei+1 ⊆ Ẽi+1.

(5) follows from (3) and the definition of a σ-trap. �

Proof of Lemma E.3. The following auxiliary lemma will be used in
the proof of Lemma E.3.

Lemma E.A.1. Let G = (S, S0, S1, SR,−→, P ) be a game, Q ⊆ S a set
of states, s ∈ S a state, and f 0, f1 two total strategies of player 0 and 1.
The following are equivalent.

(1) There is a path s0 · · · sj from s to Q, such that for each σ ∈ {0, 1}
and each i : 0 ≤ i < j, if si ∈ Sσ then fσ(s0 · · · si) = si+1.

(2) Pf0,f1(s |= �Q) > 0.

Proof. Follows by the definition of the probability measure. �

216



We are now able to prove Lemma E.3.

Lemma E.3. In any GPLCS, for any I, F ⊆ S, σ ∈ {0, 1}, and s ∈
Forceσ(I, F ), it holds that Pforceσ(I,F )(s |= �F ) > 0.

Proof. By the construction of Ei and Di, for any total extension f σ ⊇
forceσ(I, F ) of the force strategy and any total strategy f 1−σ of the op-
ponent, there is a path s0 · · · sj from s to F such that for each each
i : 0 ≤ i < j, if s ∈ S0 then f 0(s0 · · · si) = si+1, and if s ∈ S1

then f 1(s0 · · · si) = si+1. Hence, Lemma E.A.1 implies that Pf0,f1(s |=
�F ) > 0. �

E.A.2 Section E.5 (Büchi-Games on GPLCS)

Proof of Lemma E.5 The following results used in the proof were
explained in the main text as (i)–(iv). Below, we give a detailed proof
of each of them.

Lemma E.A.2. The set [Xi]
R is upward closed for each i ≥ 0.

Proof. We use induction on i. The base case is trivial since X0 =
∅. Assume inductively that [Xi]

R is upward closed and define Y :=[
Mi+1

]01∪ [Xi]
R as in the main text. See Figure E.1. We now prove that[

Mi+1

]R ⊆ Y ∪PreR(Y ). We apply Lemma E.2(3) to the construction of

Mi+1 and obtain Post(
[
Xi −Mi+1

]R
) ⊆ Mi+1. By basic set operations,

this is equivalent to
[
Mi+1

]R − [Xi]
R ⊆ PreR(Mi+1). Taking the union

with [Xi]
R on both sides gives

[
Mi+1

]R ⊆ PreR(Mi+1)∪ [Xi]
R. Since the

graph is bipartite, we even have
[
Mi+1

]R ⊆ PreR(
[
Mi+1

]01
)∪ [Xi]

R. By

the definition of Y , this implies that Mi+1 ⊆ Y ∪ PreR(Y ).
It follows that Force1(Mi+1) ⊆ Force1(Y ∪ PreR(Y )) = Force1(Y ).

By Lemma E.4, we have Y ⊆ Mi+1, and hence also
Force1(Y ) ⊆ Force1(Mi+1). Thus, Xi+1 = Force1(Y ).
Since [Y ]R = [Xi]

R, the induction hypothesis implies that
[Y ]R is upward closed. Hence, Lemma E.2(2) implies that
Xi+1 = Force1(Mi+1) = Force1(Y ) is upward closed. �

Lemma E.A.3. There exists a j ≥ 1 such that Xj = Mj.

Proof. By Lemma E.A.2 and well-quasi-ordering of � it follows that
there is a k such that [Xk]

R = [Xk+1]
R. We choose j := k + 1. By

Lemma E.4, we only need to show that Xk+1 ⊆ Mk+1. Also, from

Lemma E.4 and [Xk]
R = [Xk+1]

R, we know that [Xk]
R =

[
Mk+1

]R
=

[Xk+1]
R. We now prove Xk+1 ⊆ Mk+1. Since Xk+1 = Force1(Mk+1),

it suffices to prove that PreR(Mk+1),Pre1(Mk+1), P̃re
0
(Mk+1) ⊆ Mk+1;

which we do as follows:
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Mi+1Xi
SR

S01

Figure E.1: The big ellipse represents S and is partitioned into to S01 and

SR. The left and right parts represent Xi and Mi+1. The highlighted zone
surrounded by a bold line represents Y .

• Since Xk+1 = Force1(Mk+1), it follows that PreR(Mk+1) ⊆
[Xk+1]

R and hence PreR(Mk+1) ⊆
[
Mk+1

]R ⊆Mk+1.

• By the definition of the game induced by the GPLCS, the graph is

bipartite such that Pre1(Mk+1) = Pre1(
[
Mk+1

]R
). From [Xk]

R =[
Mk+1

]R
we get Pre1(Mk+1) = Pre1([Xk]

R). From the definition

of Xk it follows that Pre1([Xk]
R) ⊆ Xk, so Pre1(Mk+1) ⊆ Xk =

Xk+1. From Lemma E.4, we know that Xk+1 ⊆ Mk+1. Conse-
quently, Pre1(Mk+1) ⊆Mk+1.

• The proof that P̃re
0
(Mk+1) ⊆Mk+1 is similar. �

We now perform steps (iii) and (iv) from the main text in one lemma.

Lemma E.5. The sequence {Xi}i∈N converges for any set F ⊆ S of
states.

Proof. By Lemma E.A.3, there is a j ≥ 1 such that Xj = Mj. We show
that both Mj+1 = Mj and Xj+1 = Xj . Since Mj+1 = Force0(Xj , F ),
we have that Mj+1 = Force0(Mj , F ). From Lemma E.2(4) and the fact
that Mj = Force0(Xj−1, F ), it follows that Mj+1 = Mj . Now, Xj+1 =
Force1(Mj+1) = Force1(Mj) = Xj . �

Proof of Lemma E.7 The following can be seen as version
of Lemma E.A.1 and is needed in the proof of Lemma E.7.

Lemma E.A.4. Let G = (S, S0, S1, SR,−→, P ) be a game, ϕ a CTL∗
path formula, s, s′ ∈ S states, and (f̃0, f̃1, f0, f1) a quadruple of strate-
gies. Assume that f̃0, f̃1 are memoryless strategies of player 0 and 1,
and f 0 ⊇ f̃0, f1 ⊇ f̃1 are extensions of them. If Pf0,f1(s |= �{s′}) > 0
and Pf̃0,f̃1(s′ |= �ϕ) > 0, then Pf0,f1(s |= �ϕ) > 0.
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Proof. We will first use Lemma E.A.1 twice to obtain paths from s
to s′ and from s′ to Q := {s : Pf0,f1(s |= ϕ) > 0)}. Then we will
concatenate these paths and use the opposite direction of the equivalence
in Lemma E.A.1 to prove the result.

Let g0 ⊇ f0 and g1 ⊇ f1 be total strategies extending f 0, f1. We
will prove that Pg0,g1(s |= �Q) > 0. By Lemma E.A.1, there is a path
s0 · · · sj from s to s′, such that

∀σ ∈ {0, 1}.∀i : 0 ≤ i < j, if si ∈ Sσ then gσ(s0 · · · si) = si+1. (E.1)

Define the strategies h0, h1 of both players by hσ(π) := gσ(s0 · · · sj−1π)
for any σ ∈ {0, 1} and path π ∈ ΠSσ . Since f̃0, f̃1 are memoryless, we

have h0 ⊇ f̃0 and h1 ⊇ f̃1. Hence, the hypothesis of this lemma implies
that Ph0,h1(s′ |= �Q) > 0. Therefore, we can apply Lemma E.A.1 again
and obtain that there is a path sj · · · sk from sj = s′ to some sk ∈ Q,
such that

∀σ ∈ {0, 1}.∀i : j ≤ i < k, if si ∈ Sσ then hσ(sj · · · si) = si+1. (E.2)

Consider the path s0 · · · sk. We will prove that for each σ ∈ {0, 1} and
each i : 0 ≤ i < k, if si ∈ Sσ then gσ(s0 · · · si) = si+1. This follows
from (E.1) if i < j. Take any σ ∈ {0, 1} and any i : j ≤ i < k. If si ∈ Sσ

then gσ(s0 · · · si) = hσ(sj · · · si) by the definition of hσ. Hence, (E.2)
implies that gσ(s0 · · · si) = si+1. By Lemma E.A.1, Pg0,g1(s |= �Q) > 0.
This is equivalent to Pg0,g1(s |= �ϕ) > 0. Since g0, g1 were arbitrary,
the lemma follows. �

Lemma E.7. For each s ∈ W 1, Pw1(s |= ¬��F ) > 0.

Proof. We first observe the following facts for each i ∈ N:

Xi is a 1-trap; (E.3)

F ⊆ Xi ∪Mi+1. (E.4)

(E.3) holds by the definition of Xi and Lemma E.2(5). By the definition
of Mi+1, for any i ∈ N, we have F − Xi ⊆ Mi+1. This is equivalent to
(E.4).

We now use induction on i to prove that for each i ∈ N and each
s ∈ Xi,

Pxi(s |= ¬��F ) > 0. (E.5)

The base case i = 0 is trivial since X0 = ∅. Assume the claim is true for
some i ≥ 0. Note that by Lemma E.4, we have Xi ⊆ Mi+1 ⊆ Xi+1. We
prove (E.5) in three steps: first on Xi, then on Mi+1 − Xi, and finally
on Xi+1 −Mi+1 (see Figure E.2).
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Xi Mi+1 Xi+1

(i) Induction hypothesis

(ii) No states of F , and can only escape to Xi

(iii) Game forced to Mi+1 with positive probability

Figure E.2: The big ellipse is S, the dark gray part is Xi, the dark and middle

gray parts together form Mi+1, and all three gray parts constitute Xi+1. In
Lemma E.7, the proof that xi+1 wins on Xi+1 is in three steps, corresponding
to the dark gray, middle gray, and light gray parts.

(i) By the induction hypothesis and the definition of xi+1 on Xi,
player 1 wins with a positive probability on Xi.

(ii) Let Z := Mi+1−Xi, let f 1 ⊇ xi+1 be any total strategy extending
xi+1, and let f 0 be any total strategy of player 0. By the definition
of xi+1, for any s ∈ Z we have Pf0,f1(s |= �Mi+1) = 1. Hence, for
any s ∈ Z, either Pf0,f1(s |= �Xi) > 0 or Pf0,f1(s |= �Z) = 1. In
the first case, Lemma E.A.4 (with the quadruple (∅, xi+1, f

0, f1))
and the induction hypothesis implies that Pf0,f1(s |= �¬��F ) >
0, which is equivalent to Pf0,f1(s |= ¬��F ) > 0. In the second
case, Pf0,f1(s |= ¬��F ) = 1 since, by (E.4), Z does not contain
any states in F .

(iii) By Lemma E.A.4 and the definition of xi+1, (E.5) holds for any
state s ∈ Xi+1 −Mi+1 too.

Thus, (E.5) holds on the entire Xi+1.
We are now able to prove the lemma. By the definition of W 1, there

is an i such that s ∈ Xi and w1 ⊇ xi. The result now follows by (E.5).�

Proof of Lemma E.8 In order to prove Lemma E.8, we first prove the
following auxiliary result: In a GPLCS, any pair of finite-memory strate-
gies is decisive. Observe that this result was motivated in Section E.5
(the paragraph at the top of p. 10) in four steps. Below we formalize
each step and we give detailed proofs.
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(i) First, we recall a result on Markov chains with finite attractors.
The following is a reformulation of Lemma 5 in [3].

Lemma E.A.5. Any Markov chain that has a finite attractor is
decisive. �

(ii) Then, we give the definition of the Markov chain induced by a game
and finite-memory strategies.

Definition E.10 Any game G = (S, S0, S1, SR,−→, P ) and any two
memory structures M0 =

(
M0,m0

0, τ
0, µ0

)
, M1 =

(
M1,m1

0, τ
1, µ1

)
of

player 0 and 1, induce a Markov chain CG,M0,M1 = (S ×M0×M1, P ′),
where

P ′((s,m0,m1), (s′,m0′,m1′)) :=
1 if µ0(s,m0) = m0′ ∧ µ1(s,m1) = m1′∧

s ∈ Sσ ∧ s′ = τσ(s,mσ) for some σ ∈ {0, 1}
P (s, s′) if µ0(s,m0) = m0′ ∧ µ1(s,m1) = m1′ ∧ s ∈ SR

0 otherwise.

Using the definition above, we prove the following result.

Lemma E.A.6. Let G be a game, and letM0,M1 be memory structures
of player 0 and 1. If the Markov chain CG,M0,M1 induced by G, M0, and
M1 is decisive, then the pair (stratM0 , stratM1) is decisive.

Proof. We assume that S is the set of states in G. For brevity, we
use the notation C := CG,M0,M1 for the induced Markov chain and
f0 := stratM0, f1 := stratM1 for the induced strategies. We define a
translation h from states, state sets, paths, runs, sets of paths, sets of
runs, and CTL∗ formulas in the game to the Markov chain as follows:

h(s) :={s} × {m0
0} × {m1

0} for s ∈ S,

h({Q}) :=Q×M 0 ×M1 for Q ⊆ S,

h(s0···sn) :={(s0,m
0
0,m

1
0)···(sn,m0

n,m1
n) :

m0
1···m0

n∈(M0)n∧m1
1···m1

n∈(M1)n} for s0···sn ∈ Sn+1,

h(s0s1···) :={(s0,m
0
0,m

1
0)(s1,m

0
1,m

1
1)··· :

m0
1m

0
2···∈(M0)ω∧m1

1m
1
2···∈(M1)ω} for s0s1··· ∈ Sω,

h(R) :=
⋃
ρ∈R

h(ρ) for R⊆S∗ or R⊆Sω.

For any CTL∗ formula ϕ, we define h(ϕ) as the formula obtained by
replacing any Q ⊆ S that occurs in ϕ by h(Q). It is easily proved that

Ps
f0,f1(π) = Ph(s)

C (h(π)), for any state s ∈ S and sequence π ∈ sS∗ of

states starting in s. Hence, Ps
f0,f1(Dw) = Ph(s)

C (h(Dw)) for any cylindric
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set Dw = wSω with w ∈ sS∗. It follows by the uniqueness of probability

measures defined on cylindric sets that Ps
f0,f1(R) = Ph(s)

C (h(R)) for
any measurable set R ⊆ sSω of runs starting in s. For any CTL∗ path
formula and initial state s ∈ S, it can now be proved by induction on
the structure of ϕ that Pf0,f1(s |= ϕ) = PC(h(s) |= h(ϕ)).

In particular, if the Markov chain is decisive, then for any set Q ⊆
S of states and initial state s ∈ S we have PC(h(s) |= �∃�h(Q) ∧
¬��h(Q)) = 0. Hence, Pf0,f1(s |= �∃�Q ∧ ¬��Q) = 0, so the pair
(f0, f1) is decisive. �

(iii) We prove the existence of a finite attractor for GPLCS with finite-
memory strategies.

Lemma E.A.7. Let L =
(
S, S0, S1, C, M, T, λ

)
be a GPLCS, let

G be the game induced by L, and let M0 =
(
M0,m0

0, τ
0, µ0

)
,

M1 =
(
M1,m1

0, τ
1, µ1

)
be memory structures of player 0 and 1 in

G. The Markov chain CG,M0,M1 induced by G, M0, and M1 has the
attractor A = (S× εεε× {0, 1}) ×M 0 ×M1.

Proof. This was proved for probabilistic LCS, where moves in the con-
trol graph are taken probabilistically instead of by two competing play-
ers, in [8, 5, 3]. The proof relies on the observation that if the number of
messages in some channel is big enough, it is more likely that the number
of messages decreases than that it increases. The proof straightforwardly
generalizes to GPLCS. �

(iv) By combining the three previous lemmas, we obtain the following.

Lemma E.A.8. In any game induced by a GPLCS, any pair of finite-
memory strategies is decisive.

Proof. Fix a GPLCS L, the induced game G, and two finite-memory
strategies f 0 and f 1. By Lemma E.A.7, we obtain that the Markov
chain induced by G, f 0 and f 1 has a finite attractor, and thus decisive
by Lemma E.A.5. This combined with Lemma E.A.6 gives the result,
i.e., (f 0, f1) is decisive. �

We are now ready to prove Lemma E.8.

Lemma E.8. For any state s ∈ W 0 and any finite-memory strategy f 1

of player 1, Pw0,f1(s |= ��F ) = 1.

Proof. Fix a finite-memory strategy f 1 of player 1 and a state s ∈ W 0.
We proved in the main text that Pw0,f1(s |= �∃�F ) = 1. On the other
hand, (w0, f1) is decisive by Lemma E.A.8 and the fact that f 1 and w0
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are finite-memory strategies. Therefore, it follows that

1 = Pw0,f1(s |= �∃�F )

= Pw0,f1(s |= �∃�F ∧��F ) + Pw0,f1(s |= �∃�F ∧ ¬��F )

= Pw0,f1(s |= �∃�F ∧��F )

≤ Pw0,f1(s |= ��F );

where the second equality follows from the definition of a probability
measure, the third equality holds by definition of decisiveness, and the
last inequality follows from the fact that (s |= �∃�F ∧ ��F ) ⊆ (s |=
��F ). �
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2 -player systems, 32

1-player systems, 32
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2 -player systems, 32

2-player systems, 32
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2 -player systems, 32
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accumulated reward, 176

admissible, 116

all profitable switches, 109
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almost-sure winning, 46, 48, 52,
200

alternating bit protocol, 40

alternation, 27
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Approx-Expect, 144

approximation, 45, 144, 177

arc, 25

attractive, 114, 117

attractor, 50, 53, 140, 147, 170,
173, 211

eager, 50, 51, 140, 147, 170,
173

parameter of, 147, 173

finite, 53, 147, 211

average expected reward, 176

average fraction of time, 39
average reward, 38

average-cost, 38

backward reachability, 53, 206

Bellman–Ford algorithm, 113,
114, 122
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171, 173, 179
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protocol, 40
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breadth-first search, 146
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Büchi-GPLCS, 206, 209

Cesàro, 38
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chain games, 37

channel, 40, 170, 200, 205

channel language, 207

regular, 207

upward closed, 207

channel state, 206

channel valuation, 41

coarseness, 159

color, 37, 87

color function, 37

competitive Markov decision
process, 32

complement, 203

concurrent, 33, 201, 213

concurrent Markov chain, 32

concurrent program, 31

conditional expectation, 143,
144
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conflict, 32
consistent, 34
constructive proof, 88
control state, 40, 44, 205
controlled Markov process, 32
cyclic games, 38, 108
cylindric set, 143, 173

deadlock, 33, 41, 172, 203, 205
deadlock-free, 33, 142, 172, 203
decisiveness, 162, 211

of a Markov chain, 162, 211
of a pair of strategies, 211

depth-first search, 146
determinacy, 45, 108, 110, 204

memoryless, see memoryless
determinacy

deterministic, 34
dichotomy, 126
discounted games, 89, 101, 108
discounted objective, 49
distance function, 153, 157

eager, 50
eagerness for games, 65
edge, 25, 110
empty word, 202
enabled, 42
environment, 28
ergodic, 38
ergodic partitioning, 99, 110,

126
event, 34
expectation, 36, 140
Expected-Residence-Time,

175, 186
expected residence time, 171,

175, 179, 183
existence of, 183

expected return time, 52, 177

facet, 115
fairness, 30
fault-tolerant system, 139
FIFO, 40, 157, 205

finite-duration game, 47, 88

finite-memory structure, 35

finite-path reward, 36, 50, 51

state-based, 36

finite-state Markov chain, 141,
169

finitely branching, 172, 180

finitely spanning, 159

formal verification, 25

formula, 26, 204

forward path exploration, 50, 51

gain, 38

gambler’s ruin, 140, 153

game graph, 33

game LCS (GLCS), 200

game of imperfect information,
33

game PLCS (GPLCS), 42, 48,
52, 200, 205

games, 27, 32

goals, 35, 205

GR-attractor, 140, 153

HDLC, 40, 200

hidden dimension, 115

incomplete information, 33

infinite-state Markov chain, 140,
169

infinite-state probabilistic
systems, 40

infinite-state system, 30, 52, 89,
139, 200

information loss, 29, 200

invariant set, 206

irreducible, 52, 171–173

limit-average, 38, 47, 50, 51, 171,
176, 179, 187

existence of, 188

limit-average games, 88, 97, 110

exponential example, 129

finite-duration, 97, 111
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memoryless determinacy,
98

memoryless determinacy, 99

limiting average, 38

Limiting-Average-
Expected-Reward,
176, 191

Limiting-Average-
Expected-Reward–
Irreducible,
188

limiting distribution, 174

long-run behavior, 38, 52, 175

longest-shortest paths, 111

exponential example, 129

loop average, 110

loss, 35, 205

loss rate, 41, 42, 205

lossy channel, 48

lossy channel systems (LCS),
40, 48, 52, 140, 157,
170, 173, 200, 205

lower approximation, 185

Mark-Changing-Vertices,
123

Markov chain, 32, 143, 172, 211

boundedly coarse, 158

parameter of, 158

coarse, 159

eager, 51, 140, 143

parameter of, 144, 158

induced, 174

positive recurrent, 178

Markov decision process
(MDP), 32

Markov games, 32

mean cost games, 38

mean payoff games, 38, see
limit-average games

measurable, 34, 204

measure, 34

memory

of a computer, 30, 160, 200

of a strategy, 35, 203
memory configuration, 35, 203

initial, 203
next, 203

memory structure, 35, 203
memoryless determinacy, 45, 47,

87, 110, 130, 204, 212
of finite-duration

limit-average games, 98
of finite-duration parity

games, 93
of limit-average games, 99
of parity games, 97

message alphabet, 40, 205
message loss, 40
Minsky machine, 171
model, 25, 32
model checking, 25, 26
moment, 144

negative cycle, 112
no-op, 40, 205
node, 25
noise, 43, 160
noisy Turing machines (NTMs),

43, 50, 51, 141, 160, 200
non-stochastic system, 34
non-terminating stochastic

games, 38
nondeterminism, 26
nondeterministic PLCS

(NPLCS), 200
nondeterministic system, 32
NP ∩ co-NP, 64, 89, 108, 127

objective, 32, 35
finitary, 36
infinitary, 37

p-mean partitioning, 110, 125
parallel process, 31, 42
parity, 37, 47, 201, 213
parity games, 47, 87, 90, 108,

130
finite-duration, 90
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memoryless determinacy,
93

memoryless determinacy, 97

parity tree automata, 87

partial function, 202
path, 34, 142, 172, 203

path enumeration algorithm,
144

path exploration, 171, 178, 182,
185

forward, 50

perfect information, 91
Petri net, 42, 170, 200

play, 34, 90, 110

policy, 34
position, 25

positional strategy, 112

positive winning, 46, 201, 206
Preσ, 206

predecessor, 33

priority, 37
probabilistic LCS (PLCS), 41,

50–52, 140, 157, 170,
173, 200, 211

probabilistic pushdown
automata, 140, 141,
169, 200

probabilistic recursive state ma-
chines, 141

probabilistic system, 29
probabilistic VASS (PVASS),

43, 50, 51, 140, 159,
170

probability distribution, 34, 143,
172, 202, 203

probability function, 33, 203,
211

probability measure, 36, 143,
173, 204, 211

probability space, 143, 173
Probability-to-Reach-

BSCC, 185

profitable, 114, 117
proper strategy, 211

pseudopolynomial, 108

qualitative, 46

quantitative, 46

Rabin chain, 37

Rabin chain tree automata, 87

Rabin pairs automata, 88

random multiple switches, 109

random single switch, 109

random variable, 140

randomized algorithm, 30, 139

rank, 37

Reach-GPLCS, 206

reachability, 36, 48, 213

reactive Markov chain, 32

reactive system, 25, 199

receive, 40, 205

recursive state machines, 140,
169

regular state languages, 202

repeated reachability, 37, 200

retreat, 113, 116

reward, 143

reward function, 36, 143, 176,
190

bounded, 51, 171, 176

computable, 143

exponentially bounded, 51,
143

parameter of, 143

polynomially bounded, 144

state-based, 36, 141

transition based, 39

unbounded, 65

rock–paper–scissors, 33, 91

run, 34, 142, 172, 199, 203

run-value, 35

s-run, 142, 172

scheduler, 34

self-loop, 41, 142, 172

send, 40, 205

shortest path, 111, 116, 122
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simple stochastic games, 89, 101,
108

simplex-type algorithm, 109

simultaneous game, 33
singleton set, 143, 173

sliding window protocol, 40, 200
solve, 46, 204, 212

span, 159
specification, 28

splitting into three sets, 125
state, 25, 33, 142, 172, 202, 211

bad, 36
final, 36, 140, 142, 143

persistent null-, 171
ready, 37, 200

recurrent, 171
state language, 207

regular, 207
upward closed, 207

state space explosion problem,
28

stationary distribution, 174
Steady-State-Distribution,

175, 180

steady state distribution, 52,
174, 178, 180

existence of, 177

stochastic games, 162
simple, 32

turn-based, 32, 202
stochastic system, 34, 139

stone–paper–scissors, see rock–
paper–scissors

strategy, 34, 90, 203

admissible, 64
better-than relation, 116

evaluation of, 116, 122
finite-memory, 35, 48, 52,

200, 203, 209
forgetful, 35

history-free, 35
Markov, 35

memoryless, 35, 88, 90, 203
mixed, 34, 213

no-memory, 35
node-independent, 35
partial, 203
positional, 35, 88, 90, 110

uniform, 110
stable, 114, 120
stationary, 35
total, 203

strategy improvement, 108
strongly connected, 172
strongly connected component

(SCC), 173
DAG of, 173

strongly subexponential, 108
subexponential algorithm, 115
subword, 41, 206
successor, 33, 142, 172, 203
switch, 114, 117

multiple, 118
synthesis, 28

tail-independent, 143
tape configuration, 44, 160
target, 206
temporal logic, 26
testing, 24
threshold, 45, 110, 125
time, 31
transition, 25, 33, 40, 142, 172,

203, 205
disabled, 41
enabled, 41
lossy, 41
perfect, 41

transition system, 25, 32, 142,
172

effective, 142, 172
underlying, 143, 173

trap, 204, 208
Turing machine, 43, 160

unbounded data structure, 30
undiscounted, 38
unreliable channel, see lossy

channel
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upward closed, 160, 207

value, 35, 45, 108, 110
variable assignment, 42
variance, 140, 144
vector addition systems with

states (VASS), 42, 140,
159

verification, 24, 139, 199
vertex, 25, 108, 110

weight, 41, 160
weight function, 43
well-quasi-ordering, 53, 207
win, 35, 110
winning objective, 35
winning set, 45, 52, 91, 111

zero-sum, 33, 91
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