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Abstract

CPU schedulers are an integral part of all operating systems used in modern
systems, as they enable efficient task execution. In recent years the demand for
interactive tasks such as video playback, streaming and gaming has increased
rapidly. This combined with new ideas and design for CPU scheduling has led to
the development of the BitMap Queue scheduler(BMQ) by Alfred Chen. Which
aims to be efficient and scalable for interactive tasks, in hopes of becoming an
alternative scheduler for Linux. This paper evaluates the performance of BMQ
compared to the current default scheduler, the Completely Fair Scheduler(CFS).
The methodology in the paper focuses on two key aspects latency and interac-
tivity. The results display BMQ outperforming CFS in latency while maintaining
similar performance in interactivity. However during heavier loads in the inter-
activity test BMQ outperformed CFS significantly. Thus the results suggest that
BMQ provides reduced latency while providing at least similar and in some cases
better interactive performance when compared to CFS.
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1 Introduction

The operating system is software that handles the tasks of the users and all the underlying
complexity involved. Once the user requests a task the Central Processor Unit(CPU) sched-
uler is responsible for executing tasks and order of operations. Thus the scheduler is of high
importance in a system, where the aim is to perform seamlessly and allow for high respon-
siveness and interactivity for the user.

In the Linux kernel new improvements and schedulers continuously arise as the demand
for solutions to new problems emerges. Thus the changes have to be reviewed to provide clar-
ity among the different technologies. Currently the Completely Fair Scheduler is the default
scheduler in the Linux Kernel since v2.6.23 (October 2007)[1] which suggests that the newer
schedulers haven’t improved the performance significantly which would call for a change.

However in recent years the demand for interactive tasks has grown heavily. Contributed
by the rise of movie playback, streaming and more recently an increase in the demand for
running games on Linux platforms. These are fairly new goals that potentially could call for
a new scheduler. This is the goal of the BitMap Queue scheduler created by Alfred Chen.
BMQ is mainly focused on performance in interactive tasks, such as desktop, movie playback
and gaming. If these objectives hold up to the test, this might call for a change in the CPU
scheduler world. Thus letting BMQ become a common alternative scheduler for Linux which
is one of Chen’s plans.

The purpose of this thesis is to evaluate the performance of BMQ in comparison to CFS.
In addition, the method for comparison is to methodically test BMQ and CFS in regards to
its performance, where performance is defined by CPU scheduling latency and interactivity.
Thus the result provides an answer to the main research question. Which follows:

Does the BMQ scheduler reduce CPU scheduling latency while maintaining similar inter-
active performance to CFS?

1.1 Limitations

The most notable limitation is that these schedulers are tested on a single machine. Thus
the results may vary depending on the hardware configurations. The machine in question
has 4 cores, thus the results for machines with a greater or smaller amount of cores may vary.
Furthermore the tests only focus on interactive tasks and CPU scheduling latency, thus the
results for different tasks and other scheduling goals are left unexplored.

Additionally each scheduler provides a large number of parameters to be configured for
optimal performance. Leading to a large variety of variables that can be tweaked. However for
this thesis the schedulers are compared as-is, meaning their default values are used. Further
improvements in both schedulers might be possible with tuning.
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2 Background

2.1 Scheduling

As described previously the scheduling of tasks is integral for the operating system. The
most common goals of a scheduler are to maximize throughput, minimize wait time, minimize
latency and maximize fairness. These goals often conflict with each other thus each scheduler
implementation has to compromise. This compromise means you can’t have one scheduler
optimized for all systems, instead multiple schedulers exist with the goal of being used for
different systems depending on the requirements. A desktop scheduler heavily prioritizes
interactivity for the user, thus lower latency is prioritized and compromises are made in other
areas.

Furthermore the actual work performed by the scheduler can in short be explained as
run queue management. Where the run queue is a data structure for holding active pro-
cesses(tasks), the structure differs depending on the scheduler implementation. The actual
operations of the scheduler are most commonly: pausing or resuming tasks and moving them
back and forth in the run queue.

Despite that these operations can be conceived as relatively simple, the design of sched-
ulers differs greatly. The difference stems from the priority of the previously described goals.
The actual algorithm for the scheduler mostly consists of the decision-making applied to pri-
oritize, pause, resume/start and finish tasks.

2.2 CFS

The Completely Fair Scheduler was implemented by Ingo Molnar and merged into the
Linux kernel in October 2007 and has since been the default scheduler [1]. CFS goal is to
maximize overall CPU utilization while also maximizing interactive performance. The sched-
uler tries to divide CPU time, time for performing work on a certain task, evenly among all the
cores. Furthermore the scheduler achieves this in its implementation by utilizing per logical
CPU run queues. These run queues are ordered by a red-black tree data structure. Which is a
self-balancing binary search tree.

Figure 1: Red-black tree visualized [2]
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In addition to the requirements of a binary search tree the red-black tree has 4 more
requirements. These are:

• Each node is either red or black.

• All root nodes are always black.

• A red node does not have a red child.

• Every path from a given node to any of its root nodes goes through the same number
of black nodes.

Once all these requirements are met a red-black tree is created. Once an insert or delete
operation is called the tree is rearranged to restore the requirements which in turn helps it
rebalance itself. Thus the worst case of an unbalanced tree is avoided. Moreover this guaran-
tees a search time of𝑂 (log𝑛), where 𝑛 is the number of nodes in the tree. As for the insertion
and deletion these are also performed in 𝑂 (log𝑛) time. However in the case of finding the
next task to execute, CFS does not have to look it up. Since the leftmost node is always cached
the lookup for the next task is constant.

The run queue of each CPU uses this tree as a timeline of future task execution. Where
each task is sorted by its virtual runtime. Where virtual runtime is defined as the actual
runtime normalized to the total number of running tasks.

Tasks are added to the tree and those with low virtual runtime are stored on the left side
while tasks with high virtual runtime are stored on the right side. The scheduler always picks
the leftmost node for execution, resulting in the task with the lowest available virtual runtime
being chosen.

Virtual runtime is also affected by the nice value of a task. This value is used to identify
and prioritize tasks. As this value increases the virtual runtime decreases, thus the task is
enqueued more to the left of the red-black tree. Thereby boosting its priority.

In addition to this the scheduler load balances by allowing cores to help each other. Thus
the scheduler may move tasks from the run queue of one core into another. Thus idle time is
minimized.

2.3 BMQ

The BitMapQueue CPU scheduler is implemented by Alfred Chen and originates from his
previous work with the Priority and Deadline based Skiplist multiple queue scheduler(PDS-
mq)[3][4]. BMQ is described by the author as an evolution of his previous PDS-mq and in-
spired by the Zircon scheduler[5]. The primary goal of BMQ as stated by Chen is to ”keep
the scheduler code simple, while efficiency and scalable for interactive tasks, such as desktop,
movie playback and gaming etc.” [6].

The scheduler uses a per CPU run queue design, meaning that each logical CPU has its
own run queue similar to CFS. Thus each CPU is responsible for scheduling the tasks in its
run queue. These run queues consist of a set of priority queues, where each queue holds an
ordered list of tasks that waits for execution. An ordered list is similar to a sorted array, the
difference being what data is in the list. Since it is sorted the time complexity of lookup is
𝑂 (log𝑛), insertion is 𝑂 (𝑛) and deletion is 𝑂 (𝑛). Where 𝑛 is the length of the list. However
since the next task for execution always is first in the list, the lookup for the next task to
execute becomes constant.

Once a task is chosen it will be running for a timeslice(default is 4ms). If the timeslice
finishes before the task is completed, it is placed at the end of the appropriate run queue and
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a new one is started.
In addition to this tasks which wait for a shared resource are placed into a waiting queue

for this resource and are reinserted once the resource is unblocked. Thus they won’t block
the run queues.

As for priority management, real time(rt) tasks have a priority from 0-99 while non-rt
tasks priority is determined by two factors. The first factor is the tasks static priority, essen-
tially the nice value. The second factor is called the priority boost or boost value which is used
to offset the base priority. This factor is modified based on two different conditions, however
the value won’t go negative. The threads priority either receives a priority penalty for using
the entire timeslice or a priority boost. The boost is only given to threads that give up CPU
control to reschedule and its time after the last switch and run is below its priority threshold.

By following these priority rules the intent is to enable quick service for interactive threads.
Whereas these threads usually interact with the user directly and may cause user-perceived
latency. Most of their time is spent blocking awaiting another user event. Because of the
blocking they get the previously described priority boost once unblocked and the background
threads that finish their timeslice receives the priority penalty.

3 Related Work

This thesis takes inspiration from previous work published related to comparing schedulers.
Thus the methods are heavily inspired in order to provide a clear indication of the results once
compared. The reason why is to provide a common ground to compare these publications in
an easier fashion for further investigation in the field. There are two publications that are
the primary inspiration, BFS vs. CFS scheduler comparison[7] which presents a comparison
between the Brain Fuck Scheduler and CFS and Linux CPU Schedulers: CFS and MuQSS
Comparison [8]. In both these publications the methods are similar, thus presenting a result
that is comparable.

In the paper BFS vs. CFS scheduler comparison [7] the authors present a study concluded
on the performance difference of CFS and BFS where the main criterion tested were latency
and turnaround time. These criteria were tested by using a scheduler benchmarking tool,
compiling a project with the help of MAKE and a video latency test with the help of MPlayer.
The result from this thesis indicated that CFS outperformed BFS for minimizing turnaround
time, however BFS performed better in the latency test. Thus the conclusion that ”BFS is better
for interactive tasks that block on I/O or user input while CFS is better for batch processing
that is CPU bound” was drawn.

In the paper Linux CPU Schedulers: CFS and MuQSS Comparison [8] the author con-
cluded a similar thesis albeit with a different scheduler comparison. Here MuQSS and CFS
were compared. The methods used were also heavily inspired by the previous thesis pre-
sented. Thus the same criterion was used. However the benchmarking tools were different
and in addition to testing the video latency with MPlayer in a similar fashion, the author also
simulated background workload by using the rt-app. Thus the test simulated the interactivity
of the scheduler. The presented result concluded that CFS performed better than MuQSS.
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4 Method

4.1 Test Criterion

To test the latency and interactivity in a scientificmanner the terms have to bemeasurable.
Thus a clear definition of the terms is needed. For this thesis the terms are translated to the
following CPU scheduling measurements: latency and interactivity. These measurements
provide a correlate directly with the research question, thus the results give a clear picture
for the comparison. The definition of the terms follows:

• Latency -The time between a taskwaking up and its execution, combinedwith the time
spent by the scheduler making decisions. To achieve a low latency the scheduler has to
be efficient in retrieving the task and restoring its context. Allowing the processor to
continue working on it.

• Interactivity - The perception of how the user experiences the system. If the system
freezes and is unresponsive to input the interactivity is viewed as low. For the scheduler
to achieve high interactivity the scheduler must be able to handle a large number of
tasks while still maintaining low latency. Meaning it has to be efficient in handling
multiple tasks and switching between them seamlessly while being responsive.

4.2 Test setup

The tests were performed on a laptop computer running Arch with two different kernels.
One with CFS and one with BMQ.The linux-tkg [9] script was used to install the BMQ sched-
uler with the Linux kernel. The kernel version 5.13.19 was installed for both the CFS and
BMQ kernel. Two tests are performed, one for each previously described criterion. Further-
more the latency test was performed using runlevel 1 when booting the kernel. This ensures
that nothing else is running which could impact the test. However as for the interactivity
test, this is not possible. For this test it is desired that normal user processes are running to
determine the interactivity. Thus the kernel was booted with the default runlevel. Both tests
are also executed multiple times to combat any edge case or other events which could affect
the results. Each test is automated using a bash script, saving the result in a CSV file. The
specifications of the machine performing the tests follow:

• CPU: Intel Core i7-7660U @ 2.5GHZ, 4 logical cores

• Memory: 16GB DDR4

• Hard drive: NVME SSD
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4.3 Latency Test

The latency test utilizes the scheduler benchmarking software called Hackbench [10].
Hackbench was originally developed by Rusty Russel to demonstrate the improved perfor-
mance of the multi-queue scheduler, since then many people have contributed and further
improved the tool. It is a part of perf-bench, which is a framework for benchmarking
suites. The tool creates pairs of a specified amount of either threads or processes. These en-
tities communicate back and forth using either sockets or pipes and the time taken for a pair
to communicate is recorded. In order to use this tool the following command is executed:
perf bench sched messaging -p -t -g X -l Y
Where argument -p specifies for pipes instead of sockets, thus the overhead for socket com-
munication is eliminated. The argument -t specifies multiple threads instead of multiple
processes, which minimizes the process creation overhead. The last two arguments represent
the number of groups and number of loops, where X is the number of groups(pairs) and Y
is the number of loops. Different values for these flags are tested to produce varying results
where the difference can be examined. The reasoning for this is that the difference can be
quite minimal using the default values, thus an increase could provide a clearer distinction if
one exists. The values tested are 10, 20 for the groups and 2000, 4000 for the number of loops,
where 10 is the default value for groups. Furthermore each test was executed 50 times. The
result of the command is the average latency in seconds.

4.4 Interactivity Test

The interactivity test is performed with the help of MPlayer [11]. Primarily because of
its benchmarking capabilities. A creative commons clip is used and the focus of the test is
the number of dropped frames. The clip takes 90 seconds to finish and is called ”Caminandes
1:llama Drama” [12]. Furthermore the clip has a resolution of 1920x1080 and is recorded in
24fps. During the video playback, an application in the background is simulating work. This
background application is called rt-app[13] which is a highly configurable real-time work-
load simulator. This was originally created by Giacomo Bagnoli so he could create background
tasks to induce scheduler latency for his tests. The simulation capabilities rt-app are used
to vary the number of background tasks in order to present how this affects the number of
frame drops. Thus the result provides insight into the capabilities of the scheduler during
interactive tasks.

The rt-app uses JSON to configure the background load. The test varies the background
load and records the total number of frames dropped for each scheduler. The JSON used to
simulate the background work can be found together with the source code for rt-app [14].
The JSON file is modified by changing the number of threads created. The different values
for the number of threads are 10, 20, 25, 30, 35, 40, the duration for the work is the same as
the video length. Each test is performed 5 times using the different schedulers and number
of background tasks. The result is the average frame drop percentage per background task.
The reasoning for using an average is to minimize the effect of other processes. The lower the
frame drop percentage, the better the scheduler performs. To record the frame drop percent-
age the following command is executed:

mplayer -benchmark -hardframedrop videofile.mp4.
The -benchmark flag enables the benchmarking capabilities of the software and the

-hardframedrop flag enables frame dropping. Thus providing an output of the percentage
and number of frames dropped.
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5 Result

5.1 Latency Result

The results from the latency tests clearly show BMQ having a lower latency overall com-
pared to CFS, this can be seen in all of the configurations used for the test. Even though Figure
2 presents the maximum value to be similar to CFS minimum value. The outliers in CFS can
also be seen as outperforming the median value of BMQ. Figure 3 clearly presents BMQ out-
performing CFS. The outlier values for BMQ perform even better than the minimum value.
As for CFS some of the outliers perform better than the minimum value while some perform
worse than the maximum value. As for the second test the number of groups was increased
by 10. Figure 4 presents BMQ outperforming CFS, the outliers of BMQ performed worse than
the maximum value. Lastly Figure 5 also presents BMQ outperforming CFS. However the
outliers for BMQ perform worse than the maximum value and the same is true for CFS.

Figure 2: Boxplot showcasing the latency in seconds running with 10 groups and 2000 loops.
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Figure 3: Boxplot showcasing the latency in seconds running with 10 groups and 4000 loops.

Figure 4: Boxplot showcasing the latency in seconds running with 20 groups and 2000 loops.
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Figure 5: Boxplot showcasing the latency in seconds running with 20 groups and 4000 loops.

5.2 Interactivity results
The Figure 6 presents a similar frame drop percentage for both schedulers until the number
of tasks increases above 25. BMQ has a lower frame drop percentage while the number of
background tasks surpasses 25.

Figure 6: Line diagram showcasing the frame drop percentage per background task.
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6 Discussion

The purpose of this study is to evaluate if BMQ provides lower CPU scheduling latency than
CFS while keeping at least the same performance for interactive tasks. To answer the research
question the previously described experiments were concluded, the CPU scheduling latency
test and the interactive performance test. The tests and the setup are described further in
Section 4.

The results from the latency test suggest that BMQ has a lower CPU scheduling latency
than CFS. As the latency test was performed with different configurations each configuration
is presented with its result in Section 5.1. Figure 2 and Figure 3 suggest that BMQ had a better
average CPU scheduling latency which is further proven by Figure 4 and Figure 5. Even
though Figure 2 showcases that the minimum value of CFS is equal to the maximum value of
BMQ and CFS has some outliers which have lower latency than the median latency of BMQ,
these values are as stated outliers and are not significant for the result. Thus the average CPU
scheduling latency for BMQ is indeed lower than CFS. Suggesting that the BMQ algorithm is
more efficient in its way of handling the processes in this test.

As for the interactivity results from Figure 6 it is clear that BMQ and CFS perform very
similarly, with BMQ seeming to have a small advantage up until the number of background
tasks surpassed 25. From this point onward the BMQ scheduler outperformed CFS quite heav-
ily in regards to the number of frames dropped. However during testing it became apparent
that simulating more than 25 background tasks was quite the extreme use case as this heavily
affected the number of frames dropped on the machine tested. Even though this high amount
of background work might have been an extreme case of what an average user might cause on
a system, the result is very interesting. During these heavier background loads it was visually
apparent that BMQ performed better since the video ran smoother.

The difference in the results suggests that BMQs implementation differences produce re-
duced latency in these tests. The first obvious difference is found in the way BMQ handles
run queues since it utilizes an ordered list instead of a red-black tree. However looking at the
time complexity difference of these structures presented in Section 2.2 and Section 2.3, the
most important factor is the lookup for the next task to execute. Which is constant for both
schedulers. This leaves us with two other main differences which are runtime and task pri-
ority. As for the runtime CFS uses the virtual runtime and always executes the task with the
lowest available virtual runtime. While BMQ sets a fixed timeslice for all tasks, the default is
4ms. This combined with the priority management in BMQ, described in Section 2.3, could be
the explanation for the performance difference. However it is hard to pinpoint exactly what
causes the difference in the result without further research and testing.

6.1 Conclusion

This study shows that BMQ does indeed provide a lower CPU scheduling latency while
maintaining at least the same performance for interactive tasks, for the tested environment.
Furthermore it suggests that BMQmay outperform CFS in switching between a large amount
of load-heavy tasks while simultaneously delivering interactivity for the user. Thus the results
of this thesis support Alfred Chen’s goal of providing this scheduler to be considered as an
alternative for Linux. Since no obvious drawbacks from the current default scheduler were
found in regards to CPU scheduler latency and interactive performance during any of the
tests concluded in this thesis.
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6.2 Limitations and Future Work

The scope is quite limited since the tests were only conducted on one machine, with the
previously stated specifications. It is plausible that there exist hardware configurations that
alter the results. Furthermore it is also plausible that by changing the default parameters
of the schedulers the results could be altered. Furthermore this thesis only focused on CPU
scheduling latency and interactivity leaving other goals of a scheduler unexplored. These
goals also have to be explored to produce a clear-cut picture of the benefits and drawbacks
BMQ provides. Even though the results of this thesis seem promising for BMQ more testing
with different environments, systems and configurations are required before the scheduler
can be either accepted or dismissed as a viable scheduler for Linux.
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