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Abstract

This thesis consists of three papers on recommender systems.
The first paper addresses the problem of making decentralized rec-

ommendations using a peer-to-peer architecture. Collaborating recom-
mender agents are connected into a network of neighbors that exchange
user recommendations to find new items to recommend. We achieved
a performance comparable to a centralized system.

The second paper deals with the bootstrapping problem for cen-
tralized recommender systems. Most recommender systems learn from
experience but initially there are no users and no rated items to learn
from. To deal with this problem we have developed the Genesis method.
The method bootstraps a recommender system with artificial user pro-
files sampled from a probabilistic model built from prior knowledge.
The paper describes how this was done for a k-nearest neighbor recom-
mender algorithm in the movie domain. We were able to improve the
performance of a k-nearest neighbor algorithm for single predictions
but not for rank ordered lists of recommendations.

The third paper identifies a new domain for recommendations –
product configuration – where new recommender algorithms are needed.
A system that helps users configuring their own PCs is described. Rec-
ommendations and a cluster-based help system together with a rule-
based configurator assist the users in selecting appropriate features
or complete PC configurations. The configurator ensures that users
cannot choose incompatible components while the recommender sys-
tem adds social information based on what other users have chosen.
This introduces new complexity in the recommendation process on how
to combine the recommendations from the configurator and the rec-
ommender system. The paper proposes (1) three new recommender
algorithms on how to make recommendations in the domain of prod-
uct configuration, (2) a method for adding social recommendations to
a rule-based configurator and (3) a method for applying the Genesis
method in this domain. In this case the Genesis method is implemented
by a Bayesian belief net that captures the designers’ prior knowledge
on how to configure PCs. Then instances of complete configurations
are sampled from the model and added to the recommender algorithm.
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1 Introduction

This thesis consists of three papers on recommender systems.

The first paper addresses the problem of making decentralized rec-
ommendations using a peer-to-peer architecture. Collaborating recom-
mender agents are connected into a network of neighbors that exchange
user recommendations to find new items to recommend. We achieved
a performance comparable to a centralized system.

The second paper deals with the bootstrapping problem for cen-
tralized recommender systems. Most recommender systems learn from
experience but initially there are no users and no rated items to learn
from. To deal with this problem we have developed the Genesis method.
The method bootstraps a recommender system with artificial user pro-
files sampled from a probabilistic model built from prior knowledge.
The paper describes how this was done for a k-nearest neighbor recom-
mender algorithm in the movie domain. We were able to improve the
performance of a k-nearest neighbor algorithm for single predictions
but not for rank ordered lists of recommendations.

The third paper identifies a new domain for recommendations –
product configuration – where new recommender algorithms are needed.
A system that helps users configuring their own PCs is described. Rec-
ommendations and a cluster-based help system together with a rule-
based configurator assist the users in selecting appropriate features
or complete PC configurations. The configurator ensures that users
cannot choose incompatible components while the recommender sys-
tem adds social information based on what other users have chosen.
This introduces new complexity in the recommendation process on how
to combine the recommendations from the configurator and the rec-
ommender system. The paper proposes (1) three new recommender
algorithms on how to make recommendations in the new domain of
product configuration, (2) a method for adding social recommenda-
tions to a rule-based configurator and (3) a method for applying the
Genesis method in this domain. In this case the Genesis method is im-
plemented by a Bayesian belief net that captures the designers’ prior
knowledge on how to configure PCs. Then instances of complete con-
figurations are sampled from the model and added to the recommender
algorithm.

First we will give a background to recommender systems, second
we list some open and addressed research problems, third we present
the used research methodology and last we present a reading guide and
the contribution of each paper.

2 Recommender Systems

The rise of the Internet has led to information overload problems
whether you want to find something using a search engine, buy some-
thing at an online store or read your own e-mail. In addition, many
online retailers want to give their customers a good service to keep
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them coming back but also to cross-sell products that give high rev-
enues. Recommender systems are one way to tackle these problems.

Definition 1 A recommender system is a system that helps a user to

select a suitable item among a set of selectable items using a knowledge-

base that can be hand coded by experts or learned from recommendations

from the users.

This definition implies that the notion of recommendation holds
the idea that it has been recommended by another human being (an
expert or another user). Predictions induced only from the active user’s
previous interactions are excluded.

A learning recommender system typically works as follows: (1) the
recommender system collects all given recommendations at one place
and (2) thereafter it applies a learning algorithm. Predictions are then
made either with a model learned from the dataset (model-based pre-
dictions) using, for example, a clustering algorithm [1, 7] or on the
fly (memory-based predictions) using, for example, a nearest neigh-
bor algorithm [1, 11]. A typical prediction can be a list of the top N
recommendations or a requested prediction for a single item.

Memory-based methods store training instances during training
that are then retrieved when making predictions. In contrast, model-
based methods generalize into a model from the training instances
during training and the model need to be updated regularly. The
model is then used to make predictions. Memory-based methods learn
fast but make slow predictions, while model-based methods make fast
predictions but learn slowly.

The origin of recommender systems can be traced back to Malone et
al. [3]. They proposed three forms of filtering: cognitive filtering (now
called content-based filtering), social filtering (now called collaborative
filtering) and economic filtering. They also suggested that the best
approach is probably to combine these approaches (now called hybrid
systems).

The term collaborative filtering was introduced by Goldberg et al.
in their work with Tapestry [4]. Tapestry is regarded as the first rec-
ommender system [12].

Another early paper from 1990 by Karlgren describes an algebra
for combining user opinions to make recommendations [31].

The term collaborative filtering was used for recommender systems
until Resnick et al. in [12] introduced the latter and broader term.
The reasons for the new term were two: (1) users do not necessarily
collaborate explicitly with each other and (2) to include both filtering
(removal of uninteresting items) and suggestions of interesting items.
The new term includes any of the filtering approaches suggested by
Malone et al. In addition, the focus is moved from the algorithm to
include the user interface [2].

Burke [16] adds two other ways of making recommendations to
the three already mentioned: knowledge-based and demographic-based
recommender systems (as well as utility-based recommender systems
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but they are regarded as a special case of knowledge-based recom-
mender systems).

Since the term was coined in 1997 the field of recommender systems
has grown a lot. There are systems for recommending movies [13],
newspaper articles [8], Usenet news [11], humor [14], food recipes [9]
and many others. A good overview of many commercial recommender
systems can be found in [10].

2.1 Content-based filtering

Content-based filtering uses the content of the recommended items as
basis for recommendations. This is the oldest approach to filtering
[6]. For instance, when recommending news articles the words in the
article might constitute the content attributes.

This approach suffers from the shortcoming of only being able to
recommend items with content previously encountered (the serendip-
ity problem). To give an example, when a user has only rated papers
containing the term collaborative filtering and not recommender sys-

tems, only papers containing the previous term can be recommended.
As in case for all systems learning from experience content-based sys-
tems take time to learn to make good recommendations (the cold-start
problem or the bootstrapping problem). For instance, not until the
user has rated a paper containing the term recommender systems can
other papers containing that same term be recommended.

The systems in the first and the third paper describe recommender
systems using content-based methods. In the first paper term vectors
are used to match users’ interests in news articles recommended by
other users. The system in the third paper uses the attributes of PC
configurations to match the current user with completed configurations
from previous users.

2.2 Collaborative filtering

Collaborative filtering differs from content-based filtering in that user
opinions are used instead of content. Each item is represented by
the opinions given by users. Opinions can be expressed as explicit
user ratings on some scale ranging from bad to good, or as implicit
ratings given by logging users actions. As an example of the latter,
viewing or skipping items could be interpreted as positive and negative
ratings respectively. In addition, opinions can be expressed as text
annotations attached to the items, allowing content-based methods
to be applied. Thus for collaborative filtering the recommendation
process is a social activity – collaborative filtering tries to automate
word-of-mouth recommendations: you are recommended items that
other people with similar taste have recommended [5].

The main advantage over content-based methods is that any items
regardless of content can be recommended. Movies, images, art and
text items are all represented by the users’ opinions and thus can be
recommended by the same system. If a content-based method was
applied, only items with comparable content could be recommended.
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This also means that collaborative filtering can recommend things from
different genres. Assume that there is a user that likes thrillers but
not science fiction. In a content-based approach the user will only get
thrillers recommended. Whereas in a collaborative approach, a science
fiction movie can be recommended as well given that there are enough
science fiction lovers that also like thrillers.

Collaborative filtering suffers from different shortcomings than
content-based filtering. There are foremost two bootstrapping prob-
lems: (1) if nobody has rated an item, it cannot be recommended (the
early rater problem) and (2) if each user has rated very few items,
users cannot be matched (the sparsity problem).

None of the system presented in this thesis uses pure collaborative
filtering for making recommendations. All systems are hybrids. The
system closest to using pure collaborative filtering is presented in the
second paper. In this system, the actual recommendations are made by
pure collaborative filtering with explicitly captured opinions. However,
the system is bootstrapped with content-based artificial user profiles.
The system of the first paper uses the user opinions to select which
neighbors an agent should keep but not when making recommenda-
tions.

2.3 Economic filtering

Economic filtering moves the focus of filtering from the receivers to the
senders by introducing cost to send recommendations. For instance,
a user could be charged for the length of the sent recommendation
(assuming that the user actively recommends something to another
user). This form of filtering is not much used for recommender systems:
the problem is usually not to prevent users from recommending, but to
encourage them to do it. Thus instead economic means or some other
reward could be used to create incentives for users to recommend. An
instance of a system that uses virtual money called “chit” as payment
and reward for receiving and giving recommendations is the Knowledge
Pump described in [36].

2.4 Knowledge-based recommendations

Knowledge-based recommender systems use prior knowledge on how
the recommended items meat the users’ needs. An instance of a
knowledge-based recommender algorithm with collaborative filtering
is presented in [15, 16].

The main advantage using a knowledge-based system is that there
is no bootstrapping problem. Because the recommendations are based
on prior knowledge there is no learning time before making good rec-
ommendations. This is also a drawback since pure knowledge-based
systems can only make pre-coded recommendations and not adapt to
the individual user or changing domains.

The closest to a knowledge-based recommender system is described
in the third paper. The system uses a Bayesian belief net to represent
uncertain prior knowledge on how people tend to put PCs together and
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a rule-based configurator containing knowledge on how components can
and cannot be combined.

2.5 Demographic-based recommendations

Demographic-based recommender systems use prior knowledge on de-
mographic information about the users and their opinions for the rec-
ommended items as basis for recommendations. There are not many
recommender systems using demographic data because this form of
data is difficult to collect[16]. People are reluctant to share phone num-
bers, physical addresses and similar information with a system. This
problem is somewhat easier for commercial systems that, for instance,
collect credit card numbers when users make their orders. An example
of a demographic-based recommender where information about users
is taken from their homepages to get around this problem is described
in [26]. No paper in this thesis makes use of demographic information.

3 Open and addressed research issues

Although much research has been conducted there are still many un-
solved problems and open research questions. In this section we list
current and future research problems and where our work makes con-
tributions.

Schafer [17] identifies six research directions to be further inves-
tigated: hybrid systems, building community, explaining recommen-
dations, validating recommendations, preserving privacy and mobile
systems. In addition to these we would like to add peer-to-peer sys-
tems and systems in the context of ubiquitous computing, and the old
research issue on how to bootstrap a new recommender system. The
presented work contributes to the area of hybrid systems, peer-to-peer
systems, bootstrapping, and partially to protecting user privacy. All
presented systems in this work are hybrid systems. The system of the
first paper is a peer-to-peer system and it is claimed that decentraliza-
tion in itself helps to protect the user privacy. The other two papers
address the problem of how to bootstrap a new recommender system.
The bootstrapping problem was covered in the previous section that
describes the different basis for recommendations and it is not listed
here.

3.1 Hybrid Systems

Hybrid recommender systems combine two or more recommender al-
gorithms. The reason is to make use of their combined strengths and
to level out their corresponding weaknesses [16]. Most frequent is to
combine collaborative filtering with content-based filtering.

Burke lists a number of hybridization methods to combine pairs of
recommender algorithms [16]. There are weighted hybrids, switching
hybrids, mixed hybrids, feature combination hybrids, cascade hybrids,
feature augmented hybrids and meta-level hybrids. Each method is
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Hybridization method Description

Weighted The scores (or votes) of several recommendation
techniques are combined together to produce a
single recommendation.

Switching The system switches between recommendation
techniques depending on the current situation.

Mixed Recommendations from several different recom-
menders are presented at the same time.

Feature combination Features from different recommendation data
sources are thrown together into a single rec-
ommendation algorithm.

Cascade One recommender refines the recommendations
given by another.

Feature augmentation Output from one technique is used as an input
feature to another.

Meta-level The model learned by one recommender is used
as input to another.

Table 1: Different methods to make hybrids of pairs of recommender algo-
rithm. The table is taken from [16], page 340.

shortly described in Table 1 (the table is taken from Burke). Ac-
cording to Burke’s classification there are totally 53 possible hybrids
combining pairs of recommender algorithms with hybridization meth-
ods. Only 14 of these hybrids seem to be explored. Thus there are still
39 hybrids to be investigated. In addition, one can combine more than
two recommender algorithms and then the number of possible hybrids
increases even more.

The presented work contributes to this research problem by intro-
ducing several new combinations of recommender algorithms. The first
paper describes a system that is a cascade hybrid. First coarse-grain
filtering using opinions is applied to select who to keep as neighbor
and thereby selecting who that will receive recommendations. Then
fine-grained content-based filtering is applied to select what is actually
recommended.

The second paper describes a system that uses collaborative filter-
ing that is seeded with artificial user profiles. The profiles are sampled
from a model built using content-based methods and prior knowledge.
Thus this is a hybrid that combines collaborative filtering with a combi-
nation of content-based and knowledge-based filtering. The first com-
bination corresponds to feature augmentation hybridization because
the collaborative filtering uses the ratings of the artificial profiles. The
second combination corresponds to weighted hybridization because the
ratings of the artificial profiles consist of the multiplication of the rating
contributions from the content-attributes and the rating contributions
from the prior knowledge.

12



The third paper describes a system that combines collaborative
filtering, content-based filtering and (two times) knowledge-based fil-
tering. The content features are used to match the current user pro-
file (configuration) with previous profiles (completed configurations)
to generate recommendations. In addition, the recommender is seeded
with artificial profiles generated from a Bayesian belief net built from
prior knowledge. Thus the system uses a meta-level hybridization
method when combining collaborative with content-based filtering and
feature augmentation to add the prior knowledge. Finally the output
from the recommender is combined with the output from the config-
urator using mixed hybridization presenting both outputs alongside
each other.

3.2 Building community

Most recommender systems rely heavily on a large community of users
for good performance. Without users there are no opinions and no
recommendations. If users do not come back to use the system again,
the system will only be able to make shallow predictions for ephemeral
users. Thus building a durable community is very important and it is
an essential research issue that should be further investigated.

Recommender systems were originally used to recommend items,
but we can also imagining them recommending people. This will ef-
fectively turn a recommender system into a community-building tool,
for instance, to find new friends or experts in some field. As well, in a
community, groups of users might be interested in getting recommen-
dations for the entire group based on the different group members’
interests. Early examples of the former for finding experts are pre-
sented in [19, 20] and PolyLens, an instance of the latter is described
in [21].

3.3 Explaining recommendations

Another important issue is how to explain a recommendation to a
user. Explaining why an item was recommended to a person might be
as important as getting the recommendation. The major work in this
area is Herlocker’s thesis where several different ways for explaining
recommendations are described and tested on real users [18].

For hybrid recommender systems explaining recommendations is
complicated. For instance in the second and last paper the system
is seeded with artificial profiles. Thus a recommendation might not
only come from another user but also from a randomly created profile.
How is such a recommendation explained? In the third paper we briefly
touch this research question.

3.4 Validating recommendations

Yet another issue is how to know whether a recommendation is valid.
Does a recommendation meet the user’s need? This is quite easy for a
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system like MovieLens 1 that uses explicit ratings. You watch a movie
and then you rate it. However, for systems using implicit ratings this
is a hard problem. To give an example, when a rating corresponds to
whether an item is bought or not – how does the system know that
the customer really liked the bought item? One solution is to let the
customer rate the item when returning to buy some more as done at
Amazon.com.

This research problem was not addressed in this thesis though the
issue is very relevant for the last paper describing a system for config-
uring and selling PCs. How can the system obtain the information on
whether a PC configuration really meet the user’s need?

3.5 Preserving privacy

Most recommender systems require that some information about users
is stored and used for making recommendations. This makes recom-
mender systems a serious risk for violating the privacy of users. The
information might be sold to a third party, or be used unexpectedly,
for instance, for promoting other products [22].

Even though the data itself might not be misused, somebody can,
by cleverly asking for recommendations, find the opinions of users that
are differing significantly from most other users. As long as a user is
similar to the other users he is safe but when making serendipitous
ratings he is exposed. This problem is described and investigated in
[23].

Kleinberg et al. make a game theoretical analysis of the value of
sharing private information for recommender systems and for collab-
orative filtering in [25]. They believe the principle behind privacy is
simply that users should only share their private information when
they are fairly compensated.

An attempt to secure privacy for users of a decentralized match-
making system is described by Foner in [24]. Foner argues that decen-
tralization in itself helps preserving privacy.

Another decentralized, peer-to-peer system for preserving privacy
is presented by Canny [37]. He describes a network of peers that uses
a clever recommender algorithm. The algorithm consist of two parts:
First user opinions are gathered by an aggregator that computes a
model and then the resulting model is spread among the peers that
use it to make recommendations. This is done in a clever way using
encryption and other techniques that make no user aware of any other’s
opinions.

Though privacy is not addressed directly in this thesis the first
paper makes arguments taken from Foner that decentralization in itself
makes it easier to preserve privacy.

1www.movielens.org
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3.6 Mobile systems, Ubiquitous Computing and

Peer-to-peer

In recent years mobile devices have become properties of each and ev-
eryone. In Sweden alone nearly 90 percent of the population have their
own cellular phones [27]. Many also have notebook computers, PDAs
and similar devices. The next step has been to connect these devices
together to stationary PCs, local networks and other local resources.
One such proposed approach for personal use is Bluetooth2 and another
complementing approach for local area use is WLAN3. The small size
of most mobile devices places high demands on the user interface. It is
harder to present and explain recommendations to the user on a small
area. Two examples of recommender systems for mobile systems are
presented in [38] and [39].

The introduction of mobile computers is only the beginning of a
trend towards ubiquitous computing where computers are situated any-
where and everywhere [28, 29]. Ubiquitous computing is about making
the computers invisible and part of the ordinary life in a similar way
as it is with written text. Items with written text surround us but we
are not bothered by it and we regularly use the text without thinking
much about what we are doing. The aim is that the computer should
be a tool that makes people focus on what they want to do rather than
on the computer itself.

In ubiquitous computing the physical location of devices is of ut-
most importance. Users should interact with computer systems with-
out even noticing, such as is already the case with for example washing
machines, cars, and microwave ovens. By using the users’ contexts such
as their location these kinds of systems open up for new applications
using location as base for adapting system behavior [34, 33]. In the
case of mobile systems there are already some positioning systems in
use, for instance, GPS. An example of a system using the user’s loca-
tion as well as content-based and collaborative filtering to filter digital
notes is GeoNotes [30]. Another example is a shopping agent that only
shows the items from the stores closest to the user’s location [32].

Note however that the notion of having an intelligent assistant that
can interrupt to tell me something is contrary to the notion of ubiqui-
tous computing that tries to remove the focus from the computer.

Peer-to-peer is an alternative to the dominant client-server architec-
ture now prevailing on the Internet. Though not necessarily a mobile
or ubiquitous, peer-to-peer systems have some advantages in an envi-
ronment penetrated by computers. One advantage is for instance to
preserve privacy [24, 37]. In a peer-to-peer system, the peers’ com-
puters are connected in a network working together to achieve some
common goal. No peer is in essence considered different from any
other peer. Examples of peer-to-peer systems are ICQ4 which is a chat

2http://www.bluetooth.com/
3Wireless Local Area Network (http://www.wlana.org/)
4http://www.icq.com. ICQ is an instant-messaging program that lets the users set up

a buddy list with friends that can be contacted directly with an instant message.
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system, and Kazaa5, Gnutella6 and Napster7 which are file-sharing
systems. A prominent feature of a peer-to-peer system is that the
peers can communicate directly with each other and not via a server.
Gnutella and Kazaa work without any central server while Napster and
ICQ use a central server to help the peers find each other. The first
paper describes a peer-to-peer-based recommender system based on a
multi-agent system.

Some inherent advantages with multiple agents are according to
[35]:

• Speed through parallel computing

• Robustness through agents with redundant functions

• Scalability because of the modular approach.

The proposed peer-to-peer-based system will be robust to disap-
pearing agents. If an agent disappears it stops making recommenda-
tions and thus it will soon be forgotten. In addition, if there are is a
large number of agents, another agent that share same interests can
probably replace the disappeared agent. The scalability of the system
is secured because it is easy to add a new user and by adding a new
user, a new computer and its resources are added as well.

We believe that parallelism, robustness, scalability and privacy pre-
serving are all important features for recommender systems in a mobile
environment or in an environment of ubiquitous computing. In ubiq-
uitous computing there will be many possible ways of detecting the
user’s actual context by communication with nearby devices. Thus
collecting all user information at one single location to generate rec-
ommendations will not be feasible. In a decentralized system this will
be much easier to handle.

4 Research Methodology

The research methodology of this work consists of three steps:

Literature study: First, interesting research problems are identified
by literature studies and cross-fertilization between different re-
search fields.

Design and implementation: Second, the identified research prob-
lems are described and followed by design and implementation of
systems addressing the problems.

Experimental evaluation: Last experimental evaluations are per-
formed to test whether the problems are solved. In the first paper
the system is evaluated in a simulator with simulated users and
in the second paper experiments are performed on an available
dataset to test relevant aspects.

5http://www.kazaa.com
6http://www.rixsoft.com/Knowbuddy/gnutellafaq.html
7http://napstermp3.com/Webopedia.htm
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The three steps have of course had impact on each other. For instance,
the identification of potential research problems naturally leads to more
literature study on that specific topic. In addition, experimental eval-
uation of systems motivates better design and implementation.

5 Reading Guide and Contributions

This section consists of short presentations of papers I-III in Appendix
A. The first paper can be read separate from the other two while the
last two papers should be read together.

Paper I – “A Peer-to-Peer-based Recommender System for a News
Headline Viewer” – is submitted to the workshop on Cooperative In-
formation Agents (CIA), Helsinki, August 2003.

Paper II – “Genesis: A method for bootstrapping recommender
systems using prior knowledge” – is submitted to a special issue of
ACM Transactions on Information Systems, 2004.

Paper II is written together with Åsa Rudström at SICS8. I devel-
oped the initial ideas, performed the experiments and wrote the first
draft. Åsa helped me to rewrite the paper and to develop the initial
ideas into the Genesis method.

Paper III – “Enhancing Web-Based Configuration with Recommen-
dations and Cluster-Based Help” – was presented at the Workshop on
Recommendation and Personalization in eCommerce at the 2nd In-
ternational Conference on Adaptive Hypermedia and Adaptive Web
Based Systems, May 2002.

Paper III is written together with Rickard Cöster, Andreas Gus-
tavsson and Åsa Rudström at SICS. My contributions to this paper
are foremost the three recommender algorithms and the bootstrapping
approach. The Genesis method was born out of this work.

5.1 A Peer-to-Peer-based Recommender System

for a News Headline Viewer

Most of today’s recommender systems, as well as any web-based ser-
vice, use a client/server architecture. The first paper describes a rec-
ommender system for information monitoring that uses an alternative
peer-to-peer architecture. Predictions of recommendations are done
locally at the user’s computer.

The proposed recommender system works as follows. Each user
has a program that presents subscribed new headlines and informa-
tion updates to the user as well as recommendations from a personal
recommender agent.

The recommender agent learns to recommend based on what the
user rates as interesting (using content-based filtering) and collabo-
rates with other users’ recommender agents to find new items to rec-
ommend. Each recommender agent has a limited number of neighbors

8http://www.sics.se
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(users represented by their agents) to which it sends the user’s recom-
mendations. Received recommendations are then: (1) recommended to
the user based on content similarities and (2) forwarded to the neigh-
bors. The number of times a recommendation is forwarded is limited
to two. Recommendations are used both as a means to find new items
to recommend and to find new neighbors.

To shorten the path between similar users the agents try to form
clusters with like-minded users. The clustering is done by keeping a
set of good neighbors and set of potentially good neighbors. When a
potentially good neighbor becomes good enough it replaces one of the
good neighbors and vice versa.

A simulator was implemented to test the system. The users and
news sources were simulated but the recommender agents were pretty
much fully functioning recommenders. The news items were taken
from the CLEF collection9 and 10 news sources were randomly drawn
from the collection. The search queries of the CLEF collection were
used as user interests.

The peer-to-peer system was compared to a similar but centralized
system with only one recommender agent serving all users. Three
parameters were varied to test the scalability, the clustering effect and
the exploration effect.

The scalability was tested by running the system with 100 and 400
users. The result indicated that the system scales.

The effect of clustering was tested by varying the number of kept
good neighbors. We did not get much clustering of users with similar
interests. This was probably because the neighbors were exchanged
very fast making it hard to learn whether a neighbor in fact was good.
Consequently, the clustering had little effect on the performance.

The effect of exploration was tested by varying the probability of
adding a new neighbor regardless of having given a good recommen-
dation. The ability to explore showed to be very important for the
performance. No exploration meant worse performance than for the
centralized system.

For all parameters it was easy to get a performance comparable
with the centralized system.

5.2 Genesis: A method for bootstrapping recom-

mender systems using prior knowledge

All recommender systems based on content-based filtering or collabo-
rative filtering suffer from a bootstrapping problem. Initially there are
no users and no rated items thus there is nothing to learn from. The
prominent way of dealing with this problem is to combine content-
based filtering and collaborative filtering using one of Burke’s hy-
bridization methods. However, the combination of content-based filter-
ing and collaborative filtering still suffers from a bootstrapping problem
since it still takes time to learn what to recommend.

9http://trec.nist.gov/data.html
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Recall that a knowledge-based recommender system does not have
a bootstrapping problem. Thus a good idea would be to combine a
learning recommender system with domain knowledge.

In order to deal with this problem we have developed the Genesis
method. The method bootstraps a recommender system with artifi-
cial user profiles sampled from a probabilistic model built from prior
knowledge on the recommender domain.

The Genesis method consists of three steps: domain analysis, model
building, and user sampling. In the domain analysis, we first ana-
lyze the recommended items. Second, we investigate the user profiles.
Third, we consider what kind of prior knowledge there is. The re-
sults from the domain analysis are used to build a set of probabilistic
models reflecting the working of system users. A recommender system
using any collaborative recommender algorithm might finally be boot-
strapped with artificial user profiles sampled from the model. The
paper describes how this was done for collaborative filtering in the
movie domain using a k-nearest neighbor recommender algorithm.

Four different models of users’ rating schemes were tested: Two
basic rating schemes (uninformed bootstrapping), the random rating
scheme and the constant rating scheme, and two extensions adding
prior knowledge to the basic schemes (informed bootstrapping), the
rank order-based extension and the cluster-based extension. In the
random rating scheme each user was modeled as having a uniform
randomly drawn rating for each movie, while in the constant rating
scheme each user had a constant rating for all movies. In addition all
users were modeled to have randomly drawn rating preferences, where
some users might rate movies on the full scale from 0 to 5 (from low
to high rating) while other users might rate movies only from 1 to 3
or even from 4 to 5.

The rank order-based extension adds the influence of rank order
from three available top lists for the most popular movies from the
Internet Movie Database (IMDb)10 – the female top 50 list and the
male top 50 list and the overall top 250 list. Movies with low rank
order in the lists were given higher ratings from the users on average.

The cluster-based extension assumes that users like similar movies.
Therefore the movies were clustered based on the text-content attribute
plot (also available from the IMDb). A user was then modeled to like
movies in two randomly drawn clusters.

The accuracy of the system was measured for single predictions and
for ranked lists of recommendations. The system was tested with and
without artificial user profiles.

Uninformed bootstrapping. Surprisingly we were able to im-
prove the performance for single predictions using only the random
rating scheme though the performance for the ranked recommenda-
tions was significantly lowered.

The constant rating scheme did not differ significantly from having
no artificial profiles.

10http://www.imdb.com
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Informed bootstrapping. The addition of the rank order-based
extension (for either of the two basic rating schemes) did not either
affect the performance probably due to too few rank ordered movies
in the top lists.

However, by adding the cluster-based extension to the constant
rating scheme we were able to slightly improve the performance for
single predictions and at the same time improve the performance for
ranked recommendations over the random rating scheme. Though, the
performance for the ranked recommendations is still significantly lower
than for the system without artificial profiles.

5.3 Enhancing Web-Based Configuration with Rec-

ommendations and Cluster-Based Help

Most recommender systems recommend single-dimensional items such
as books, movies and other products. The user makes one single se-
lection of a complete item for which an explicit or implicit rating is
given (thereby the term single-dimensional). In the last paper we have
identified a new domain with multi-dimensional items – product con-
figuration – where new recommender algorithms are needed.

Instead of selecting the complete item the user selects values for
multiple components before finally selecting the complete item (thereby
the term multi-dimensional). This resembles the multi-dimensional
ratings used for the restaurant recommender Entree though most of
our dimensions constitute real attributes of the product while Entree’s
are entirely human defined ratings [16].

We have investigated the multi-dimensional item domain of PC con-
figuration where users can choose what type of computer they want,
how fast the computer should be, the size of the hard disk and many
more features or components. The basic approach to assist users con-
figuring their PCs is to have a rule-based configurator that constrains
what selections are compatible. The configurator is extended with
recommendations and a cluster-based help system. The recommender
system adds social information based on what other users have chosen.
The combination of the recommendations from the configurator and
the recommender system introduces new complexity in the recommen-
dation process.

The third paper makes the following contributions: (1) three new
recommender algorithm on how to make recommendations in the new
domain of product configuration, (2) a method for adding social recom-
mendations to a rule-based configurator and (3) a method for applying
the Genesis method in this domain. A prototype of the system was
implemented as well.

The three recommender algorithms are (1) the Weighted Major-
ity Voter, which predicts the value of a component on the basis of a
weighted majority vote of k nearest neighbors using the number of com-
mon component features as vote function (2) the Näıve Bayes Voter
that is similar to Weighted Majority Voter but uses the probabilities
of component values given by a Näıve Bayes Classifier as vote function
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and (3) the Most Popular Choice (a modified Näıve Bayes Classifier
that takes the user’s current selections into count) that predicts the
most popular entire configuration of the k nearest neighbors.

The recommendations from the configurator and the recommender
system are mixed to use Burke’s vocabulary. Recommendations are
presented alongside but not in the same way. Users select values for
attributes from popup-menus showing all available values. In case
of the configurator, recommended selections are marked with different
colors depending on the meaning of the recommendation. For instance,
red colored values indicate that they are not compatible with other
selected values. In case of the recommender system, single predictions
are given on demand at an area to the right by clicking on a button
beside the popup-menu. Recommendations of entire configurations are
given by clicking on a separate button that opens a new window that
shows a full configuration. The attribute values can then be selected
all at once.

The system is bootstrapped with the Genesis method. In this case
Genesis is implemented by a Bayesian belief net that captures the
designers’ prior knowledge on how to configure PCs. Then instances
of complete configurations are sampled from the model and added to
the recommender algorithm.

6 Concluding remarks

In this thesis we have given a background to recommender systems
and listed a number of research questions. We have also listed our
contributions to each research question.

In Paper I we presented a decentralized peer-to-peer-based recom-
mender system that achieved a performance comparable to a similar
but centralized system. We also argued that decentralized systems are
very suitable for ubiquitous computing and mobile systems.

Papers II and III address the bootstrapping problem when the rec-
ommender system lacks experience to learn from. As a solution we
proposed the Genesis method that consist of three steps: (1) domain
analysis, (2) model building and (3) user sampling. First a probabilis-
tic model of the users’ rating behavior is built from prior knowledge.
Then a recommender system is bootstrapped with artificial user pro-
files drawn from the model. In Paper II, the Genesis model was applied
to the movie domain. We were able to improve the average prediction
accuracy for single movies but for rank list of recommendations the
average accuracy was decreased. In Paper III, we described how to
apply the Genesis method for PC configuration using a Bayesian belief
net.
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Abstract

Today most recommender systems use a centralized client-server architecture where
there is one service provider and many users. However, this is not the only possible architec-
ture. In this paper we propose a decentralized peer-to-peer architecture with recommender
agents serving a community of users. The peer-to-peer-based recommender is compared
with a similar but centralized recommender in terms of precision, recall and utility.

In a news domain we were able to show that the decentralized approach performs
equally well with respect to recall and utility but not with respect to precision.

1 The Scope of a Decentralized Recommender

Today most recommender systems use a centralized client-server architecture where there
is one service provider and many users. Generally a recommender system collects all user
opinions at one place and thereafter it applies a learning algorithm. Predictions are made
either with a model learned from the data set (model-based predictions) using for example
a clustering algorithm [3], [10] or on the fly (memory-based predictions) using for example
a nearest neighbor algorithm [3], [11]). Model-based algorithms learn to predict prior to
making predictions while memory-based algorithms predicts on the basis of some retrieved
training examples at the time of prediction. However, a centralized architecture is not the
only possible or the most suitable solution.

For inherently decentralized domains such as WWW or when the users’ privacy is of
great importance a centralized approach might not be the best choice. By storing all user
preferences at one place the recommender system might easily yield all of the data to unau-
thorized intruders or even more likely, lead to unauthorized access and use by the service
provider [1].

Yet another problem for centralized recommender systems is that the users are solely
dependent on one service provider. In contrast the service of a decentralized approach will,
if designed well, exist even if the original provider vanishes.

In response to these issues we propose a peer-to-peer recommender system consisting
of recommender agents serving a community of users. A decentralized solution: (1) Will
be running independent of a single service provider, (2) will protect the privacy of the users
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by distributing the information about the users between the peers (each peer gets only a part
of the information, not all information).

Though privacy is a major reason for building decentralized solutions it is not explicitly
addressed in this paper. Instead we will focus on the question of how well a peer-to-peer
recommender performs compared to a similar but centralized version. The system is tested
in a hypothetical news domain with simulated users but with quite realistic recommender
agents. We show that the performance is comparable for recall and utility but not for preci-
sion.

First the background of the proposed systems is presented, second the ideas behind the
proposed recommender system is described, third the system implementation is presented
and last experimental results are presented and discussed.

2 Background and Related Work

The proposed system intersects mainly with three areas of research: (1) it is a recommender
system (2) with a decentralized peer-to-peer architecture (3) that uses distributed software
agents. In the following each area is shortly described and related research is presented.

Recommender systems. A recommender system is a program that helps a user to select
an item among many selectable items by means of some knowledge base either handcrafted
or learned using some machine learning algorithm or a statistical model. Recommender
systems have been implemented for several domains. There are recommender systems for
recommending movies [7], newspaper articles [13], Usenet news [11], humor [12], food
recipes [14] and many others. A good overview of many recommender systems can be
found in [8]. All these systems use client-server architectures.

Peer-to-peer systems. A recent alternative to the dominating client-server architecture
is a peer-to-peer architecture where peers act as both servers and clients. No peer is in
essence considered different than any other peer. Examples of peer-to-peer systems are
ICQ1 which is a chat system, and Kazaa2, Gnutella3 and Napster4 which are file sharing
systems. The prominent feature of a peer-to-peer system is that the peers can communicate
directly with each other and not via a server. Gnutella and Kazaa work without any central
server while Napster and ICQ use a central server to help the peers find each other.

Software agents. A software agent (or agent for short) is a software program that
proactively or autonomously performs its work. A good introductory paper to the concept
of software agents is [15] and [16] gives a good overview of the current research.

The recommender agents in the proposed system can be called intelligent information
agents or interface agents because they use learning algorithms to handle information on
the behalf of their users and they adapt to and interact directly with their users. They also
constitute a so-called multi-agent system because they interact with each other and they are
collaborative agents because they proactively cooperate to make good recommendations.

1ICQ is a trademark of ICQ Inc. (www.icq.com). ICQ is an instant-messaging program that lets the users set up
a buddy list with friends that can be contacted directly with an instant message.

2 c©Sharman Networks 2002 - All Rights Reserved (www.kazaa.com).
3http://www.rixsoft.com/Knowbuddy/gnutellafaq.html
4http://napstermp3.com/Webopedia.htm
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2.1 Related Work

The idea of using collaborating agents in a filtering task has been proposed in [6]. This paper
describes a system with interface agents that help users sort e-mail. The agents’ advice is
taken either from learned user models or from asking other agents for advice. A problem
not addressed is how the agents are supposed to find each other.

The issue of finding other peers was addressed in Yenta [1]. Yenta is a decentralized
matchmaking system where agents search for users with similar interests using referrals
from other agents. Both Yenta and our approach address the problem of how agents can
find each other without any central control. In both approaches agents are expected to self-
organize into clusters representing users with similar interests. In both approaches, this
self-organization is achieved in the same manner humans find other people with similar
interests — by referrals based on knowledge about others. However, Yenta assumes that
it is non-problematic to directly compare user models while the agents of our system can
have non-comparable user models because they implicitly share user models by exchanging
recommendations. In addition, instead of explicitly asking other agents for referrals we use
forwarding of recommendations as implicit means to find new neighbors.

A peer-to-peer recommender system is described in [2]. In this system the complete
user profiles of rated items are sent between agents as queries in a Gnutella-like fashion,
whereas we only send a single item with corresponding rating. Another difference is that
their recommendations are computed locally using a nearest neighbor algorithm based on
opinions, while we use content-based predictions. In addition, the agents of our system
use opinions to actively select which neighbors to keep while they use the rather static
infrastructure of Gnutella.

3 The Proposed Recommender

The present work is based on a hypothetical scenario of introducing a software program for
information monitoring at all levels of an organization.5 The software resides on a user’s
computer and keeps the user updated on changes in online newspapers and web pages.
The information is shown as headlines in a small configurable window. All processing, for
example checking updates, is done locally by the client. Since there is no central server the
domain is well suited for a decentralized recommender approach. The advantage compared
to using a client-server solution is that no more than the information monitoring software
in combination with the recommender agent has to be installed (the former is installed
anyway).

3.1 The Recommender System

To solve the problem of recommending news items in a decentralized domain we propose
a recommender system consisting of interconnected peers of recommender agents. The
agents watch over the shoulders of their users (called the monitored users) and learn what
news articles the monitored users find relevant. That knowledge is then used to find other
relevant articles in collaboration with the other agents. However, each agent can only col-
laborate directly with its closest neighbors and hence to reach agents beyond the closest

5The described system is intended to be incorporated with the BotBox Personal Assistant for information moni-
toring developed by BotBox AB (www.botbox.com)
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Figure 1: A part of a completely decentralized recommender of interconnected peers of rec-
ommender agents. In this figure each recommender agent (the ellipses) corresponds to a single
user. An agent can communicate directly with a couple of (close) neighbors whereas more dis-
tant neighbors can be reached via the close neighbors. The arrows indicate the direction of
communications and thus which agent that is modeling which neighbor.

neighborhood they have to forward recommendations for each other. This is illustrated in
Figure 1.

We also want the agents to form clusters representing users with overlapping interests.
The paths between agents representing similar interests should be shorter within a cluster
than outside it. Thus recommendations should be spread faster with less communication and
at the same time reach more interested users. This is expected to increase the performance
compared to having no clusters.

Another important reason for agents to form clusters is that the resources of an agent are
limited because most users’ computers have limited resources. No agent should have to (or
be able to) model all other users and thereby have all users as its neighbors. This becomes
even more important when considering cell phones or other handheld devices.

This setup leads to the following problems that must be solved to get a working peer-
to-peer recommender:

1. The peers have to collaborate,

2. The peers should be able to filter the user recommendations,

3. The peers must be able to find each other,

• Initially (the bootstrapping of neighbors),

• When the system is running (the clustering of peers),

• While still keeping the network of peers connected.

Given that these implementation issues are solved we need to test the system to make sure
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that this communication between agents will not affect performance too much. In the rest
of this section will show how to solve these problems given a set of assumptions

Peer-to-Peer Collaboration. For the system to work it is assumed that users have dis-
tinct (Boolean) interests and that they are willing to share what documents (news items in
our domain) they find interesting. The agents collaborate by exchanging the users’ recom-
mendations. The agents send recommendations to each other not on request but whenever a
user has shown interest in a document. Thus only positive feedback is used. This means that
only what the users like is forwarded to their agents and thereby to their agents’ neighbors.
A motivation for only using positive relevance feedback in a recommender system is that
the meaning of negative feedback is unclear. It is hard to know why somebody did not like
a certain item.

The Filtering Mechanism. The described system has three levels of filtering. The first
level of filtering is user-based. Only documents that a user finds interesting are forwarded to
its agent. The second level of filtering is between the agents based on their models of each
other, both when deciding whom should receive a recommendation and whom to keep as a
neighbor. The third level is when an agent decides whether to recommend a document to its
user. This three-leveled filtering guarantees the user that a document is only recommended
if another user has deemed it relevant.

Initial Bootstrapping. The agents are bootstrapped with neighbors by a peer-to-peer
mechanism similar to ICQ with a buddy list and the possibility to send instant messages.
The idea is that users usually have a social network of friends and co-workers whom they
can add to their buddy lists. The buddies can then be used as the agents’ neighbors.

Finding New Neighbors. Additional neighbors can be found either by receiving for-
warded recommendations from other agents or whenever new buddies are added to the
buddy list. However, the latter mechanism is not used in this paper.

Clustering Peers. It is also assumed that the interests of the users overlap. This implies
that the agents by performing some type of hill climbing can find new neighbors more
similar to their monitored users. The same assumption is made in Yenta that uses a similar
algorithm. In the current system, the agents perform random search to find better neighbors.

3.2 Experiments

To test the system we ran several experiments. In the experiments the performance of a
decentralized approach is compared to a similar but centralized one. The two systems differ
in that the centralized system only has one recommender agent serving all users while the
decentralized version has several agents, each only serving one user.

In addition, the number of neighbors per agent is limited to prevent the decentralized
version from practically becoming identical to the centralized version where all agents serve
all users. This implements the idea from above that no node should have access to all user
data and that the agents have limited amount of resources.

4 The Recommender System Implementation

Recommender agents are implemented with a learning algorithm to model a set of moni-
tored users and with a set of neighbor users (differing from the monitored users and initially
taken from their buddy lists). Note that internally agents can use different algorithms. But
by using the same algorithm we make it easier to evaluate the results. The learned models
are used to predict the relevance of documents for the monitored users but also to choose
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whom to keep as neighbors The agents also work as brokers for each other making it pos-
sible to find new users by exchanging recommendations. The number of agents reached by
the recommendations is limited.

4.1 The Recommender Agent

The recommender agents are implemented to be fully functioning recommenders but with
a rather simple learning algorithm for building user models. In addition, restricting the
number of neighbors to maximally six simulates the limited resources of the agents. In a
real setting the number of neighbors should be larger but not necessarily unlimited.

Keeping users. As previously mentioned, each recommender agent has a set of mon-
itored users and a set of neighbors. An agent works as a personal recommender for its
monitored users while a neighbor is a user using another agent as personal recommender.
The neighbor relation is one way (see direction of arrows in Figure 1). However, the ex-
change of recommendations with a neighbor is always done via its recommender agent and
not directly with the neighbor. In a completely decentralized system each agent has only one
monitored user and in a completely centralized system there is only one agent that monitors
all users.

Building user models. Each monitored user and each neighbor is represented by a user
model. The user model of a monitored user consists of three parts: the vector space model
(described below), a relevance threshold and a memory of relevant document as well as a
memory of seen documents. The model of a neighbor only consists of a memory of relevant
documents.

Finding neighbors. An agent can only send its monitored users’ recommendations and
forward other users’ recommendations to its neighbors. The only way to receive recommen-
dations is from agents having at least one of the monitored users of the receiving agent as
a neighbor. In addition agents send recommendations to tell other agents of their existence
and they use received recommendations forwarded from users not among the neighbors as
means to find new neighbors. This means that it might be better for agents to have neighbor
users that share the same interests as the agent’s own, monitored users. As a result, the
agents search for good neighbors and discard bad neighbors and thereby (hopefully) form
clusters of like-minded individuals. This is supposed to shorten the paths for forwarded rec-
ommendations and hence improve the system performance. The choice of neighbors is thus
very important for the individual agent but even more important for the entire network. The
network should stay fully connected and not become divided into smaller parts that hinder
the agents to communicate with distant agents. However, by using a naive strategy of only
keeping good neighbors, the network might, given enough time, split into small, closely
coupled clusters of interconnected neighbors. Therefore a clever selection mechanism must
be chosen to keep the network connected while still letting the agents form clusters.

Forming clusters. We try to solve the problem of finding better neighbors by letting
each agent have two sets of neighbors, a set of good neighbors and a set of potentially good
neighbors. When an agent receives a forwarded recommendation, the recommending user
might be added to the set of potentially good neighbors and replace an old potentially good
neighbor if the set is full. As soon as a potentially good neighbor is better than one of the
good neighbors, they can change places. This will hopefully solve the problem of finding
and keeping good neighbors.

Staying connected. To partly solve the second problem of keeping the network con-
nected we let the neighbors represent groups of similar neighbors instead of single users.
The assumption is that two neighbors having similar user models are probably connected
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via other agents too. Thus, when adding a new neighbor to the full set of potentially good
neighbors, instead of just removing a random neighbor one of the two most similar neigh-
bors are discarded. However, instead of throwing away all information about the discarded
neighbor its user model is merged with the model of the other neighbor. Thus the resulting
model will represent both of them. This procedure keeps the set of neighbors diverse while
still letting agents keep good neighbors and thus form clusters of like-minded users.

Nevertheless, this approach only reduces the probability for the network to fall apart. To
ensure that the network really stays connected another solution is needed such as a central
repository where the agent can register to be found. Though this is contrary to the notion of
decentralization.

4.2 The Document Memory

The document memory of a neighbor or a monitored user a for agent i is a column vector di
a

of relevant documents where di
a,j = 1 and di

a,j = 0 means that the document j is relevant
for user a respectively not rated by user a. For each monitored user a there is also a memory
of seen documents. The set of seen documents is denotedDi

a.

4.3 The Vector Space Model

The vector space model is well known from Information Retrieval (Baeza et al. 1999).
We have used a variant with only positive examples (news articles considered relevant by a
user) and with tf.idf vectors. The tf.idf is a technique to decrease the influence of common
words in a word frequency vector by multiplying each word weight (= term frequency, tf)
with the inverse document frequency (= idf).

For an agent i we denote M
i
a the diagonal matrix with the idf of each term for the

model of user a in the diagonal row. As idf of a term we use ln(
Ni

a

nw
) where ln is the natural

logarithm, N i
a is the total number of documents in the collection and nw is the number of

documents in the collection containing the given term w. We consider the set of relevant
documents of each user a as a collection of its own.

m
i
a = M

i
a × s

i
a is the vector space model of user a for agent i.

s
i
a =

∑

di
a,j

=1 vj is the sum of the word vectors of all relevant documents of user a

known by agent i.
vj is the word frequency vector of document j.
The vector space model is thus easily updated by adding the word vector of a new

document to the previous model. The resulting vector is known to be an approximation to
the best separator between relevant and irrelevant documents for query expansion (Baeza et
al. 1999).

4.4 The Relevance Prediction

A document is deemed relevant for user a when the cosine similarity of an incoming doc-
ument’s word vector vj with idf and a vector space model s

i
a is greater than a decision

threshold tia, that is,

sim(Mi
a × vj ,m

i
a) > tia

The cosine similarity measure is the cosine of the angle between two vectors defined as:
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sim(v,w) =
v

T
w

|v||w|

v and ware column vectors and |v| =
√

vT v where T is the transpose operator.
When a user deems a document relevant, the threshold is updated by adding the old

threshold together with the difference between the document’s cosine measure in the rele-
vance prediction and the old threshold weighted with a learning rate. The decision threshold
for user a with a learning rate of 0.5 is thus updated by:

tia ← min
(

0.5, tia + 0.5×
(

sim(Mi
a × vj ,m

i
a)− tia

))

The decision threshold is initially set to zero and the threshold will not get greater than
0.5 to prevent the relevant decision to be too specific and hinder the exploration of new
documents. This means that in the beginning no documents will be recommended because
m

i
a = 0 that leads to a sim(.) = 0 that is not larger than the threshold ti

a = 0. As soon as
a document has been rated relevant both the thresholds and the model are updated and after
that recommendations can be given.

4.5 The Set of Neighbors

The neighbors of an agent i are divided into two sets, the set of good neighbors Gi and the
set of potentially good neighbors Pi. The set of users monitored by agent i is denotedAi.

A new user is added to the neighbor set either (1) when giving a recommendation
deemed relevant for any monitored user or (2) randomly with a certain probability of ex-
ploration. The probability of exploration lets an agent add neighbors that have not given
a relevant recommendation and thus explore these neighbors neighborhood for additional
better neighbors.

As long as there is room for more neighbors, any new neighbor l is added, first to the
set of good neighbors and when it is full to the set of potentially good neighbors. However,
because the number of neighbors is limited it is necessary to replace an old neighbor. This
is done in three steps:

1. Moves between sets. The good neighbor least similar to and the potentially good
neighbor most similar to any of the monitored users are found. If the potentially
good neighbor is more similar to the monitored users than the good neighbor, then
the potentially good neighbor will replace the good neighbor and vice verse in each
neighbor set. The similarity comparison between the models is done by using the
cosine measure with the number of common documents as the dot product.

2. Merging neighbors. The two most similar potentially good neighbors are found and
one of them is randomly selected to be merged with the other one. The remaining
potentially good neighbor will represent both of them. The merge is done by adding
all the relevant documents of the selected user to the model of the other user. This is
done as follows,

{p1, p2} = argmaxn1,n2∈Pi

(

sim(di
n1

,di
n2

)
)

X~R(0, 1), a uniform random number over [0, 1].
if X ≤ 0.5 then
Pi←Pi − p1, di

p2
←d

i
p2

+ d
i
p1

and d
i
p1
←0

else
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Algorithm 1 – rememberShownDocument(a, j)
Comment: The agent i is told that document j has been seen by the monitored user a (see
section 4.2)

Require: i is the called agent
Require: j is a seen document
Require: a is a monitored user (a ∈ Ai)
Di

a←Di
a ∪ {j}

Pi←Pi − p2, di
p1
←d

i
p2

+ d
i
p1

and d
i
p2
←0

end if

3. Adding neighbor. The new neighbor l is added to the set of potentially good neigh-
bors and a new user model is created.
Pi←Pi − l

d
i
l←0 and di

l,j← 1 (j is the recommended relevant document).

Algorithm 2 – relevantDocument(a, j)
Comment: The agent i is told that document j is relevant for the
monitored user a

Require: i is the called agent
Require: j is a relevant document
Require: a is a monitored user (a ∈ Ai)

1: Update the user model of user a {see section 4.2, section 4.3 and section 4.4}
2: for all u ∈ (Ai − a) do {Recommend the document to the monitored users that probably

deem document j relevant and have not already seen it}
3: if sim(Mi

u × vj,m
i
u) > tiu andj 6∈ Di

u then
4: Add j to the unread document queue of user u.

{The users will read the document in next iteration of the main algorithm. In a com-
pletely decentralized system this step is never reached because each agent only has one
monitored user.}

5: end if
6: end for
7: for all n ∈ Gi ∪ Pi do {Forward the recommendation to all neighbor agents}
8: call agent of user n : receiveRecommendation(< i, a, j, n, 2 − 1 >)

{This step is never reached in a centralized system since there is only one agent with no
neighbors.}

9: end for

4.6 The Recommender Agent Algorithm

A recommender agent can communicate with its monitored users and with other recom-
mender agents. In the centralized version, there is no communication with other agents
because there is only one single agent.

9



Algorithm 3 – receiveRecommendation(< s, a, j, n, ttl >)
Require: i is the called agent.
Require: s is the sending agent.
Require: a is the recommending user
Require: j is the recommended document
Require: n is a receiving, monitored user (n ∈ Ai)
Require: ttl is an integer (ttl ≥ 0)

1: if a ∈ Gi ∪ Pi then {The recommending user is a neighbor}
2: Update the user model of user a {see section 4.2, section 4.3 and section 4.4}
3: else if a 6∈ Ai then {The recommending user is not a monitored users}
4: if (∃u ∈ Ai and

(

sim(Mi
a × vj ,m

i
a) > tia

)

orX~R(0, 1) > Exploration Probability
then {The document is relevant for any monitored user or by chance}

5: Add user a to the neighbors (replace an old neighbor if necessary) {See section 4.5}
6: end if
7: end if
8: if ttl > 0 then
9: for all k ∈ Gi ∪ Pi do {Forward the recommendation to all neighbors}

10: call agent of user k : receiveRecommendation(< i, a, j, k, ttl − 1 >)
{This step lets the agent work as a broker for the neighbors. Notice that this step is
never reached in a centralized system since there is only one agent with no neighbors}

11: end for
12: end if
13: for all u ∈ (Ai−{a}) do {Recommend the document to the monitored users that probably

deem document j relevant and have not yet seen it}
14: if sim(Mi

u × vj ,m
i
u) > tiu andj 6∈ Di

u then
15: Add j to the unread document queue of user u.

{The users will read the document in the next iteration of the main algorithm}
16: end if
17: end for
18: if sim(Mi

n × vj,m
i
n) > tin then {The document is deemed relevant for the receiving user

n}
19: call agent s : receiveFeedback(< i, a, j, a, 0 >)

{We lessen the amount of communication by only sending positive feedback}
20: end if

Algorithm 4 – receiveFeedback(< s, a, j, a, 0 >)
Require: i is the called agent.
Require: s is the sending agent.
Require: a is the user for which it is given feedback
Require: j is the recommended document

Update the user model of user a {see section 4.2, section 4.3 and section 4.4}
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Definition: We define a recommendation as a tuple < s, a, j, n, ttl > where s

is the sending agent, a is the recommending user, j is the recommended doc-
ument, n is the receiving user and ttl is the time-to-live (the number of hops
left) for the recommendation. The initial ttl is 2. A ttl = 2 means that the
recommendation should be forwarded two times — the first time from the rec-
ommending user’s agent to its neighbor agents and then the second time from
the neighbors to the neighbors’ neighbors (the distant neighbors of user T in
Figure 1).

A monitored user might call its recommender agent i with the functions defined in Algo-
rithm 1 and Algorithm 2. The functions are used to tell the agent that a document has
been shown respectively that a document is relevant. These calls are simulated in the main
algorithm presented in Section 5.2.

Recommender agents can call other recommender agents with the functions defined in
Algorithm 3 and Algorithm 4. The functions are used to send a recommendation respec-
tively to give explicit feedback. Observe that the latter is not the same as the previously
mentioned feedback from the users. Instead it is a feedback between agents based on their
models of the neighbor users. The reason is to give fast feedback and thereby speed up the
model building.

5 The Simulator Implementation

In order to study the proposed recommender system we have implemented a simulator with
variable parameters: the number of users, the agents tendency to explore to find new neigh-
bors, the number of kept good neighbors and the degree of decentralization. In this paper
only two degrees of decentralization are used: completely with one agent per user or with a
single agent for all users.

The components of the simulator are some parts of the recommender system and the
users. The simulated parts of the recommender system are documents including their pre-
sentation and information sources. The recommender agents are implemented as would be
done in a real system. In a real setting, the information sources and the presentation of
documents would be handled by the information monitoring software.

Simulated users. A user is modeled as having some interests, subscribing to some
information sources, having some buddies (some other users) and having a monitoring rec-
ommender agent. As previously mentioned the system is supposed to be located in an orga-
nization. This is simulated by initializing the users with buddies taken from an artificially
created hierarchical structure.

Information Sources. The information sources are sets of documents and interests are
Boolean functions indicating whether a user likes a document or not. A user can receive
documents both from its information sources and from its recommender agent. All received
documents are put in a queue for unread documents until the user reads them. The buddies
are initially used to bootstrap the recommender agent with some neighbors.

The rest of this section is structured as follows. First the implementation of the simu-
lated parts such as documents, information sources and users is described and last the main
algorithm of the simulation is described.
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5.1 Documents, Information Sources and Users

For the simulation to be fairly realistic the documents, interests and information sources are
based on a collection of articles from a real newspaper. The CLEF collection from TREC-
9 contains all articles of the year 1994 edition of the Los Angeles Times and a set of 40
queries with some of the articles classified as relevant or irrelevant for each query.6 The
classification is sparse and does not cover all articles for each query. However, it is assumed
that the articles classified as relevant are the only relevant articles in the collection.

5.1.1 Documents

As documents we use the news articles which are represented by word frequency vectors
where the words are the elements and the number of occurrences of each word is the weight.
Thus it is a simple document representation without any preprocessing.

5.1.2 Information Sources

As information sources we use the set of articles in the CLEF collection. However, the sim-
ulations require more than one source to be realistic. To solve this problem an information
source corresponds to randomly drawn subset of the CLEF collection. Thus the information
sources will partly overlap which will be a problem especially when the subsets are large
enough. Each overlapping article is viewed as a unique instance for the same topic and not
as a duplicate. Despite of the overlap, this setup is at least partially realistic since most
newspapers report the same stories at the same time and the users might want to cover all
articles from all sources for a certain story. In particular this is the case if we look at the
problem as an information-monitoring problem when people often want to know all news
items related to their organization and their work.

5.1.3 Users

For the users we have to define their interests and what buddies they have.
Interests. As interests we use Boolean functions corresponding to the query classifica-

tion from the CLEF collection. This means that each interest corresponds to a set of articles
relevant to a query. In the current setting we let each user have six different interests.

Explicit feedback. The sparse number of classified news articles makes it reasonable
to think that the queries are explicitly captured interests where the users actively indicate
whether an article is relevant and not implicitly captured from the user behavior. This is
reasonable since real users are normally reluctant to give explicit feedback while it is fairly
easy to get implicit feedback because explicit feedback requires extra work from the users.

Buddies. We assume that the system is to be introduced in an organization from scratch.
A natural way to do this is to initially connect the users to their closest co-workers for exam-
ple their superiors and subordinates. Thus we simulate the introduction in an organization
by creating a hierarchical tree structure that connect the users. Conceptually, parents in the
tree correspond to superiors and children correspond to subordinates. Thus as buddies of
the users we use each user’s parent and children. The hierarchical tree is created as follows:
(1) The first user (the root) gets five other users as children, (2) Each child, not having own

6http://trec.nist.gov/data.html
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children, gets five users (not yet in the tree) as children7, (3) The previous step is repeated
until there are no more users left outside the tree.

This results in a fully connected tree with at least six buddies for each non-leaf user
except for the first user who will have only 5 buddies and the last user that might be missing
some children. The leaf users will only have one buddy each. To get a structure more
similar to what one would expect in a network of real buddies, one could also start out with
a small world network as described in [17].

Remember that the users’ buddies will be the agents’ initial neighbors. Additional
neighbors will be found by the exchange of recommendations. Thus it does not matter
much whether all agents get six initial neighbors.

Algorithm 5 The Main Algorithm of the Simulation
1: Create the Information Sources by randomly draw 60 days of publications in order out of

365 from the CLEF collection for each source.
2: Create the users. Each user is initialized with:

• Six different interests, randomly drawn.

• One randomly drawn information source.

• One recommender agent.

• Maximally six buddies chosen as described above.

3: Let the recommender agents get the buddies of their users as initial neighbors.
4: for all simulated days do
5: for all information sources do
6: Add today’s documents from the source to every subscribing user’s unread document

queue (if not already in the queue).
7: end for
8: for all user a do {In random order}
9: Let a read all documents in the unread document queue

10: for all document j read by a do
11: if a likes j then
12: call the agent of a : relevantDocument(a, j)
13: end if
14: call the agent of a : rememberShownDocument(a, j)
15: end for
16: end for
17: end for

5.2 The Simulator Algorithm

The main algorithm for the simulator in which the users are executed and the recommender
agents are called is shown in Algorithm 5. Every call results in executing an agent that

7Or less than five if there are no more users left outside the tree.
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might call other agents and so on. First the simulated information sources and users are
created as described in Section 5.1. Second each day of publications from each source are
presented to and read by each user. Last, the agents are called and executed as described
in Section 4. The agents update user models and forward recommendations to other agents
that in turn might present the recommendations to their users.

The execution is done in sequence but by executing users in random order we simulate
parallelism. The system is run with 60 days of publications from each source.

6 Experimental Setting

6.1 Method

We compared the performance of a decentralized recommender system with the perfor-
mance of a similar but centralized system. In the former, each user has a unique recom-
mender agent, though with a limited number of neighbors, while in the latter, a shared
recommender agent serves all users. All setups were run 30 times initialized with unique
random seeds.

6.2 Metrics

The performance was measured with three different measurements, the average precision,
the average recall and the average utility. Each measure is computed for every simulation
day based on all the documents presented to the users so far with respect to each user’s
interests. The system simulations were run over 60 simulated days.

All significance tests (two sided with p = 0.01) were computed, if not otherwise stated,
for the average sum of the point values of the curve (conceptually, that is the area below
the curve). The null hypothesis was that there is no difference between the compared mean
values v̄1 and v̄2. The used test statistic was v̄1−v̄2√

(s1)2/n1+(s2)2/n2

where si is the sample

standard deviation of vi and ni is the number of measured values of vi. The test statistic
was assumed to be Student-t distributed with degrees of freedom estimated with the Welch-
Satterthwaite approximation [18].

Precision. The precision for each user is the number of recommended relevant docu-
ments divided by the number of all recommended documents.

Recall. The recall for each user is the number of recommended relevant documents
divided by the total number of relevant documents in the system originating from the other
information sources (not from its own).

Utility. The utility of each user is similar to the measure used in the filtering track of
TREC-9 (Robertson et al. 2000). We use utility = 2× n+ − n− where n+ is the number
of recommended relevant documents and n− is the number of recommended irrelevant
documents.

6.3 Evaluated Parameters

We have evaluated the system by varying three different parameters to test the scaling, the
clustering effect and the effect of exploration.

Scaling. To see whether the algorithm scales, we tested the systems with 100 users and
with 400 users. The simulation results are shown in Figure 2a-c and Figure 2d-f respectively.
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Figure 2: The performance comparison between a decentralized system (boxes) and a centralized
system (triangles) with 100 simulated users (a-c) respectively 400 users (d-f). The maximum
number of potentially good neighbors was four and the probability of exploration was 0.3. The
horizontal axis shows the number of simulated days passed since the start of the simulation.
Both systems were run 30 times and each time initialized with a new random seed.
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Compared
setups

Avg. num. of
com. inter-
ests

Average
precision

Average
recall

Average
utility

4 vs. 6 of 6 NO NO NO NO
4 vs. 2 of 6 NO NO YES for 4 NO
2 vs. 6 of 6 YES for 2 NO YES for 6 NO
6 of 6 vs. CS — YES for CS YES for 6 NO
4 of 6 vs. CS — YES for CS YES for 4 NO
2 of 6 vs. CS — YES for CS YES for 2 YES for CS
2 of 3 vs. CS — YES for CS NO YES for CS

Table 1: The table shows the performance comparison between different number of potentially
good neighbors and the centralized system (denoted CS). The number of users was 100 and the
probability of exploration was 0.3. The maximum number of neighbors was six for the first two
sections and 3 for the last section. “YES for X” means “Significantly better for X”, “NO” means
“No significant difference”.

The vertical line at each point plots the confidence interval that contains the real value with
a probability of 0.99 (using Student-t with 29 degrees of freedom).

Clustering. We also tested whether varying the number of potentially good neighbors
among the neighbors (and thereby the number of kept good neighbors because the maximum
number of neighbors is six) made any difference to the performance. The results are shown
in Table 1.

Exploration. The next test we performed was to vary the probability of exploration
while keeping the number of potentially good neighbors constant. The results are shown in
Table 2.

7 Results and Discussion

7.1 Scaling

In the case of 100 users (Figure 2a-c), the average precision is significantly better for the
centralized system while the average recall is significantly better for the decentralized sys-
tem and the average utility differs insignificantly. However, on the last simulation day the
average utility differs significantly in favor of the decentralized system. This means that
more articles are presented to the users in the decentralized system than in the centralized
one.

The same is true when scaling the system to 400 users (Figure 2d-f) though the standard
deviation is much smaller.

7.2 Clustering

By splitting the neighbors into two sets we hoped to form clusters of users with overlapping
interests that would improve the system performance. This was not indicated by the results
shown in Table 1. The average number of common interests does not differ significantly
when comparing the use of four (4 of 6) with two (2 of 6) respectively six (6 of 6) potentially
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Compared
setups

Avg. num. of
com. inter-
ests

Average
precision

Average
recall

Average
utility

0.1 vs. 0.0 YES for 0.0 YES for 0.1 YES for 0.1 YES for 0.1
0.2 vs. 0.1 NO NO YES for 0.2 NO
0.3 vs. 0.1 NO NO YES for 0.3 NO
0.3 vs. 0.2
0.3 vs. 0.5
0.3 vs. 0.75
0.3 vs. 1.0
0.75 vs. 1.0

NO NO NO NO

4 of 4 & 0.3
vs.
6 of 6 & 1.0

YES for
4 & 0.3

YES for
4 & 0.3

YES for
4 & 0.3

YES for
4 & 0.3

0.0 vs. CS — YES for CS YES for 0.0 YES for CS
0.1 vs. CS
0.2 vs. CS
0.3 vs. CS
0.5 vs. CS

— YES for CS YES for p2p NO

0.75 vs. CS
1.0 vs. CS
6 of 6 & 1.0
vs. CS

— YES for CS YES for p2p YES for CS

Table 2: The performance comparison between different probabilities of exploration, and in the
last two rows, compared to the centralized system as well (denoted CS). The number of users
was 100. The maximum number of potentially good neighbors was four in all but one test. The
maximum number of neighbors was six. “YES for X” means “Significantly better for X”, “NO”
means “No significant difference”.

good neighbors. This means that clustering is not very much affected by the number of
good neighbors. However, when comparing the use of two respectively six potentially good
neighbors there is a significant difference in favor for the former indicating that the ability
to keep good neighbors at least has some effect. Though, in the case of two potentially good
neighbors the decentralized system performs worse than the centralized for all measures but
recall.

When comparing the decentralized system with varying number of potentially good
neighbors and the centralized version it seems better to keep many potentially good neigh-
bors. Too many good neighbors give worse performance.

The last row in Table 1 shows the result of using maximally three neighbors instead of
six with two potentially good neighbors and one good neighbor. The average recall for the
decentralized system is in this case similar to the average recall for the centralized system.
Thus the forwarding of recommendations between peers seems to be important for the recall
but gives a low precision compared to the centralized system.
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7.3 Exploration

As seen in Table 2, the worst performance (for precision, recall and utility) is achieved for a
probability of 0.0. This means that having no exploration is very bad for the performance. A
probability of 0.3 is also better than having only 0.1 but there seems to be no improvement
or lack of improvement when using other values. Notable is that the insignificant difference
between a probability of 0.3 and 1.0 and a probability of 0.75 and 1.0. Thus it seems more
important to be changing neighbors than keeping neighbors that have recommended relevant
documents. Though in the last section probabilities above 0.5 lowers the performance for
utility.

When having a probability of 1.0 while not keeping any good neighbors (6 of 6) differs
significantly from having a probability of 0.3 while only keeping two good neighbors (4 of
6). Thus the combination of exploring a lot and not keeping any good neighbors seems to
lower the performance but still the recall is significantly better for the decentralized system
(p2p).

When looking at the average number of common interests the best is of course achieved
for a probability of 0.0 but when instead the performance is very bad.

Nevertheless, the last section in Table 2 implies that without the probability of explo-
ration we would end up with a decentralized approach that is significantly worse than the
centralized version. Yet, with a probability of only 0.1 we will still get a system with a better
performance for recall and comparable utility (the utility is significantly better on the last
day) though the average precision differs significantly. The same is true for an exploration
probability of 1.0.

8 Summary and Conclusions

In this paper we have shown that a decentralized recommender system with 100 users seems
to perform equally well compared to a centralized approach with respect to recall and utility
but worse with respect to precision. This is a good result given that the decentralized system
has agents with a limited number of neighbors and many other tunable parameters.

The system was tested with a simulator. The simulation model started out with a hierar-
chical connected network of users with recommender agents. The users read news articles
and give explicit indication whether an article is relevant thus we use only positive feedback.
The recommender agent forwards the relevant articles to its neighbors. The neighbors in
turn, work as forward the recommendations to their neighbors and maybe to their users.
By selecting which users to keep as neighbors both based on relevant recommendations
and with a certain probability, the agents hope to form cluster and thereby shorten the path
between good neighbors. In this way the articles should be spread among the users, not
requiring any central processing.

The ability to keep good neighbors seems to neither improve the ability to form clusters
nor the performance. This is probably because the neighbors change quickly. The agents
do not have time to build detailed models of the neighbors and thus it is hard to choose
good neighbors. In contrast, the ability to explore the neighborhood of neighbors giving
irrelevant recommendations is essential for the performance. Though the forwarding of
recommendations between peers seems to improve the recall but lowers the precision while
the utility is similar at least after 60 simulated days. The tests with 400 users indicate that
the decentralized approach would perform well even for larger populations.

In the experiments the used recommender algorithm (the vector space model) was the
same for both the decentralized and the centralized system. To get similar performance for
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both systems it seems not enough to vary the probability of exploration or the parameters
for the clustering of peers. Though by lowering the maximum number of neighbor to three
the recall became similar but the precision and utility was lowered as well. Thus it seems
reasonable to assume that the only way to achieve similar performance is by using different
recommender algorithms or using different parameter values of the current one.
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hovering over the waters. And God said, “Let there be light,” and there was light.
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Abstract

Bootstrapping is an intrinsic problem for recommender systems and any other system
that learns from experience. When there is no data, there is no experience and hence nothing
to recommend. We propose a general bootstrapping method that uses prior knowledge. The
knowledge is represented as a set of probabilistic models of user behavior in a domain. Ar-
tificial user profiles are created by instantiating specific user models drawn from the general
model set. The system is then bootstrapped with a number of such profiles. The method
was tested in the domain of movie recommendation. A k-nearest neighbor algorithm was
bootstrapped with different sets of artificial user profiles. The system was then trained and
tested on real user profiles from the EachMovie data set. Performance was measured for
accuracy using Mean Absolute Error (MAE) and Rank Score. Comparing with no boot-
strapping at all, results showed a significant improvement of the performance in terms of
MAE for the first 20 real training profiles.

1 Introduction

When starting up a recommender system every developer will be faced with the problem
that without any stored users it is hard to make good recommendations. Furthermore, if
there are many users but few opinions there might be a problem to find matches between
different users. The ordinary approach to tackle this problem is to combine collaborative
filtering – which is entirely based on user opinions – with content-based methods, expecting
the two approaches level out each other’s weaknesses.

In this paper, we propose a method that uses prior knowledge to bootstrap a collaborative
recommender algorithm. Prior knowledge is acquired by asking experts, by analyzing the
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recommended items, and by using preconceived notions about the world together with good
guesses. The prior knowledge is represented as a set of probabilistic models, making it
possible to bootstrap any used algorithm with instances of sampled user profiles. By using
prior knowledge, the recommender is expected to give better recommendations to early
users compared to a system lacking the prior knowledge. The method was tested in the
domain of movie recommendation using the EachMovie data set.

The proposed method has three phases: domain analysis, model building, and user sam-
pling. In the domain analysis, we first analyze the recommended items. Second, we in-
vestigate the user profiles. Third, we consider what kind of prior knowledge there is. The
results from the domain analysis are used to build a set of probabilistic models reflecting
the working of system users. A recommender system using any collaborative recommender
algorithm might finally be bootstrapped with artificial user profiles sampled from the model.

This paper is organized as follows. We start with an overview of previous work in
using prior knowledge for bootstrapping systems, and then describe the k-nearest neighbor
algorithm. Next, the Genesis method is discussed, followed by its implementation in the
domain of movie recommendations. The system performance is tested with and without
prior knowledge, and conclusions are drawn and further work is outlined.

2 Background and previous work

The purpose of a recommender system is to make a personal prediction of a user’s opinion
on a specific item. There are essentially two sources of knowledge to base this prediction
on: the opinion of other users similar to the current user, or some set of rules describing
how user preferences are related to item properties.

By basing the recommender on user opinions there is no need to analyze and understand
exactly what makes a certain user prefer a certain item. Users are simply described in
terms of the items they have expressed opinions on, and items may simply be named or
enumerated. User opinions may be captured either by explicitly asking the user to rate items,
or implicitly by observing user behavior. Buying a book at Amazon.com is for example
interpreted as giving a positive rating on that book. Combinations of explicit and implicit
rating are also used. Recommendations are made by matching the current user with similar
stored users, suggesting items that these users have been positive about.

One method or set of methods that makes predictions for items based on given opinions
is collaborative filtering [21, 11]. Collaborative filtering suffers from many bootstrapping
problems, foremost from the early-rater problem: when there are no opinions for an item it
cannot be recommended; and the sparsity problem: when there are few opinions from each
user, users cannot be matched.

Another approach to the recommendation of items is content-based filtering. Here, the
content of the items is used to make predictions. Content-based systems suffer from the
cold-start problem where learning to filter in a good way takes time and the serendipity
problem where only items with already encountered content can be recommended.

2.1 Combining content-based and collaborative filtering

The prominent way of tackling bootstrapping problems for recommender systems has been
to combine collaborative filtering with content-based algorithms, in order to level out their
corresponding weaknesses. For example, collaborative filtering cannot make predictions
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for items with no opinions, while content-based filtering still can. Various systems have
taken this approach.

One approach has been to bootstrap a pure collaborative filtering system with agents,
using content-based algorithms, acting together with the ordinary users. The GroupLens
project (a recommender system for Usenet news) used agents with rather simple rating
schemes such as ratings based on news length and number of misspelled words [20]. The
mentioned examples implicitly use the prior knowledge that people prefer well-written
news. In MovieLens (a recommender system for movies) the work was extended with
agents using more complex rating strategies, for example a doppelganger that uses learning
methods to mimic a real user but can of course rate many more items [9]. The system was
also bootstrapped with millions of real user data from an earlier recommender system.

Another approach has been used for Fab (recommending web pages) where the collab-
orative filtering is entirely based on content [1]. The user models are content based and
matched to infer similar interests.

A pure machine learning strategy is applied in [2] where an inductive learner system,
Ripper, learns how to recommend movies based on a combination of user opinions and
content attributes.

In [17] two approaches that use text content to decrease the sparseness of user opin-
ions are described. The first approach computes predictions based on the number of co-
occurrences between users and items (for example, the number of times a user accessed an
item). Missing co-occurrences are filled in with the average cosine similarity between an
item and a user’s already known co-occurred items. This approach differs from the previous
agent approach in that opinions are artificially created for real users while in the agent-based
approach the agents are seen as extra users. The second approach is to count co-occurrences
between users and words instead of users and items. This reduces the sparsity drastically
when words are contained in many text items. The result indicates that the second and more
purely content-based approach performs better than the first approach.

2.2 Knowledge-based recommender systems

We hardly ever have complete or correct prior knowledge of every single user’s preferences.
Nor do we completely understand why people like what they like, and the taste usually
varies from user to user, and sometimes from time to time. Nevertheless, we might have
some understanding for certain domains. In the movie domain, we might expect that users
like movies of a certain director or with a famous actor if they like other movies with that
same person. For both movies and books, we might expect the genre to be a good predictor
of user opinions. Even in domains where such naive, informal prior knowledge might be
sparse, it should be possible to make use of whatever prior knowledge we have, as suggested
in [23]. The prior knowledge might be acquired by analyzing the recommended items (e.g.
by means of data mining), by asking experts, or by simply using preconceived notions
and good guesses – they might at least be partially correct. If we know that the taste of
people usually splits over a certain item, this information should be possible to use in the
recommender system. In addition, if some potential users have already been analyzed, it
should be possible to transfer that knowledge into the design of the recommender system.
However, not all users behave as expected and hence the system must be able to adapt to
the individual by learning.

The idea of combining background knowledge with collaborative filtering to improve
recommendation is not new. In Entree [4, 5], a knowledge-based recommender system for
restaurants is modified to use collaborative filtering to refine its final suggestions. Given
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some user preferences, Entree uses its knowledge base to retrieve a small, unordered set of
matching restaurants, which is then ordered by collaborative filtering. The best restaurant,
chosen randomly if no order is available, is presented to the user. If not satisfied, the user
can ask for a restaurant that is cheaper, livelier, more exotic, etc. to further refine the
preferences. The process is then repeated with the refined user preferences.

When the prior knowledge is correct, Entree performs well despite the performance of
the collaborative filtering but Entree lacks the ability to handle incomplete or incorrect prior
knowledge. In comparison, our knowledge base is refineable and not necessary complete or
correct and we want to be able to use any available prior knowledge. Thus, our approach is
more related to machine learning than to knowledge-engineered systems.

2.3 Prior knowledge in Machine Learning

In machine learning research, the benefit of initializing a learning system with a domain
theory of explicit prior knowledge has been shown in the effort of combing analytical and
inductive learning ([14, 15]). One such approach is the knowledge-based artificial neural
network (KBANN) described in [23]. The KBANN starts with a domain theory of proposi-
tional horn clauses that is mapped into a neural network. The neural network is then trained
on real data. The resulting network might finally be transformed back into horn clauses.
Tests of the KBANN suggest that one should use all knowledge one has to improve learn-
ing even when the knowledge is not completely correct. However, the tests also suggest that
it is bad to add completely incorrect knowledge.

A couple of other algorithms for combing analytical and inductive learning (as well
as the KBANN) are described in [14]. In all of these algorithms, the inductive learning
might refine and correct a given domain theory while the domain theory still influences the
induction with a search space bias.

Though background knowledge has been used to improve machine learning algorithms
it has not explicitly been used for recommender systems. Our primary contribution is
the proposed method of bootstrapping any recommender system with explicit background
knowledge. The secondary contribution, related to machine learning, is to bootstrap an
instance based algorithm, k-nearest neighbor. Previous approaches have been applied to
model-based algorithms such as neural networks.

3 Bootstrapping for k-nearest neighbor

The k-nearest neighbor algorithm is one of the most widely used algorithms for collabora-
tive filtering, as discussed in [13] and [3]. The k-nearest neighbor is a so-called instance
based method (sometime called memory based) because training instances are stored (mem-
orized) during training and retrieved when making predictions. In contrast to instance-based
approaches, model-based methods generalize into a model from the training instances dur-
ing training. The model is then used to make predictions. Examples of model-based meth-
ods are Bayesian belief nets and artificial neural networks [14]. Instance based methods
learn fast but make slow predictions, while model based methods make fast predictions but
learn slowly. The k-nearest neighbor algorithm works such that for any active user the k
most similar stored instances are retrieved and then the predictions are made based on them.
The contribution of each instance might also be weighted according to some similarity, dis-
tance, or correlation measure.

The k-nearest neighbor algorithm for collaborative filtering used here is taken from [3].
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In the following there are n stored instances of user profiles. A user profile consists of one
or more items with corresponding opinions. An opinion is a value taken from a numerical
scale defined by the system designers. The predicted opinion of an active user a for item j
is then

pa,j = v̄a + κ
k

∑

i=1

ω(a, i) × (vij − v̄i) (1)

v̄i = 1
|Ii|

× ∑

j∈Ii
vi,j

vi,j = the opinion of user i for item j
Ii = the set of items for which user i has given opinions
ω(a, i) is the weighted contribution of user i to the prediction for user a.

The weight function is the Pearson correlation coefficient.

ω(a, i) =

∑

j(va,j − v̄a)(vi,j − v̄i)
√

∑

j(va,j − v̄a)2
∑

j(vi,j − v̄i)2
(2)

κ = a normalizing factor such that the absolute weights sums to unity.

It is not obvious how to incorporate prior knowledge in the classical k-nearest neighbor
algorithm. One approach is to use a more complicated similarity measure or weight func-
tion that encodes the prior knowledge. For instance by adding a comparison measure β in
Equation 2. This approach is related to the heuristic similarity measures used in case-based
reasoning [5]. If instances have content attributes such as movie director, actors, etc., it
would be easy to encode prior knowledge such as “equal values for the director attribute are
more important than equal date of release” into the β function.

ω(a, i) =

∑

j

∑

l(va,j − v̄a)(vi,l − v̄i) × β(j, l)
√

∑

j

∑

l(va,j − v̄a)(va,l − v̄a)β(j, l)
∑

j

∑

l(vi,l − v̄i)(vi,l − v̄i)β(j, l)

Ifβ(j, l) =

{

1 if j = l;
0 if j 6= l

we get the original weight function.

In addition, we can easily incorporate content into the algorithm. If the items were
text documents the item-to-item weight function β could be the cosine similarity between
the word frequency vectors of the items in the vector space model of information retrieval
[19]. Nevertheless, this encoding of the prior knowledge requires quite large changes to
the algorithm, redefining the correlation coefficient. We aim for a more general approach,
where the bootstrapping algorithm is separate from the filtering algorithm.

4 The Genesis method

A bootstrapping approach should of course vary with what sort of prior knowledge and
user profiles there are, what is recommended, and what algorithm used. However, the most
general input of knowledge there is, working for any algorithm, is the set of instances (in our
case user profiles) used for training. If we could model users and produce a set of artificial
profiles, the system could simply be trained on these profiles. No extra efforts or changes
to the recommender algorithm would be needed.
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The Genesis method aims at creating a set of general, probabilistic models of the future
users of a recommender or collaborative filtering system that needs to be bootstrapped. This
is done by careful analysis of the domain, followed by creative model building, and finally,
by instantiating selected models to create artificial users.

4.1 Data analysis

Item attributes. The first step in the data analysis is to analyze the items to recommend. If
the items lack attributes e.g. content, it might be hard to model prior knowledge. However,
known relations between items could be used without having explicit access to the content.
In the movie domain, movies and stereotype users could be linked in a graph based on
expert knowledge on movie categories and the type of person who likes them. This is not
the approach taken in this paper. We assume that items have content that can be extracted
for prior knowledge.

User profiles. In classical collaborative filtering a user profile consists of a list of items
paired with the user’s opinions on these items. This enables users to be matched based
on their opinions as opposed to content. Usually the profile is built over time, with users
coming back to rate new items. An example of a recommending system where tracing is
possible is the recipe recommender Kalas [22]. Kalas requires users to login. In contrast,
the recommender of PC configurations presented in [7] is designed for ephemeral users that
are not traced. In the latter, the user profiles consist of selected PC configurations with
no connection to any individual user. However, the users could easily be traced using the
information from the order form.

Prior knowledge. Third we consider other available sources of prior or background
knowledge. Basically, we need knowledge about how users relate to items. What do users
like? What schemes do they use when rating items? Are there different user types? The
content of the set of recommended items will certainly contain usable prior knowledge. User
attributes not directly used for recommendation could possibly be used. Data from different
sources such as marketing surveys might be available, making it possible to extract prior
knowledge e.g. with data mining methods.

4.2 Model building

An underlying assumption or inductive bias behind the learning ability of existing recom-
mender systems is the existence of correlations between items or attributes. In other words,
people who liked a certain item are expected to also like a second item or items with cer-
tain attributes. Many recommender systems for e-commerce are based on this assumption,
for example Amazon’s “Customers who bought this book also bought” other books [13].
This leads to a probability model with dependencies between some or many of the items or
attributes.

A second underlying assumption behind many recommender systems is the existence
of groups of closely correlated users, which implicitly assumes ability to track individual
users. Especially instance based collaborative filtering and cluster-based algorithms make
explicit use of this assumption [24, 3]. Consequently, it seems reasonable to bootstrap the
system with user profiles sampled from a mixture of probabilistic models that capture both
the variation and similarity among real users. The k-nearest neighbor algorithm used for
collaborative filtering is insensitive to non-correlated user profiles [20], and thus it does not
matter very much if we have many faulty models in the mixture. However there is always
a risk of getting coincident correlations by chance (where there are no real correlation) and
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therefore we cannot randomly chose a large mixture model. This is especially true when
the instances (the user profiles) have very few items or attributes.

4.3 User sampling

The last step is to create a set of sampled, artificial profiles to be used for bootstrapping. As
discussed above, the probabilistic model set created from prior knowledge will consist of a
mixture of models, reflecting the assumption that real users belong to different user types
or clusters. The creation of a sampled user profile is thus performed in two steps. First, a
specific user model is drawn or selected from the model set. Second, the probabilities of the
model are instantiated, resulting in a sampled user profile.

The user models may also be mixed. For example, in the model set for the movie domain
described in the next section, models for user preferences are combined with models of
rating habits.

5 Applying Genesis to the movie domain

One of the most explored domains for recommender systems is the movie domain, for
which both commercial and research systems have been built. Two commercial systems are
Amazon.com1 and The Internet Movie Database2, and two well-known research systems
are EachMovie3 and MovieLens4.

We tested our approach on the EachMovie data set that is available for research pur-
poses. The EachMovie recommendation service was run by the Compaq Systems Research
Center for 18 months to experiment with a collaborative filtering algorithm. During this
time, users entered around 2.8 million numeric ratings for 1628 different movies (films and
videos).

In addition to the EachMovie data, there is also the Internet Movie Database (IMDb)
containing attributes for movies. The 1628 movies in the EachMovie data set are all in-
cluded in the total set of movies in the IMDb.

5.1 Data analysis

In the EachMovie data, individual users are tracked. A user profile consists of a number of
movies rated on a scale of 0 to 5. The dataset contains well over 65000 such profiles.

The EachMovie data contains very little information about the 1628 movies rated by its
users. However, content attributes for movies can be found in the IMDb. movies.

In an experimental situation such as this we have to be careful when defining our prior
knowledge. There is a definite risk that the prior knowledge is biased by too closely exam-
ining the real user data. Such data is of course not available in a realistic setting.

As prior knowledge we assume that users often tend to like or dislike movies with the
same actors, same directors, similar plot, etc. This is reflected in the model by dividing the
movies into clusters with similar movies. To speed up the clustering we have chosen to only
cluster with respect to the plot.

1http://www.amazon.com
2http://www.imdb.com
3http://www.research.digital.com/SRC/
4http://www.movielens.umn.edu/
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In addition, it could be argued that male and female users differ on what movies they
like. Fortunately, instead of relying only on our own prejudices we have access to some
“expert knowledge” in form of the top-ranking movie lists of the Internet Movie Database.
There are the top 50 lists of their male and female voters as well as the top 250 list for all
their voters. We use the rank to increase the probability that highly ranked movies (and
movies in the same clusters) get high scores. The number of movies of the male top 50 list
and the female top 50 list in the EachMovie data are 34 and 26 respectively. Among the top
250 only 131 are contained in the EachMovie data.

The notation Pr(...|..., K) will be used to clearly show that the probability is based
on the prior knowledge K as specified below. As shorthand we will use Pr(Cluster =
ki|...) ≡ Pr(ki|...), Pr(Gender = g|...) ≡ Pr(g|...), Pr(Movie = mi|...) ≡ Pr(mi|...) in
the following when the equations get too messy.

5.2 Model Building part I: Movie Clustering

Using information from the IMDb, movies are divided into clusters with similar movies,
and each cluster gets a distribution of rating scores. The variable Cluster represents the
clusters.

As clustering tool we use AutoClass [6], which is a Bayesian variant of EM clustering
[8]. Instead of clustering complete movies where each training instance consists of many
attributes, one for each movie attribute-value, we cluster movie-attribute-value pairs. The
pairs are modeled as two multinomial distributions. This is the same clustering principle as
for the two-way aspect-model presented in [12]for IR and [17] for recommender systems.
The advantage compared to clustering instances with many attributes is first and foremost
that each movie can belong to many clusters at the same time while otherwise, if given
enough data, each movie would tend to belong to just one cluster. The clustering results in
partial probability belongings for each cluster and each movie such that 0 ≤ Pr(Movie =
mi|Cluster = k, Kc) ≤ 1 and 0 ≤ Pr(Cluster = k|Movie = mi, Kc) ≤ 1. In addition,
we get the Pr(Cluster = k|Kc) for all clusters. The Kc indicates that the probabilities are
computed by the cluster algorithm in contrast to Pr(Cluster = k|K) that indicates that the
probability is given by all our prior knowledge.

A training instance consists of a movie identity and an attribute value. The attribute
values are taken from the movie plot in the IMDb. The plot is a text attribute that is pre-
processed before being used in the clustering. Stop-words 5 are removed and the remaining
words are stemmed with the Porter stemmer [18]6. All attribute values occurring in less
than 2 or more than 500 movies are removed.

5.3 Model Building Part II: Sampling Models for User Profiles

All users rate movies on a scale from 0 to 5. However, their ways and preferences in rating
movies may differ which is reflected in randomly drawn preferences for the rating range.

On top of the rating preferences we have investigated two basic rating schemes to model
the rating of a user: the random rating scheme and the constant rating scheme. These two
basic rating schemes are then extended with the prior knowledge of the rank order or the
clusters.

5We use the stop-words of SMART Information Retrieval System at
ftp://ftp.cs.cornell.edu/pub/smart/

6An implementation can be found at http://www.tartarus.org/~martin/PorterStemmer/
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5.3.1 Rating Range Preferences

Regardless of the rating scheme, a user is modeled to have a probability of liking (giving
the highest score to) or disliking (giving the lowest score to) each movie. When a user a
rates a movie j, she will rate it with the score closest to the expected rating score:

va,j = argmin
s∈S

(|s − E[sa,j |K])|) , the rating score given by user a to movie j (3)

S = {0, 1, 2, 3, 4, 5}, the set of all scores

E[sa,j |K] = sa,high × Pr(a likes j|K) + sa,low × Pr(¬(a likes j)|K)

E[sa,j |K] is the expected score of movie j for user a

The available scores are from 0 to 5 inclusive, yet users might differ when applying these
scores. One user might give the best movies the score of 4 while another might give them
the score of 3 and yet another user the score of 5. This is modeled by constraining the
output of a user by randomly drawing a mean score s̄ and a mean deviation s̄dev. To keep
the model simple s̄ and s̄dev are drawn from uniform distributions, s̄ ∼ U(0.5, 4.5) and
s̄dev ∼ U(0.5, min(s̄, 5 − s̄)). The highest and lowest score for user a are then:

sa,high = s̄ + s̄dev

sa,low = s̄ − s̄dev

5.3.2 The Random Rating Scheme

In the random rating scheme a user model is created by giving each movie a uniformly
drawn “probability” of getting the highest rating score. Thus there is no dependency be-
tween any two probabilities. Because score is linearly related (Equation 3) this is equal to
drawing a rating from the uniform distribution U(sa,low, sa,high).

5.3.3 The Constant Rating Scheme

The constant rating scheme is a simple scheme where each probability has a constant value:
Pr(a likes j|K) = 0.5. This means that a user profile will have the same rating score for
each movie; thus this rating will be equal to the profile’s mean score. However, because of
users’ different rating preferences the mean score will vary from profile to profile.

5.3.4 Extension 1: Rank Order-based Rating

By extending the model using the prior knowledge of the rank order from IMDb top lists, a
dependency on gender is added. Thus each user is modeled to have a gender g.

In the random rating and the constant rating schemes every user a gets a probability
Pr(a likes j|K) for each movie j. This probability is refined to depend on the gender
Pr(a likes j|Gender = g, K) by first calculating and refining the odds = Pr(a likes j|K)

Pr(¬a likes j|K) =
Pr(a likes j|K)

1−Pr(a likes j|K) and then transforming the odds back to a probability:

Pr(a likes j|Gender = g, K) =
oddsnew

1 + oddsnew
(4)

oddsnew =
Pr(a likes j|K)

1 − Pr(a likes j|K)
× 1 − ωg,j

0.5
(5)
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where ωg,j =
rankg,j+ranktop250,j+1

2×MaxRank+2 , and rankg,j is the rank corresponding to the rank
when movies not in the EachMovie data set are removed from the rank lists. There is a
“0.5” in the denominator of the second fraction because a user is assumed to be indifferent
to a movie in the middle of the ranking lists. Movies in the data set but not in the top lists
get the mean rank of the remaining movies. Thus for male users who have 34 movies in the
top 50 list movies outside the list get rankmale,j = MaxRank+34

2 . The ranktop250,j is the
rank for the movies in the top 250 list calculated in the same way as the rank for male and
female movies. MaxRank is equal to the number of available movies (1628).

The probability of the user being male or female is defined using the top 50 lists and the
top 250 list. According to the IMDb web pages the lists are computed using a true Bayesian
estimate. Thus it seems reasonable to assume that the rank of each list has the following
relationships:

rm,j Pr(Gender = m|mj , Krank) + rf,j Pr(Gender = f |mj , Krank) = rtop250,j(6)

Pr(Gender = m|mj , Krank) + Pr(Gender = f |mj , Krank) = 1 (7)

⇒ Pr(Gender = m|mj , Krank) = (rtop250,j − rf,j)/(rm,j − rf,j) (8)

where m and f stands for male/female gender. rg,j is the rank of movie mj in the top
50 male, top 50 female or the top 250 ranking lists (not modified as above where the rank is
only computed in the context of the available movies of the EachMovie data). We assume
that the probability of either gender is the mean value for all movies. After having removed
all movies with missing rank values and all movies not satisfying Equation 6 and Equation
7 because they lead to probabilities not equal to 1, we get

Pr(Gender = m|K) =
1

N

∑

j

Pr(Gender = m|mj , Krank) ≈ 0.7

Pr(Gender = f |K) = 1 − Pr(Gender = m|K) ≈ 0.3

N is the total number of used equations similar to Equation 8. The result is consistent
with our prior belief that there are more males than females using this kind of service.

5.3.5 Extension 2: Cluster-based Rating

In the cluster-based extension the probabilities from the random rating and constant rating
schemes are updated in a fashion similar to Extension 1. Pr(a likes j|K) is updated to
Pr(a likes j|a likes k1 ∧ k2, K) by randomly picking two clusters k1 and k2 and then mod-
ifying the odds:

Pr(a likes j|a likesk1 ∧ k2, K) =
oddsnew

1 + oddsnew
(9)

oddsnew =
Pr(a likes j|K)

1 − Pr(a likes j|K)
× Pr(k1 ∨ k2|mj , Kc)

1 − Pr(k1 ∨ k2|mj , Kc)
(10)

Pr(k1 ∨ k2|mj , Kc) = Pr(k1|Movie = mj , Kc) + Pr(k2|Movie = mj , Kc)(11)

The probabilities of the clusters Pr(ki|Movie = mj , Kc) are given by the clustering algo-
rithm.
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6 Testing the movie model

6.1 Method

6.1.1 Training data

The model was tested using real user profiles from the EachMovie data set. The data set
was cleaned from duplicate votes using only the latest vote for each user. Users with less
than two votes were removed, leaving a total number of 60087 distinct users.

6.1.2 Parameters

The following parameters were considered:
Constant parameters

• The number of real user profiles for testing. For each experimental run, the Each-
Movie data set was split into two subsets, a test set and a training set. 1000 profiles
were randomly drawn for testing, and the rest of the profiles were kept for training.

• The number of rated movies, i.e. the length of the user profiles:

– The length of real profiles used for testing. Early users have usually rated only a
few items. To reflect this, the system was tested using the Given5 protocol of [3].
The Given5 protocol implies that five rated movies are kept in each test profile
and that predictions are then made for the rated but withheld movies. Therefore
those profiles of the original test set not having enough rated movies (less than
or equal to 5 movies) were removed leaving about 900 test profiles in each run.

– The length of the real user profiles used for training. These profiles were used
directly from the EachMovie dataset without taking profile length into consider-
ation. The length would therefore vary.

– The length of the artificial user profiles. The artificial user profiles were intended
to reflect real users. However, the fact that real users only rate some movies was
not modeled. All artificial user profiles contained ratings for all movies. The
reason for this is that the artificial user profiles are tools for filling the system
with experience, and not interesting as individual user models per se.

• The number of neighbors of the k-nearest neighbor algorithm. We could also have
varied the parameters for the recommender algorithm. As the number of test runs
required was already quite large, we choose to use k = 50 for the k-nearest neigh-
bor algorithm, which has been reported successful for movie recommendations in an
earlier work [10].

Evaluated parameters

• The sampling model. The sampling models used are the two basic schemes: the
random rating and the constant rating schemes, and the two extensions: the rank
order-based and the cluster-based extensions.

• The number of movie clusters. We tested the system with 10, 50 and 75 clusters.
Since there are 1628 movies, the average number of movies per cluster is about 162,
33 and 21 respectively.

To simplify the discussion, we assume that each cluster contains exactly the average
number of movies and that k = 1 for the k-nearest neighbor algorithm. Then, if
a real user correlates in taste with an artificial profile that is based on one cluster
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from a set of 10 clusters, the user will automatically be recommended 162 movies.
In contrast, if the same happens when the number of clusters is 75, only 21 movies
will be recommended. Thus, we expect that a high average number of movies per
cluster is bad while a low number of movies is good for the performance since the
recommendations are more fine-grained.

• The number of sampled, artificial user profiles. We tested the system with 50 and
200 profiles respectively. The choice of 50 profiles was because k=50 for the near-
est neighbor algorithm. The higher number, 200, was intuitively chosen to reflect a
reasonably well-educated system.

• The number of real user profiles used for training. Since bootstrapping should im-
prove the recommender for early users the training set was partitioned into sets of
different sizes such that larger subsets contain all smaller subsets. The partitioning
was repeated 5 times for different random permutations of the training set while us-
ing the same test set. This is similar to what was done in [23].

Initial tests showed that the performance curves converge somewhere between 100
and 300 real training profiles. Therefore, only partitions of sizes less than or equal to
100 profiles were considered for analysis.

• Recommender algorithm. We tested the bootstrapping algorithms mainly with the
Pearson correlation. To test whether the same results could be seen although using
a different weighting function we ran some tests with a modified Pearson correlation
using default voting as described in [3]. The number of default items was 10,000
and the default rating was two. This means that when two profiles are compared it
is assumed that both have votes for their compounded sets of rated items plus 10,000
additional items. If no rating has been given for an item the default vote is assumed
to be two. With the modified Pearson less weight is given to negative correlations in
Equation 1.

When testing with prior knowledge the system was first trained on the artificial profiles,
and then on increasingly larger partitions of the real user profiles. When testing without
prior knowledge the artificial profiles were withheld.

The system was run 36 times (15 times for Pearson with default voting) with different
sampled profiles and with a different random test sets. The total number of runs in each
experiment is thus equal to 5 × 36 = 180 (5 × 15 = 75).

6.1.3 Metrics

Due to the fact that the employed k-nearest neighbor algorithm (Equation 1) uses the mean
rating of a user as default rating, the coverage of the system was always 100. Performance
was therefore measured only for accuracy.

The accuracy of the recommender predictions was measured with the Mean Absolute
Error (MAE) and Rank Score measures discussed in [3]. The MAE treats all predictions
equally by giving each prediction the same weight. The MAE is suitable for testing systems
where each recommendation is equally important. The Rank Score measures the accuracy
of recommending rank ordered lists of items where items further down in the list are less
important.

All significance tests (two sided with p = 0.05) were computed, if not otherwise stated,
for pair wise point values of the curves. The null hypothesis was that there is no difference
between the compared mean values v̄1 and v̄2. The used test statistic was v̄1−v̄2√

(s1)2/n1+(s2)2/n2
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where si is the sample standard deviation of vi and ni is the number of measured values
of vi. The test statistic was assumed to be Student-t distributed with degrees of freedom
estimated with the Welch-Satterthwaite approximation [16].

6.2 Test Runs: Results and Discussion

To see whether Genesis works we have compared the proposed bootstrapping schemes with
and without extensions. The extensions corresponds to bootstrapping based on prior knowl-
edge (informed bootstrapping) while the basic rating schemes are not based on any prior
knowledge (uninformed bootstrapping).

In the first section is the random rating scheme with extensions tested. In the second
section is the constant rating scheme with extensions tested and in the last section are the
best schemes so far tested using the modified Pearson correlation with default voting. The
unmodified Pearson correlation is used as weight function in the two first sections.

6.2.1 Random Rating Schemes

Uninformed bootstrapping. Figure 1 shows the performance of the system with no sam-
pled user profiles compared to 50 and 200 profiles sampled with the random rating scheme.
The MAE is significantly (p=0.05) better for the random profiles up to the 20 first real user
profiles (except for the first point with no real user profiles) where the curves converge. This
indicates that the mean vote (the first plotted point) for a user is a good default recommender
while adding only a few additional real user profiles degenerates the performance.

By adding randomly drawn user profiles the degeneration is stopped and we get a system
that improves in terms of MAE for each additional training example. The improvement is
most likely due to the fact that an arbitrary user a (that the predictions are made for) has a
very different rating scheme than another arbitrary real user profile and thus the predictions
based on a small set of real users do not work very well. In addition from inspection of
the recommender algorithm in Equation 1 we can draw three conclusions: (1) when there
are only random profiles the sum on the left hand side will be close to zero since each
rating in each profile randomly varies around the profile’s mean rating and each profile’s
contribution is weighted propositional to how close its mean rating is to user a’s mean
rating leading to less contributions from uncorrelated profiles, (2) when adding real profiles
they will compete with the random profiles such that the real profiles will only add anything
to the predictions if they have more in common with the profile of user a than the randomly
drawn profiles, and (3) thus the random profiles will draw the predicted rating closer to user
a’s mean rating if they do not lose the competition to the real profiles.

In contrast to MAE, the Rank Score curve is much lower from start for the random
profiles. The addition of sampled profiles seems to lower the ability to predict the relative
order between movies. This is most likely due because random noise is added to each pre-
diction (as described above) such that each prediction is improved compared to its absolute
value but not compared to its relative value. Notably, the curve for the 50 sampled profiles
crosses the curve with no sampled profiles around 60 real profiles and then they converge
somewhere about 200 real user profiles (not shown in Figure 1). The curve for 200 sampled
profiles rises much slower probably because adding more sampled profiles also adds more
noise to the prediction of the relative order.

Informed bootstrapping. In an effort to improve the random rating scheme model the
impact of rank order for both males and females was added (the rank order-based extension).
This did not affect the performance, probably because there were not enough ranked movies
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Figure 1: The Mean Absolute Error (MAE) and the Rank Score for the experiment with no
sampled user profiles compared to 50 and 200 profiles sampled with the basic random rating
scheme. The vertical axis shows the metric and the horizontal axis shows the number of real
user profiles used for training. The differences between the curves are significant compared to
the No sampled curve for the first 20 profiles excluding 0 and 20 profiles for MAE and for all
points except those close to crossing points for Rank Score.
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(only about 150 of 1628 movies had a rank). However, it also shows that the algorithm is
insensitive to non-correlated profiles as was shown in [20].

Adding the assumption that users like movies in the same cluster where movies are more
similar to each other (the Cluster-based Rating extension) did not influence the performance
either. There is almost certainly too much noise in the basic random rating scheme.

6.2.2 Constant Rating Schemes

Uninformed bootstrapping. The performance of the constant rating scheme is not different
from the performance of using no sampled profiles. This is not surprising since with the
constant rating scheme each movie rating will be equal to the mean rating in each profile
and thus the sum is equal to zero in Equation 1.

Informed bootstrapping. To improve the performance the impact of rank order was
added (the Rank Order-based Rating extension). As in the case of the random rating scheme,
this did not affect the result at all.

In contrast, when user profiles were modeled to only give high ratings to movies in the
same cluster (the cluster-based rating extension) the result, shown in Figure 2, resembles the
result for the random rating scheme. This is not surprising since there is a random element
in choosing which clusters to rate high.

Figure 2 and Figure 3 show that only having 10 clusters generally decrease the perfor-
mance for both MAE and Rank Score compared to using the random rating scheme with
50 sampled profiles. Using 200 sampled profiles decreases the Rank Score but seems to
give slightly better MAE, comparable to the random rating scheme. However, when using
50 sampled user profiles the MAE does not differ significantly for either 50 or 75 clusters
compared to the random rating scheme. In contrast, the Rank Score for the cluster-based
rating scheme rises faster in the beginning than the random rating scheme but converges
earlier, at about 80 real profiles, with the curve of no sampled profiles.

Thus the cluster-based rating scheme with 50 sampled profiles and 50 or 75 clusters
seems to improve the performance over the random rating scheme though the MAE is
slightly better for the latter.

6.2.3 Pearson with default voting

When changing correlation function to Pearson with default voting the Rank Score is greatly
improved as shown in Figure 4. We note as well that the choice of correlation function is
thus more important for the performance than the choice of bootstrapping scheme. However
we still get similar results for the bootstrapping compared to using the original Pearson
correlation. The constant rating scheme with the cluster-based extension (the Informed
curve) is still better than the random rating scheme (the Random curve) for Rank Score.
In addition the MAE is improved. While Random and No sampled 2 converge at about
20 real profiles, Informed still has a lower MAE though the difference between them are
insignificant. However, while the difference of No sampled 1 compared to No sampled 2
or Random is not significant, the difference between No sampled 1 and Informed is in fact
significant!

7 Concluding remarks

In this paper we presented the Genesis method for bootstrapping a recommender system
with prior knowledge. The knowledge is represented as a probabilistic model of user be-
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a) Bootstrapping based on 10 clusters.
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b) Bootstrapping based on 50 clusters.
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c) Bootstrapping based on 75 clusters.

Figure 2: The Mean Absolute Error (MAE) and the Rank Score for the experiment with no
sampled user profiles compared to 50 and 200 profiles sampled with the constant rating scheme
with the cluster-based extension. As comparison the curve for 50 profiles sampled with the
random rating scheme is shown. The vertical axis shows the metric and the horizontal axis
shows the number of real user profiles used for training. The differences between the curves are
significant compared to the No sampled curve for first 20 profiles excluding 0 and 20 profiles
for MAE and for all points except those close to crossing points for Rank Score.
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a) Bootstrapping with 50 sampled profiles.
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b) Bootstrapping with 200 sampled profiles.

Figure 3: The Mean Absolute Error (MAE) and the Rank Score for the experiment with no
sampled profiles compared to profiles sampled with the cluster-based rating scheme for 10, 50
and 75 clusters respectively. As comparison the curve for 50 profiles sampled with the random
rating scheme is shown. The vertical axis shows the metric and the horizontal axis shows the
number of real user profiles used for training. The differences between the curves are significant
compared to the No sampled curve for the first 20 profiles excluding 0 and 20 profiles for MAE
and for all points except those close to crossing points for Rank Score.
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Figure 4: The Mean Absolute Error (MAE) and the Rank Score for the experiment with no sam-
pled profiles for: Pearson correlation (No sampled 1) and Pearson correlation with default voting
(No sampled 2), compared to 50 profiles sampled with the random rating scheme (Random) and
to 50 profiles sampled with the constant rating scheme with the cluster-based extension using 75
clusters (Informed). The two last curves use default voting. The vertical axis shows the metric
and the horizontal axis shows the number of real user profiles used for training. The differences
between the Random and Informed curves are significant compared to (1) No sampled 1 for the
first 10 profiles excluding 0 and 10 profiles for MAE and for all points after 20 profiles for Rank
Score and (2) No sampled 2 for the first 10 profiles excluding 0 and 10 for MAE and after 20-30
profiles for Rank Score.
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havior in a domain. Artificial user profiles are created by instantiating specific user models
drawn from the general model. The system is then bootstrapped with a number of such pro-
files. The method was tested in the domain of movie recommendation. A k-nearest neighbor
algorithm was bootstrapped with different sets of artificial user profiles. The system was
then trained and tested on real user profiles from the EachMovie dataset. Performance was
measured for accuracy using Mean Absolute Error and Rank Score. The bootstrapped sys-
tem was compared to a system without sampled profiles.

A surprising result was that by modeling users with a completely random rating scheme
we were able to improve the MAE significantly up to 20 real training profiles. However this
also lowered the Rank Score significantly.

By clustering movies into groups of similar movies and then model users to like movies
in the same group (the cluster-based rating extension to the constant rating scheme) we were
able to improve Rank Score over the random rating scheme.

We have made the following conclusions with the respect to the proposed rating schemes:

• If high Rank Score is preferred, the proposed bootstrapping schemes are not needed.

• When MAE is the most important measure, the constant rating scheme with the
cluster-based rating extension should be used.

• By extending the constant rating scheme with the cluster-based rating extension the
MAE is low while at the same time Rank Score is higher for small number of real
training profiles than for the random rating scheme.

• The number of sampled user profiles and the number of clusters seem to be crucial
for the system performance with respect to a combination of both having low MAE
and high Rank Score.

In other words, when predictions are made for: (1) individual items the constant rating
scheme with the cluster-based rating extension should be used (thus decreasing the MAE)
and (2) a list of the best recommended items none of the proposed bootstrapping schemes
should be used (thus keeping the Rank Score high).

However, the best solution might be to get at least 20 users to rate many items in advance
to get the system going or to combine these users and prior knowledge to produce clusters
that more realistically reflects real users. In addition instead of using the plot there might
be a content attribute, for instance actors or a combinations of attributes, that might better
reflect quality demands and tastes of real users.
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Abstract. In a collaborative project with Tacton AB, we have investi-
gated new ways of assisting the user in the process of on-line product
configuration. A web-based prototype, RIND, was built for ephemeral
users in the domain of PC configuration.
Two mechanisms were added to a commercial configurator produced by
Tacton: i) automated recommendations that display social trails associ-
ated with the configuration; and ii) a help system based on term cluster-
ing. Recommendations based on previous customer selections are made
on separate attributes as well as full configurations, i.e. complete PCs.
The early rater problem is solved using a probabilistic bootstrapping
approach. The help system supports novice users browsing for help in-
formation, as well as experienced users able to pose exact queries.

1 Introduction

Configurators assist users in selecting attributes and features such as customer
requirements and product attributes of a complex product. In a collaborative
project with Tacton AB, a commercial company selling and marketing a constraint-
based configurator, we have investigated new and complementary ways of assist-
ing the user in the task of configuring complex products. The result of the project
is a prototype, RIND, in which we have added i) automated, collaborative rec-
ommendations for displaying social trails associated with the configuration, and
ii) a help interface. The prototype is built on top of the Tacton configurator in
the domain of PC configuration.

By tagging the configuration process with social information we aim to give
the user a better idea of which attributes or complete configurations that are
common or not. The recommendations guide the user by displaying two types
of social trails. First, the user can get recommendations on selected product
attributes. Attributes that are recommended are those that other people have
selected in similar situations. Second, the user can ask: Given my current selec-
tions, what is the most popular final product configuration?

The help system is designed to adapt to the current user selections in the
configuration. For experienced users, detailed help can easily be found with key-
word search. For users who are new to the product domain, the structure of the
help system functions as a guide to the domain.



Using a rule-based knowledge system, the configurator calculates and displays
which attributes are compatible with the user’s previous selections. Whenever
a choice is incompatible, the configurator will inform the user what needs to be
changed in order to keep her most recent selection. The configurator can also
select attributes that optimize some product variable, e.g. price. In this way, a
user may select the most important product attributes and let the configurator
select all the other.

The configurator is good at handling product attributes. Adding recommen-
dations and cluster-based help takes us yet another step closer to the underlying
customer needs.

2 The RIND Prototype

Several different user categories can be identified in the domain of on-line PC
configuration: ephemeral/frequent user; novice/expert; buying for oneself or for
others; customer or sales person (sales support, help desk) etc. In addition, the
system could be designed to be stand-alone or a web client; to be accessed over
the Internet/extranet/intranet; using a login procedure or not. The design of
the system is fundamentally dependent on the choices made for these factors.
The RIND prototype is a web client designed for users that only use the system

Fig. 1. Interface detail

once or twice. Part of the interface is depicted in Figure 1. Ephemeral users
should not be required to log in to use the system until the time of purchase.
In light of this, it is hard to anticipate the background of the user - novice
or expert? Our hypothesis is that ephemeral users may be unfamiliar to the
use of a configurator, but not necessarily unfamiliar with the domain. We also
assume that users purchasing products over the Internet can be assumed to be
reasonably familiar with computer applications as such.

We believe that it is in this context that recommendations and help interfaces
increase the benefit to the user.



Our approach differs from other approaches combining knowledge based rea-
soning and collaborative filtering in two respects. Firstly, there is no explicit
model of user preferences, ratings, or the like, such as discussed in e.g. [1]. Only
complete configurations are stored and used as a basis for recommendation.
Secondly, our system is not a hybrid system combining the two techniques, as
suggested by [10] or [6]. Instead, the results from the recommender engine are
presented alongside the results from the constraint-based configurator.

The PC configuration domain is expressed in 35 attributes, listed in Table 1.
Each attribute has 2 to 18 values. 12 of the 35 attributes are not settable by the
user (e.g. price excl. VAT), and are therefore not used in the recommendation
process. 8 attributes represent user requirements (e.g. whether the user will
play/create music), and the remaining 15 are computer components. For better
overview, the 23 settable attributes are grouped into Requirements, Components,
and Minor Components. This grouping is reflected in the interface, where each
group is displayed on a separate tab. The demands on the interface are high.

Requirements Components Minor components Non-settable attributes

Type of computer Service Mouse Performance value
Play/Create music Monitor CD/DVD Max days to delivery
Performance Hard Drive Keyboard Price
Graphic applications OS Speaker Price incl.VAT
Minimum component quality Video Card Network Card Total RAM
Minimum RAM size Extra Video Card Mother Board memory cards (5 attrs.)
Minimum hard drive size Cpu Computer Case Free Dimm slots
Delivery Sound Card Floppy Drive

Table 1. PC domain attributes

For each attribute, a large number of different possibilities need to be displayed.
Each attribute can take on a number of values, displayed as a color coded pull-
down menu (a in Fig. 1). The configurator’s choice is presented first in the list
(blue), followed by valid (green) choices and choices that are incompatible with
the user’s previous selections (orange). Once a value is selected (yellow), the lock
icon to the right of the value list closes.

Next, recommendations can be made on single attributes as well as on full
configurations. To maintain a reasonable complexity in the interface, recom-
mendations are separated from the selection of values. Recommendations on
single attributes are given on demand (clicking on the icon b in Fig. 1), and
are displayed to the right (c in Fig. 1). The most popular full configurations are
recommended in a separate window (clicking on icon d). This sub-window has
a similar but simplified interface, with the possibility to select all attributes of
one of the displayed configurations with a single click.

RIND is an HTML/JavaScript client, communicating with three logical servers:
the configurator, the recommender engine, and the help system. Data is commu-



nicated in XML format, and the client makes extensive use of the XML DOM
provided by MS Internet Explorer 5.5 and higher.

3 Recommendations

For recommendations, we use a recommender engine developed at SICS. This
engine supports both collaborative and content-based filtering, and has previ-
ously been used in the EFOL project [9] recommending food recipes, and in
GeoNotes, a position-based system for annotation of physical places [2].

At a conceptual level, the architecture of the recommender engine is very
simple. Each user’s interests are represented in a profile. In the case of collab-
orative filtering, the profile is usually a feature vector of the user’s explicit or
implicit votes. In other cases, e.g. content-based filtering, a classifier or regression
machine may be trained to learn the user’s interest model.

In RIND, each completed and purchased product configuration is represented
and stored as a feature vector. The component choices are represented as the
feature values. Each choice is interpreted as an implicit vote for the corresponding
component value. The current user’s configuration is used as a query to the
recommender, but is not stored until the final purchase.

For this specific project we have developed three basic algorithms for filter-
ing, which are all based on neighborhood formation and prediction from the
neighborhood. The distance between two profiles is the number of features with
equal values. We write va to denote the profile of user a, and va,j for the value
of feature j in that profile. Predictions are denoted p and use the same subscript
notation as profiles. Furthermore, we define X(a, k) as the k nearest neighbors
to user a.

3.1 Weighted Majority Voter

The simplest algorithm is the Weighted Majority Voter, which predicts the value
of a component on the basis of a weighted majority vote of the k nearest neigh-
bors. The weight is set equal to the distance between two user profiles, i.e. the
number of equal component values in the two configurations. The prediction p
for user a on item j is then

pa,j = argmax
s∈Sj

∑
i

w(a, i)[vi,j = s]

where i ∈ X(a, k), Sj = {vi,j} and w(a, i) =
∑

j [va,j = vi,j ].

3.2 Most Popular Choice

The second algorithm, Most Popular Choice predicts the most popular entire
configuration of the k nearest neighbors. The algorithm is an extended Näıve
Bayes classifier using m-estimate for estimating the probabilities [5]. Because the



prediction regards entire configurations, the Näıve Bayes classifier is extended to
handle multiple components. The sought components (components not already
chosen by the user) are assumed to be independent.

The m-estimate gives weight to the probability according to the user’s current
choices even when there is no configuration with all of the user’s choices. The
extension to many components gives weight to the probability according to the
popularity (= number of occurrences) of the sought component values. These two
properties lead to the following (good) characteristic; if the user has not chosen
any component-value pairs or if no stored configuration has the component-
value pairs of the user’s choice, then the configuration with the most popular
component-value pairs will be recommended. Otherwise, the probability of a
configuration is weighted according to whether it has any of the component-
value pairs of the user. The prediction is

pa = argmax
i

Pr({vi,u|u ∈ J̄}) ×
∏
j∈J

Pr(va,j |{vi,u|u ∈ J̄})

where J = {j | va,j 6= {}}, the set of features for which user a have selected
values, and J̄ is the set of features for which a has not yet selected any values.
We let Pr({vi,u|u ∈ J̄}) =

∏
u∈J̄ Pr(vi,u) by assuming independency.

For the probabilities, we count the frequencies over the neighbors as follows.
We let Pr(vi,u) = fu/k where fu is the number of neighbors with component u set
to the value vi,u. We define Pr(va,j |{vi,u|u ∈ J̄}) as (fi−a+j +mp)/(fi−a +m) =
(fi−a+j + 1)/(fi−a + k) when as m-estimate we use m = k and p = 1/k (the
latter is the smallest probability any component value can have except for the
zero probability). fi−a is the number of neighbors with the same component-
value pairs as vi except for all components set in va. Finally, fi−a+j is the
number of neighbors with the same component-value pairs as vi except for all
components in va but component j that has value va,j (that is vi,j = va,j). This
means that fi−a+j > 0 only if vi,j = va,j .

3.3 Näıve Bayes Voter

The third and last algorithm is the Näıve Bayes Voter, which is similar to the
Weighted Majority Voter but uses Näıve Bayes with m-estimate as a basis for
the predictions. Instead of using the sum of the distances between the user
profiles as a vote, it uses the probability of a component value given the k nearest
neighbors. Thus the most probable value for any component is recommended. As
m-estimate we use again m = k and p = 1/k. The m-estimate makes it possible
to recommend values for all components regardless of whether any other user
profile contains all the component-value pairs of the active user.

pa,j = argmax
s∈Sj

Pr(vi,j = s)
∏

s′∈va

Pr(va,t = s′|vi,j = s)

where again Sj = {vi,j}. For the frequencies, we define Pr(vi,j = s) = fj=s/k
where fj=s is the number of neighbors with value s for feature j. Furthermore,



we let Pr(va,t = s′|vi,j = s) = (fj=s∧t=s′ + 1)/(fj=s + k) where fj=s∧t=s′ is the
number of neighbors with both value s for feature j and value s′ for feature t.

4 Bootstrapping

When starting up any recommender system every developer will be faced with
the early-rater problem. Without any users it is hard to make good recommen-
dations. Even though there are many users, making good recommendations can
be hard when each item has only a few user opinions and the overlap between
the opinions is sparse.

The ordinary approach to tackle this problem is to combine entirely opinion
based collaborative filtering with content-based methods, expecting the two ap-
proaches to level out each other’s weaknesses [8]. In this project, the content is
already used as the base for recommendations and hence another approach is
required. We propose an approach that makes use of prior knowledge acquired
from asking experts, analyzing the recommended items, and using prejudices and
good guesses. The acquired knowledge is often uncertain and thus represented
with a probabilistic model. Simulated user profiles can then be sampled from the
probabilistic model and bootstrap any used learning algorithm including the k
nearest neighbor.

4.1 The probabilistic model

The current RIND implementation cannot track individual users and thus only
dependencies between attributes and not between users are modeled. The prior
knowledge is encoded as a Bayesian belief net, which can be constructed with
any schoolbook procedure for knowledge acquisition [4]. The prior knowledge
modeled in the belief net is based on:

– Normally, users prefer cheap products.
– People who want to play games usually need graphics and music.
– An interest in graphics indicates a need for a good monitor and graphics

card.
– An interest in music indicates a need for a good sound card and speakers.
– An interest in both graphics and music indicates a need for a larger RAM

memory, a larger hard disk and good performance.
– For variables without good value distribution guesses, uniform probabili-

ties are used. For example, each type of computer (standard/build your
own/games/business) gets a uniform probability of 0.25.

User profiles used for bootstrapping the system are then sampled from the belief
net by probabilistically selecting feature values in random order. Only values
validated by the configurator are considered. If there is no selectable valid value
for a feature, the user profile is discarded and instead a new profile is formed.
Every time a value is selected for a feature the posterior probability of the belief



net is recomputed given the currently selected feature values. The procedure is
then repeated until there are no more selections left for each user profile.

The proposed approach of course makes it harder to discern the meaning of
a recommendation, at least when the recommendations are based on very few
real users. A recommendation is no more only about whether other people liked
or disliked an item but also what the system designer recommends. This makes
the problem of visualizing a recommendation more complicated. We could partly
get around this problem by distinguishing between recommendations based on
real user profiles and sampled profiles in the user interface.

5 RIND Help System

The key requirement for the help system is to guide ephemeral users to those
help documents that meet their information request, independent of previous
knowledge of the PC domain. Requirements such as maintaining consistent help
for newly released product information and integration with the configuration
interface are also considered as central.

To support ephemeral users with varying domain knowledge, the help system
needs a navigation tool that is suitable for novices as well as for experts. Our
approach presents a hierarchic view of the domain with terms that are more
general or more specific in relevance to each other based on the user query. A
novice can browse the domain and refine the query by selecting a more specific or
more general term in the hierarchic view. By entering a precise query an expert
can search for help documents that fit the information request, but also refine
the query using the hierarchic view.

5.1 The Help Web Interface

The help interface (fig. 2) is separated into three parts. The user query is dis-
played at the top as an editable input box. In addition to input from the user,
the input box is also used to display the current hierarchic location in the help
domain. In the bottom part, the hierarchic view can be found to the left, while
the help text itself is displayed to the right. Some selectable terms are embedded
in the text and have the same functionality as a selectable spread topic.

In the hierarchical view, more general terms are displayed under the Spread
Topics header. If the user selects the spread topic ”PC” in figure 2 the help
interface is updated and ”PC” becomes the new user query. In this case the user
will see how the previous query term ”motherboard” is related to other topics
also related to PC.

Terms displayed under the Narrow Topics header are terms that are subtopics
to the current user query. When the user selects the narrow topic ”perfomance”
the term is added to the user query and the interface is updated accordingly.



Fig. 2. Help interface

5.2 Clustering Method

Van Rijsbergen [11] defines two types of automated methods for associating
documents with each other. In the polythetic clustering method the membership
between a document and the cluster is based on how many of the document
terms that are in cluster defined terms. The problem with polythetic methods is
that not all the terms defining the clusters are guaranteed to be present in the
documents.

In the monothetic clustering method, all terms defined by the cluster are
guaranteed to exist in all documents. A common form of monothetic cluster hi-
erarchy is taxonomic web directories such as Yahoo!. These directories manually
place web pages into a hierarchical structure. One problem with this approach is
that most texts are not taxonomically related, but discuss different topics simul-
taneously. A second problem is that the web pages have to be manually placed
into the structure. Finally, users have to learn and remember the structure of
the hierarchy.

Sanderson and Croft [7] attempt to overcome these problems by automati-
cally constructing a concept hierarchy derived from a set of documents. They
extracted terms for the hierarchy from the documents such that a parent term
would refer to a more general concept than its child.

The RIND help system uses a similar approach but with predefined terms
describing each help text, and a monothetic clustering method with additional
polythetic clustered terms describing the monothetic term cluster. The prede-
fined terms are based on a controlled dictionary without any synonyms, since
the attempt is to solve the polysemy part of the vocabulary problem [3].

6 Concluding Remarks

We have identified a domain in which recommendations and cluster-based help
systems seem well suited to assist ephemeral users in the task of selecting product



configurations. To this end, we have built a prototype on top of a configurator
to demonstrate our approach.

We found several ways of performing recommendations by using the database
of purchased products, and we have also developed a principled way of bootstrap-
ping recommender systems with prior knowledge and good guesses.

A key requirement for the prototype was that the help system should be able
to support both novice and expert users. We have therefore developed a cluster-
based help system in which experts can find exact information and novice users
can see a hierarchical structure of how components or parts of the configuration
are related.
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